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I am interested in algorithms and data structures for string problems. One reason for this is that
developments in this field are essential to any discipline where massive quantities of data have to be
manipulated, including most prominently computational biology. A second and equally important reason
for my interest is that this topic is full of fascinating and deep theoretical computer science. It touches
on the computational limits of fundamental problems over the most elementary type of data. The
subject also forces researchers to consider the limits of different forms of compression when storing and
accessing this data. Moreover, the cutting edge of string algorithms and indexing is rapidly changing,
with significant breakthroughs happening every year. Researchers have recently incorporated compression
methods based on repetition (e.g., LZ77) into more functional text indexes. These repetition-aware types
of compression have overcome the linear dependency on the length of the indexed string, something still
found in entropy-based compression. The successful incorporation of these compression schemes into
text indexes has led to new tools, ones that will be essential to pan-genomics in upcoming years as
genomic data sets continue to grow in size and repetitiveness.

My research has demonstrated several theoretic results for new problems arising from these recent
innovations in text indexing. This includes problems in text-indexing in compressed space [1, 8], indexing
more complex types of data [3, 9, 10, 11], and approximate matching [12, 14]. Most of these works include
algorithmic solutions, as well as computational complexity hardness results. My research also contributed
to the first tight lower bounds for multiple sequence alignment, perhaps the most foundational problem in
computational biology. By using newer techniques in fine-grained complexity, we demonstrated that the
classic dynamic programming solutions for this problem are essentially optimal. My research as a Ph.D.
student will provide a starting point for my future research. This includes: developing new algorithms
and data structures for pattern matching, ones that expand on our knowledge of how to utilize repetition
aware compression; the design of efficient indexes for more complex data structures such as special
classes of graphs; applying algorithmic and data structure advancements to develop new solutions for
approximate pattern matching.

Fast String Processing and Compressed Indexes: The Burrows-Wheeler Transformation (BWT)
and the FM-index [5] are essential indexing tools in computational biology. The r-index is a new, closely
related advancement [7]. It is the first index of its type that requires only space proportional to the
run-length encoding of the BWT transformed text. Because of this dependency on the size of this
run-length encoding, minimizing the number of runs becomes a priority. One of the most natural ways
to try to do this is by modifying the ordering of the string’s alphabet. Our results in [1] indicate the
computational difficulty of finding an alphabet order minimizing the size of this encoding in the general
case. However, we were also able to provide a linear time solution to a restricted version of this problem
that holds relevance in genomics, a problem that was previously solved using heuristics. Finding a good
approximation algorithm for run-minimizing alphabet ordering in the general case is a topic for future
research. Such an approximation could substantially decrease the space required for the r-index.
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In terms of string processing, for computational biology the problem of aligning multiple sequences
is fundamental. The dynamic programming solution for Multiple Sequence Alignment dates back to the
1970s [16]. Our research appearing in ESA 2020 [13] demonstrated that an O(nk−ε) for ε > 0 time
algorithm would violate the Orthogonal Vectors Problem (and hence SETH), essentially establishing
the dynamic programming algorithm’s optimality. A major avenue for future research around sequence
alignment is making rigorous algorithms to replace the heuristics used for alignment. One commonly used
heuristic is anchored chaining, which associates substrings together between the strings before performing
an actual alignment. Research that I am currently taking part in is attempting to generalize the best
known anchored chaining algorithms to include more complex types of chaining costs. Preliminary
research here has provided algorithms running within poly-logarithmic factors of linear. If we succeed in
designing faster algorithms, this research may lead to useful new software tools for sequence alignment.

Indexing more Complex Data Types: Moving beyond collections of strings, we would like to be
able to apply the same techniques to non-linear types of data. Labeled graphs are a powerful way
of representing more general types of complex data. For example, labeled graphs can easily represent
collections of strings where some variation is allowed in certain regions. To this end, Wheeler graphs
provide an intriguing class of graphs. A Wheeler graph is an edge-labeled graph where there exists an
ordering on the vertices that facilitates a space-efficient index that can perform pattern matching in
near-optimal time [6]. We resolved an open question in [10] regarding the complexity of recognizing
Wheeler graphs, showing that this problem is hard even for very restricted types of graphs. However,
we also provided an approximation algorithm for an optimization variant over constant sized alphabets.
Improving these approximation algorithms is an important step in constructing indexes over more general
classes of labeled graphs. Other major work to be done includes expanding the definition used for Wheeler
graphs to include more classes of graphs that can be similarly indexed.

Unfortunately, the design of indexes for more general labeled-graphs has some immediate limitations.
These are due in part to the theorems proven [4] and strengthened by my research in [3]. These results
state that a strongly-subquadratic time algorithm for pattern matching would yield surprising new results
in circuit complexity [3]. My work on Elastic-Degenerate indexing shows hardness for indexing certain
classes of graphs as well [9]. However, the lower bounds established in these works do not rule out the
possibility of data structures for many classes of labeled graphs, ones that may still be useful in practice.
The lower bounds also do not rule out the possibility of randomized algorithms and data structures that
solve these problems faster than the lower bound for the deterministic algorithm.

Another aim that seems worth pursuing is furthering the use of repetition-aware compression in the
design of indexes for labeled graphs. So far, the main application of repetition-aware compression in this
domain has been the compression of edge labels of trees [15]. Extending these techniques to other types
of graphs is an interesting problem. Even for trees, significant progress might be possible. The current
strategy for encoding labeled trees still requires space proportional to the size of the tree’s topology, not
including any edge labels. Similar statements hold for Wheeler graphs, where it is necessary to encode
the degree of each vertex in the graph, which makes it seem unlikely repetition-aware encoding could be
applied here. However, for some labeled trees, such as the k-Errata trie discussed next, there may be
more repetition within the graph’s topology. This fact may allow for repetition-aware compression to be
used in encoding the topology of the tree, creating significant space savings.
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Algorithms and Data Structures for Approximate Matching: Closely related to constructing
indexes for more complex data is approximate matching on regular strings. Techniques for performing
approximate matching often make use of tries that are augmented with pointers to additional side-tries.
Using k levels of carefully constructed side-tries allows for the identification of a pattern occurrence with
up to k − 1 errors. This structure is called the k-Errata trie [2]. Like with labeled graphs, very little
is known about how to incorporate repetition-aware compression into these approximate matching data
structures. Currently, the space required for one of these data structures that supports k mismatches is
within polylogarithmic factors from linear with respect to the length of the string but has an exponential
dependency on k. However, many of the structural properties of one level of the trie are carried over
to its side-tries. Hence, I believe there is some potential to apply repetition-aware compression to the
topology of the k-Errata trie. The ultimate aim of this would be to decrease the exponential effect of k
on the data structure’s size. Doing so would be a significant result in approximate pattern matching.

Some additional preliminary results on this topic give us new insights into the hardness of approximate
matching with run-length encoded strings. These results make use of unique-solution promise problems,
where we are given the promise that there exists either one solution or no solution. In recent work, we
were able to establish the equivalence of unique-solution promise versions of 3-SUM-hard problems, at
least in terms of probabilistic algorithms. This includes pattern matching with wild-cards on run-length
encoded strings. Although the unique-solution promise version of this problem is not that interesting on
its own, what makes this result exciting is that these techniques can often be extended to prove hardness
results on counting problems. That is, similar techniques may be able to establish conditional hardness
results for probabilistic algorithms that can approximately count the number of solutions for approximate
matching on run-length encoded strings. Unlike the unique solution promise version of approximate
matching, being able to approximately count the number of pattern occurrences with fewer than k-errors
would be highly applicable. This is only one small example. By further exploring the role of promise
problems in the realm of poly-time solvable problems, my research aims to gain insight into many other
types of computational problems related to strings.

Research Process: Collaborating with peers and students is a key aspect of performing successful
research. I will take an active role in engaging with other researchers within the computer science
department, particularly with those whose research requires computation over large quantities of data.

In terms of student recruitment and creating an effective research team, I have found that teaching
a subject passionately and inviting students to discuss topics after a lecture or during office hours works
well. I am particularly interested in developing a diverse and inclusive research team. For the students
who I mentor, providing them with the proper guidance and support is essential. The following has been
my experience as a mentor for undergraduates at my current university. By taking an active role in their
research, I can help to guide students in the right direction about which ideas to explore and also be more
effective in helping them overcome any obstacles they may face. Also, financially supporting students is
clearly necessary for facilitating student research. I have worked closely with my advisor on several NSF
proposals and have gained valuable insight into the process.

An up-to-date CV and further information about my research is available at:
https://www.cs.ucf.edu/~dgibney/.
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