CAP 5937 ST: Humans in Pictures
Programming Assignment no.3
Using Neural Networks for a simple face recognition architecture
1. Download the documentation.  This documentation (available in postscript or latex) provides a step-by-step introduction to the code and data, and simple instructions on how to run it.
2. Download the neural network implementation. The code directory contains the source code for the neural network Backpropagation algorithm.
3. Download the data. The face images directory contains the face image data. It is stored in PGM format. You can download a compressed tar file of all the images (only ~10.5MB!), or a compressed tar file of only the one-quarter size images (~0.5MB - use only these images in order to save computation time). See the documentation above for a full description of the images.  The trainset directory contains the specifications of training and test sets referred to in the documentation above. 
4. Do any two of the following:
a. Implement a face recognizer; i.e., implement a neural network that accepts an image as input, and outputs the userid of the person. To do this, you will need to implement a different output encoding (since you must now be able to distinguish among 20 people).  (Hint: leave learning rate and momentum at 0.3, and use 20 hidden units).
b. Implement a pose recognizer; i.e. implement a neural network which, when given an image as input, indicates whether the person in the image is looking straight ahead, up, to the left, or to the right.  You will also need to implement a different output encoding for this task (Hint: leave learning rate and momentum at 0.3, and use 6 hidden units).
c. Implement a facial expression recognizer; i.e. implement a neural network which, when given an image as input, indicates whether the person in the image is neutral, happy, sad, or angry. You will also need to implement a different output encoding for this task (Hint: leave learning rate and momentum at 0.3, and use 6 hidden units).
d. Implement a ``sunglasses'' recognizer; i.e., train a neural net which, when given an image as input, indicates whether the face in the image is wearing sunglasses, or not. You will also need to implement a different output encoding for this task (Hint: leave learning rate and momentum at 0.3).
5. (Bonus) Vary the number of hidden units, the number of training examples, the number of epochs, the momentum and learning rate, or whatever else you want to try, with the goal of getting the greatest possible discrepancy between train and test set accuracy (i.e., how badly can you make the network overfit), and the smallest possible discrepancy (i.e., what is the best performance you can achieve).
6. Submit all programs you used, all source images with clear labels, and the data you generated (named as train.dat and test.dat, respectively). Also submit a report, including your experiment description, the running results, and your comments.

