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Abstract.

Parallelisingray tracingusing a dataparallelapproachallows arbitrarily large modelsto be renderedput its
inherentoadimbalancesnayleadto severeinefficiencies.To compensatéor theunevenloaddistribution, demand-
driventasksmay be split off andscheduledo processorshatarelessbusy. We usea hybrid schedulingalgorithm
which bringstasksanddatatogetheraccordingto coherencéetweerrays. Coherentasksare suitablefor demand
driven schedulingandthe remaindeiis executedin dataparallelmode. This methodremavesthe worst hot-spots
from the dataparallelcomponentandrescheduleshoseasdemanddriven tasks therebyeveningout the workload
while keepingcommunicatioroverheadst bay. Resultsarepresentedor scene®f up to 295,000polygonsusinga
large clusterof Sunworkstations.

Finally, the hybrid schedulingalgorithmis expandedby also samplingdiffuse interreflection. This puts a
significantadditionalstrain on the dataparallelcomponentthe implicationsof which areexaminedby presenting
anddiscussingelevantresults.

Keywords. Hybrid schedulingRaytracing,Diffuseinter-reflection

1. Intr oduction. Renderingartificial scenesn a physically correctmannermrequiresa
computationallyvery expensie lighting simulation. In practice,andusingtodaysprocess-
ing power, suchsimulationsmay take betweena coupleof hoursto several days. The goal
of real-timerenderingappearsot yet achievable usingcurrentsingle processotechnology
Undersimplelighting conditionsandfor sceneghatarerelatively simpleto render parallel
processingolutionscannow achieve interactive frame-rategl1, 1]. Hence multi-processor
solutionsprovide an opportunityto malke renderingmore practical. In this paper we con-
centrateon solutionsto speed-upay tracing[19] for complex scenesln addition,sampling
of diffuseinterreflectionis incorporatecby samplingfor eachintersectiona hemispheref
rays[17]. Thisis aproces®of undirectedshootingthatincreaseshe costof ray tracingby an
orderof magnitude.

The mostobvious parallelimplementatiorof ray tracingwould simply replicateall the
datawith eachprocessorandsubdvide the screeninto a numberof disjunctregions[5, 6].
Eachprocessothenrendersa numberof regionsusingthe unalteredsequentialersionof the
ray tracingalgorithm, until the wholeimageis completed.Wheneer a processofinishesa
region, it asksthemasterprocessofor anew task.Bothimagespacesubdvisionanddemand
driven schedulingarewell-known termsto describethis approach Becausecommunication
is only requiredto distribute tasksandto collateresults,idle time shouldbe minimal andthe
speed-upo be expectedwith thistype of parallelismis nearlinear. In addition,therendering
algorithmitself is not differentfrom the sequentiavversion,andthereforethis algorithmfalls
in the classof embarrassinglyarallelalgorithms.

Unfortunatelytheabove parallelimplementatiorassumethatthelocal memoryof each
processoiis large enoughto hold the entire scene. If this is the case(e.g. sharedmemory
architectures)thenthisis in our view the bestway possibleto parallelisea ray tracingalgo-
rithm [11]. However, for very large scene®r comple lighting models the datawill have to
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bedistributedand,evenwhenmary objectsarecachedocally, efficiency maybecomdow.

Alternatively, the datamay be distributedover the processorsEachprocessowill trace
raysonly whenthey passthroughits own subspacg2, 9, 8]. If a processodetectsanin-
tersectionin its own subspaceit will spavn secondaryaysasusual. Shadingis normally
performedby the processothatspavnedtheray or may be donebeforeshootingsecondary
raysusingcomputatiordecompositiorj12].

Dataparallelprocessingasthis approachs called,comeswith its own dravbacks since
thedistribution of work is highly variable bothin time andspacg13]. Thiscreategproblems
in termsof processingottlenecksyeducingefficiengy andlimiting scalability A possible
way to addresghe load balancingissuesassociatedvith dataparallelprocessings to redis-
tribute the objectsduring rendering[3, 10], althoughthe costof redistritution may not be
negligible anddatamay oscillatebetweerprocessordurtheraffecting performance.

The challengein parallelray tracingis to find algorithmswhich allow large scenego
be distributed without losing too much efficiency dueto load imbalancegdataparallel) or
communication(demanddriven). Combiningdataparallelanddemanddrivenaspectsnto a
singlehybrid schedulingalgorithmis onesuchapproachHybrid schedulingalgorithmshave
both demanddriven and data parallel componentsunning on the sameset of processors:
eachprocessoibeing capableof handlingboth typesof task[16, 7, 15). The dataparallel
partof the algorithmthencreatesa basic,albeitunevenload. Computationallyinexpensve
taskswhich requireaccesdo a large amountof dataare suitedfor dataparallel execution.
Ontheotherhand,computationallyintensize tasksthatdo not requiremary objectscouldbe
handledasdemandiriventasks which arethenusedfor load balancing.

Onedivision of work would beto separateay traversalandray tracingtasks[16]. Ray
traversalthenworks in demanddriven modeon the (replicated)spatial subdvision. Ray-
objectintersectionsare executedin dataparallelfashion. Unfortunately ray traversaltypi-
cally takeslessthan10% of thetotal computatiortime, andis thereforenot computationally
expensve enoughto be usedfor loadbalancing.

This paperexpandon previouswork which splitsoff tasksaccordingo ray coherencé?,
15, 14]. Themethodis explainedin detailin thefollowing section.Thework presentedhere
addssamplingof diffuse interreflection, which puts a significantadditional strain on the
dataparallelcomponen{section3). Theresultingperformanceas analysedanddiscussedn
sectionsd and5.

2. Hybrid scheduling For hybrid schedulingto be successfulcertaincriteria should
be obsered. First, mostof the work shouldbe locatedin the demanddriven component,
becauseonly thenit will be possibleto usethesetasksfor load balancing. Additionally,
demanddriven tasksshouldinvolve asmuchwork pertaskaspossiblein orderto minimise
taskcommunicatiorandthey shouldoperateon aslittle dataaspossibleto reducetheimpact
of datacommunicatioranddatastorage.

Secondthe dataparallelcomponenshouldonly be usedfor thosetasksfor which the
aborve doesnot hold. This part of the hybrid schedulingalgorithm should be as light as
possible asit tendsto accountfor mostloadimbalancesandpotentiallysuffersfrom a poor
computatiorto communicatiorratio.

We proposea hybrid algorithmwherethedivision of work is basedn coherencedefined
asthe extentto which animageor an ervironmentis locally constanf5]. Ray coherence
occurswhenraysstartat the samepoint andtravel into similar directions. The mostolvious
classof raysexhibiting ray coherenceare bundlesof primary rays. Shadev raysthat start
from anintersectiorpointandsamplea light sourcetendto be coherentiswell.

Incoherentaskstypically include speculareflectionandrefraction. Although a small
amountof datawill berequiredto completelytracesuchrays,it is difficult to bundleanumber
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of themtogetherandstill intersectonly a small portion of the scene Diffuseinter-reflection
is anotherimportantsamplingtaskwhich generateincoherentays. Here,a large numberof

raystravel from the sameintersectiornpoint to samplea completehemisphereHence these
raysaredivergentandtypically intersectoo mary objectsto beconsideredor demandiriven

execution.

2.1. Data parallel component. A ray thatis to be executedin dataparallelmodeuwiill
startwith the processothat holdsthe sub-spacéhat containstheray’s origin. Theray tra-
verseghe processos local spatialsubdviision until eitheranintersectioris foundor theray
leavestheprocessos subspaceln thelattercaseijt is migratedto thenext processarwWhen-
ever a processoffinds an intersection,secondaryrays are spavned which if they are data
paralleltasks,startat the sameprocessar Demanddriven secondarnshadaev ray tasksmay
berescheduledvith differentprocessorso addresgoadbalancingssues.

Shadingis normally performedby the processotthat detectsan intersection. As sec-
ondaryraysmay have to betracedby otherprocessorgheintersectiorpoint mustbe stored
temporarilyuntil all shadingresultsof secondaryayshave beenreturned.Only thenis shad-
ing performedandthe resultis returnedto the processothatspavnedtheray. This method
avoidscommunicatiorof shadingresultsin the casetheintersecteabjectwascached.

Alternatively, if shadinginvolveslarge amountsof data,shadingcould betransferredo
the processowhich permanentlystoresheintersectedbject. This mayfor examplehappen
when large texture mapsneedto be sampledor when shadingresultsare storedfor later
interpolation(seeSection3 for anexampleof this).

2.2. Demanddriven component. Whenaprocessorequests new taskfrom themas-
ter processqgra randomsub-images selectedandreturnedto this processar This helpsto
distributetheworkloadmoreevenly, becaussomeregionsof theimagetendto involve fewer
computationghanotherregions. The sizeof the sub-imageegulatesthe amountof work in-
sertednto the systempertask.

For shadev raytasksthenumberof raysin eachtaskis dependentntheratioof distance
betweerintersectionpoint andthe size of the light sources.We assumehaton averagethe
bundle of rays containsenoughraysto warrantdatafetches,yet is narrov enoughto not
requiretoo mary.

Before a demanddriven task can commencejt shouldbe determinedwvhetherall the
datarequiredfor thetaskis presenbr not. An efficient dataselectionrmechanisnis required
thatselectsall the datathatcould possiblybe neededo completethetask. We usea pyramid
clippingalgorithmto achieve this[20]. Whenereravoxelintersectshepyramidenclosinghe
bundleof rays, it is requestedrom the processowhich is known to storeits data(provided
thevoxel is not alreadystoredor cachedocally).

Uponreceptionof anobject,it is cachedusinga leastrecentlyused(LRU) stratey. In
orderto have othertasksbenefitfrom recentlyrequestediatain a transparenmanneyit is
deemedestto insertcacheddatainto thespatialsubdvision structure In thisway, bothother
demanddriventasksaswell asall dataparalleltaskswhich happerto traversethesecached
voxels,canaccesshe datawithout having to access separat@ool of memory(whichis the
usualway of implementinga cache).

3. Diffuse inter-reflection. Samplingdiffuseinter-reflectionis an expensve operation
which may involve hundredsof raysperintersectionpoint. In [13], evidencewas provided
thatthe presencef diffuseinter-reflectionhasthe ability to spreadout the intersectiortests
over a large numberof objects. Although dataparallelrenderingof diffuseinter-reflection
would put a significantstrain on the dataparallel componenttheserays are nevertheless
unlikely to all endup with the sameprocessor
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Anotherobsenationto be madeis that every singlebranchof every ray treeis always
terminatedby samplinglight sources. For this reasonthe numberof shadev ray tasksis
alwayslargerthanthe numberof dataparallelrays. As long asshadev raysare handledin
demanddrivenmodethereshouldalwaysbe enoughwork for load balancingourposes.

Becauséracingasingledataparallelray maybeexecutedn partby anumberof different
processorghetotal costof tracingsucharay maybesubstantiallyhigherthanin asequential
ray tracer (althoughfetching datafor suchrays and executethem as demanddriven tasks
may be even costlier). Evenif dataparallelraysdo not causehot-spotswith oneor a few
processorsthis is a reasonto avoid as much dataparallelwork as possible. However, as
argued,within our hybrid scheduledataparallelwork is unavoidablefor sceneghatcontain
speculamor transparensurfaces.lt is alsounavoidableif diffuseinter-reflectionis sampled.

Radiancg18] - on which this work is based- optimisesthe samplingof diffuseinter-
reflectionby emplgying anambientcache[17]. After samplingof diffuseinter-reflectionis
completedor anintersectiorpoint, theresultis storedin adatastructurgtheambientcache).
Onceenoughsamplingresultsare available, new intersectionpoints may be interpolated,
without having to samplea hemispheref rays. This drasticallyreducessomputatiortimes.
Its implicationsfor parallelprocessingireassessenh sectionst.3and4.4.

4. Experiments. The experimentsin the following sub-sectiongreperformedon two
differenthardwareplatforms. Thefirst is a ParsytecPaverXplorerwith 32 nodesrunningat
133MHz., eachwith 96 MB of memoryanda 27 MB/s interconnectiometwork. Thesecond
is aheterogeneoudusterof SunUltra 10 andUltra 5 workstations Sixteenof the Ultra 10’s
wereusedfor theexperimentdelow (unlessotherwisenoted),eachrunningat 333MHz. and
fittedwith 128MB memory TheUltra 5 workstationshave 64MB of memory Themaximum
numberof workstationsve usedwas80.

Both hardwareplatformsfeaturea PVM implementatiori4], which is usedfor commu-
nication. Thetestsceneshatwereusedaredepictedn ColourplatesA, B andC.

4.1. Demanddrivenscheduling Thescenesisedor thefollowing experimentgColour
platesB andC) eachcontainninelight sourceswhile thenumberof polygonsfor thesescenes
is givenin Table4.1. The efficiengy for eachof the renderinggmadeat 5122 pixelson 16
SunUltra 10 machines)s presentedn thesametables.

The renderingtime increasesvhen larger scenesare chosenwhich is to be expected.
However, the efficiency first decreaseandthenincreasesgain. Figure4.lashows thatby
increasinghe numberof polygonsin the scenethe percentagef time wasteddle increases,
while the percentagef time spentin communicatiorroutinesaswell as pyramid clipping
overheadslecreasealthoughin differentamounts.

Hence,for larger scenesdle time startsto dominatethe computation.Varying the size
of thescenehaslittle influenceon the numberof raysshot(hoveringaround196 million rays
for the colour cubeand 168 million for the sinc model- the differenceis dueto geometry
not becausef differentparametesettings). With scenecompleity, the numberof objects
communicatedetweerprocessorsloeschangeason averagemoreof themwill be needed
to completeeachtask. Thisalsoimpliesthattherewould bealongertime betweerrequesting
dataandactuallyreceving it. As the numberof tasksavailableto the systematary onetime
is limited, idle time is expectedto increase which explainswhy idle time becomesnore
significantfor largerscenes.

We have alsochosento renderthe cubeC andsinc C models(at 10242 pixels) on our
Sunnetwork to measurespeed-upFor theseestswe have used?20 SunUltra 10 workstations
andfor therenderingghatwereperformedon alargercluster theremaindeiof the machines
consistf SunUltra 5 workstationswhich areslower. Theresultingspeed-ugFigure4.1b)
shaws nearlinear behaiour. As aresultof the relatively large overheadgFigure4.1a),the
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Scene Polygons Time Efficieney | Scene Polygons Time Efficiengy
CubeA 6,003 1,682 46.70% | SincA 5943 1,601 43.56%
CubeB 29,481 2,762  39.32% | SincB 30,015 2,014  38.58%
CubeC 58,215 3,672 41.52% | SincC 99,907 3,107 38.69%

CubeD 295,491 34,321 47.83% | SincD 200,344 5,638 40.02%
TABLE 4.1
Scenesizesandefficiencyfor the colour cubeandsincmodels.Timingis in seconds.
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FIG. 4.1. A. Percentae of time wastedon overheadas function of scenesizefor the colour cubeand sinc
models.Theoverheadis split into idle time time spentin communicatiorroutinesand pyramid clipping time (see
alsoTable4.1). B. Speed-ugor colour cubeC andsincC models.

speed-upsirerelatively far from ideal. Also, the oneprocessorun wasmadeon oneof the
fasterSunUltra 10’s. However, it appeardhat speed-upsrestill on the increase gven at
the 80 processopoint. The overheadghereforedo not appearto be strongly dependenbn
the numberof processorsOn the otherhand,thesefiguresdo indicatethatmeango reduce
overheacheedto be sought.

4.2. Ambient calculations. In this sub-sectionthe dataparallelcomponents varied
in significanceby choosingdifferentnumbersof ambientrays. Usingthe ParsytecPowverX-
plorer, thecolourcubemodel(ColourplateA) wastakenandrenderechtaresolutionof 1282
pixels. Theray depthfor ambientrayswassetto 1 throughout.The numberof ambientrays
was increasedrom 0 in stepsof 10. Radiances irradiancecachewas built separatelyon
differentprocessorsisingdefault values.

By countingthe numberof ambientraysshotandsummingthosefor all processorshe
effectivenesof the ambientcacheis assesseith a parallelervironment. It canbe expected
thatwhenfor exampletwo processorareindependenthbuilding the ambientcachefor the
samespatialregion, moreambientrayswill berequiredbeforeeitherprocessocanstartinter-
polatingpreviously cachedvalues.Hence by increasinghe numberof processorshetotal
numberof ambientraysshotis expectedto increaseFigure4.2ashavs thatmoreprocessors
indeedcausethe numberof dataparallelraysto increase.In this figure both the numberof
processorsindthe numberof ambientraysshotperintersectionpoint is varied. Theresults
for 20 and30 (and40 and50) ambientraysperintersectiorturn out to be the samebecause
of themappingof this parameteto the discretisatiorof ahemisphere.

Having more processorsndependenthbuilding their own ambientcache,is only one
reasonwhy more ambientrays are shot. The other reasonis that if more processorsare
involvedin the computationgachholdsa smallerpartition of the scene.lt is thereforemore
likely thatanambientray needgo be migratedto anothemprocessobeforeanintersections
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FIG. 4.2. A. Total numberof data parallel rays. B. Total numberof task migrations. In both graphsthe
numbes providedare summedver theavailableprocessos.

found. Thiscanbeshawvn by plotting thetotal numberof ray tasksthatweremigratedagainst
the numberof processorgFigure4.2b). It is shavn thataddingmore processorsloesresult
in more ambientrays being migratedbetweenprocessors.The percentagef ambientrays
migratedis nearly constantwhenvarying the numberof ambientrays, but increaseavhen
moreprocessorgreused.

It shouldalsobementionedhatshootings0 ambientraysperintersectiorpoint,whichis
themaximumtestedhere,is enoughto shav atrend,but is certainlynot sufficientin practical
applicationswvherethis numbercanbe anorderof magnituddarger.

Ontheotherhand,in a practicalapplicationa very smallimageis usuallyrenderedirst
to fill theambientcache.During renderingof thefinal largeimage,this cacheis readfrom
file. This helpsto minimiseambientsamplingduringrendering.If this approachwereto be
taken using a parallelrenderer cacheconsisteng shouldbe assuredwhich is possibleby
modifying the currentalgorithmto performshadingwith the processomwhich permanently
owns the associatedntersectionpoint. Second the pre-processingvherea smallimageis
renderedshouldbeparallelisedaswell, which mayleadto difficultiesdistributingwork (there
is avery limited numberof ray treesto evaluate).

4.3. Ambient cache. After having establishedhebehaiour of thedataparallelcompo-
nentwith respecto ambientsampling,we now look atthe ambientcache.As all processors
generateheambientcacheseparatelyit is expectedhatthenumberof computationshatcan
be avoidedby interpolationof previously storedirradiancesjs inverselyproportionalto the
numberof processoremployed. For the samesceneasusedabove (the colourcubemodel,
ColourplateA), this hypothesids testedoy renderinghecolourcubemodelwith 10ambient
raysperintersectiorpoint (a rathersmallnumberwaschoseno speedup the computation).
This is assumedo be a worst casescenaridor interpolation,asthe noisein the resultswill
reducehenumberof interpolationghatarepossible Therefore usingmoreambientraysper
intersectionyould on averageallow moreinterpolationgo occur

Undertheseconditions,imageswererenderedisingdifferentnumbersof processorsn
the ParsytedPaverXplorer Thetotalnumberof ambientcalculationss constantat 16, 898 +
2. Table 4.2 shaws that building the ambientcacheseparatelffor eachprocessarreduces
ambientcacheefficiengy if the numberof processorss increased.Thereare a numberof
differentreasondor this. First, theambientcacheis not sharethetweerprocessorsA result
which is obtainedby oneprocessowill thereforenever help ary otherprocessoreduceits
workload. A potentialsolutionwould be to broadcasthe resultsof irradiancecomputations,
so that all processorsould benefit. However, this is more expensve than necessarysee
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Processors 1 2 4 8 16
Percentageterpolated| 40.2 27.1 143 6.1 3.6
TABLE 4.2

Fraction of ambientcalculationswhich were interpolatedas functionof the numberof processos.

belaw).

Secondlybecausghe orderin which raysare computeds not maintainedn a parallel
ervironment,a situationmay occurwhereanintersections foundin anareawherealready
sufficient ambientcalculationshave beenstarted but have not yet returnedresultsthatcould
be interpolated.In sucha case,an ambientcalculationwould be startedfor the new inter-
sectionpoint, whereaswvaiting for surroundingntersectiornpointsto be shadedwould have
beencheaperThisis avery subtledatadependeng which requiresfuture attention.

Thethird causefor the low interpolationcapabilityis thatintersectiongletectedduring
executionof ademandirivenprocesswill typically occurusingcachedbjects.Theshading
for suchintersectiorpointswill thereforealsotake placeattheprocessowhichgeneratedhe
intersectionpoint. Hence,a solutionto increasehe efficiengy of the ambientcachewould
beto shaderaysonly with the processorshathold the intersectedbjectspermanently If a
demanddrivenray at someprocessoimtersectsan object,theresultcould be sentto the pro-
cessomhich holdsthe objectin its residentset. Fromthere,secondaryayswill bespavned,
andeventuallyshadingwill take placeatthis processarSucha solutionwill ensureghatam-
bient valueswill only be cachedwith the processowhich holdsthe data. This solutionis
assesseih thefollowing sub-section.

4.4. Work-flow control. Any dataparalleltaskis executedby thoseprocessorsvhich
hold the dataneededo completeit. This meansthatassoonasa dataparallelray taskis
releasednto the system,task schedulingcontrol over this ray taskis lost. In purely data
parallelsolutions this tendsto leadto someprocessorgxecutingfar morework thanothers.
Althoughin ourhybrid schedulingalgorithm,muchof thework is executedn demandiriven
mode, the ambientsamplingcan still resultin work accumulatingwith only a few of the
available processors.This dependn the geometryof the scene. Hence,a mechanisrris
neededo controlthe total amountof work which is availableto the systemat arny onetime.

We thereforelimited the total numberof sub-imageghat eachprocessomay execute
simultaneouslyo two. This meanghata processocanperformthe dataselectionfor a new
sub-image(or primary ray task), while anothersub-imagestill hasresultspending. Once
tracingof the primaryraysfor a sub-imagestarts all raysin theray treearereleasednto the
system.

A straightforvard methodto limit thetotal amountof work in the system|s to vary the
sizeof the sub-imagesThe smallerthe sub-imagethe lesswork is availableto the pool of
processorslt is to be expectedthat for smallersub-imagesproblemswith memoryusage
andloadimbalancesrelesslikely to occurthanfor large sub-images.

At the sametime, the effect of shadingwith different processorss studied. So far,
shadingvasperformedby theprocessothatgeneratedheintersectiorpoint. This couldwell
have beendoneusinga cachedbject. Thismethods comparedvith aschemavhereshading
is performedby the processowhich storesthe intersectedbjectin its residentset. In order
to achieve this, whenerer a demanddriven ray intersectsa cachedobject, the intersection
pointis first communicatedo the processowhich storesit. Fromthere,secondaryaysare
spavnedandshadingresultsareaccumulated.

The studiomodel(Colourplate A) wasrenderedn a clusterof 16 SunUItra 10 work-
stationsat a resolutionof 5122 pixels. Perintersectiorpoint 20 ambientrayswereshot. The
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FIG. 4.3. A. Rendettimesfor differently sizedsub-imaes. On theleft, intersectionpointswere not communi-
catedto therelevantprocessarwhile on theright they were. B. Efficiencyof theambientcachefor differently sized
sub-imaes(intersectionpoint communicatioron theright).

renderingime asfunctionof sub-imagesizeis givenin Figure4.3a.Surprisingly if lesswork
is availablein the systemtherenderingimeis reducedalthoughthe efficiency remainscon-
stantacrosgheserenderings.Both workloadand overheadseduceby the sameamount. It
turnsoutthatfor smallersub-imagesheambientcachebecomesnoreefficient (Figure4.3b).
This canbe explainedby thefactthatif lesswork is availablein the systemat ary onetime,
moreof it mustbe executedserially. As aresult,theambientcachehasmoretimeto build up
beforeit is queried therebyallowing moreambientvaluesto be computedoy interpolation.

By communicatingntersectionpointsto the processomvhich holdsthe intersectedb-
ject, a processomwill not build the ambientcachefor partsof the scenefor which it is not
responsible At the sametime, the ambientcachewill only be queriedby processorsvhich
have a betterchanceof alreadyhaving locally built partsof the cache.The efficiency of the
ambientcacheis thereforesignificantly betterwhenambientraysoriginatefrom processors
which permanentlyown the objectfrom which they arespavned(Figure4.3b,right).

5. Conclusions. In this paperwe have assessethe behaiour of our hybrid scheduling
algorithmin the presencef asignificantdataparallelcomponentn theform of diffuseinter
reflectionsampling.Large scenegin this caseup to 295,000polygons)tendto requiremore
dataper demanddriven task (dependentn the amountof occlusion)than smallerscenes.
Waiting for datathusbecomes moredominantfactorin thecomputationswhereaselecting
thedataandcommunicatioroverheadecomdessimportant. Theoverall efficiency therefore
remainsnearly constantfor varying scenesizes,with a tendeng to increasefor very large
scenes.

Secondon clustersof workstationsijt is shavn thatrenderinglarge sceneswith a dis-
tributed data-basés possible. The resultingefficiency is not exceptionallyhigh, but asit
is not strongly dependentn the numberof processor&mplo/ed, reasonablescalability is
obsenedatleastupto 80 processors.

The dataparallel part of the hybrid schedulingalgorithmwas assessetly varying the
amountof sampledaken for diffuseinter-reflection. Dynamic control over the scheduling
of this portion of the computationis not available. Although a large amountof work is still
executedin demanddriven mode (primary and shadav ray tasks),the implication is that
demandriventasksneedto be morecarefully scheduledo maintaina balancedvorkload.

The ambientcache which is a Radiancdeatureto reducethe numberof ambientrays,
poseschallengesn a parallelernvironment. If eachprocessobuilds its own ambientcache,
thenit canbe expectedthatmoretime is requiredbeforeeachcacheis suficiently filled and
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the cachecan be read, ratherthan written. Especiallywhena ray is shadedby a proces-
sorwhich doesnot own the intersectedbject,but usesa cachedobjectinstead an ambient
valueis insertedinto the cachewhich is unlikely to ever contritute to a successfuinterpola-
tion. This subtledatadependencwassolved by sendingntersectiorpointsto the processor
which ownsthe intersectedbject. If a processorecevesanintersectiorpoint, thenit first
gueriesthe ambientcachebeforeshootingnew rays. As it recevesall intersectionpoints
thatoccurredin its partition, the chancef successfuambientinterpolationaregreatlyin-
creasedThe cacheefficiengy of this schemes nearlyasgoodasthe sequentialersionand
offsetsthe extra communicationoverhead. As this mechanisnonly reduceshe workload,
parallelefficiency is notimproved,althoughrenderingimesareshortenedirastically

Hybrid schedulingprovidesthe opportunityfor renderinglarge scenesn parallelusing
Radiancewhich includesdiffuseinter-reflection. Thereare a numberof issueswhich will
be addressedh the future to furtherimprove the efficiengy of our implementation. These
includefurtherreducingidle time by identifying betterwaysto scheduleshadev tasksbased
on global, ratherthanlocal information.
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Colour cube

PLATE. A. TestscenesA. studiomodel.B. colour cubemodel.

PLATE. B. Colour cubesA-D (seealso Table4.1).

PLATE. C. 2D sincfunctionsA-D (seealsoTable4.1).



