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Abstract

The trend in superscalar design has been wider dispatch/issue window, more resources (i.e. functional units, physical registers, etc) and deeper speculation. However, despite these hardware enhancements, there exist bottlenecks that diminish the throughput. One such hindrance is the execution of long noncontiguous instruction sequences that cannot be fetched in a continuous stream from traditional instruction caches because instructions are stored in a static order in which they were compiled. A new cache structure, called Trace Cache, was proposed by Rotenberg et.al in [1]. This cache stores instructions in their dynamic order of execution, and hence provides a high bandwidth for instruction fetching. For our research project, we will study and simulate the simple Trace Cache Design proposed in this paper with SimpleScalar Simulator and run SPEC2000 benchmark to test the Trace Cache. We hope to show, via simulated experiments, that this addition to the core fetch unit will enhance the final throughput. 

1. Introduction

High performance superscalar processor mainly consists of two parts: front-end engine and execution engine. The front-end engine includes instruction fetching, renaming, decode and dispatching. Execution engine performs instruction issue, register read, execution and writeback. Between front-end engine and execution engine, there are instruction buffers, which make out-of-order execution possible. As aggressive instruction-level parallelism techniques are widely used in superscalar processor design, the dispatch/issue window becomes larger and larger and branch speculation is getting deeper, therefore, instruction fetch bandwidth is becoming a performance bottleneck. There are also some other factors appearing when issue rate exceeds four instructions per cycle: 
(1) Branch throughput: if only one condition branch is predicted per cycle, then the window can grow at the rate of only one basic block per cycle.
(2) Noncontiguous instruction alignment: instructions to be fetched may not be in contiguous cache locations because of conditional branch or jump instructions, so it will cause a high fetching latency if there is no other logic to fetch these instructions in parallel and align them and pass them up the pipeline. 
(3) Fetch unit latency: if a branch was mispredicted, recovery much be done to resolve this mispredition. Some instructions have to be squashed from pipeline stages and fetching needs to be redirected. The startup cost of redirecting fetching will cause fetch unit latency.
Rotenberg et al [1] proposed Trace Cache technique to address the above problems. Trace Cache is a hardware structure, each line of which stores a snapshot, or trace, of dynamic instruction stream. A trace is a sequence of at most n instructions and at most m basic blocks starting at any point in the dynamic instruction stream. A trace is specified by a starting address and a sequence of up to m-1 branch outcomes which describe the path followed. A line of trace cache is filled as instructions are fetched from the instruction cache. If the same trace is encountered again in the course of executing the program, it is fed directly to the decoder. Otherwise, fetching normally proceeds from the instruction cache.  The reason Trace Cache works is program properties of temporal locality and easily predicted branch behavior.
2. Related work

There are other techniques that address the issue of high bandwidth instruction fetching. Yeh et al [4] proposed a technique called Branch Target Cache (BTC) to predict multiple branch target addresses per cycle so that the fetcher can pick up multiple basic blocks each cycle. BTC is actually an extension of BTB [5]. 
Franklin et al [6] uses a similar approach to the branch address cache but proposes a new method for predicting multiple branches in a single cycle. The basic idea is to make just one prediction for two branches instead of two individual predictions. 

Another hardware scheme proposed by Conte et al [7] uses two passes through an interleaved BTB; each pass through BTB obtains a fetch address. Combining these two addresses, two nonadjacent cache lines can be fetched in parallel.  
Melvin et al [8] proposed the Fill Unit to cache RISC-like instructions which are derived from a CISC instruction stream. This kind of predecoding can ease the problem of supporting a complex instruction set on the HPS restricted dataflow engine. Franklin et al [9] then extended the fill unit’s role to dynamically assemble VLIW-like instruction words from a RISC instruction stream, so that the issue complexity of a wide issue processor can be decreased. 
 Trace Cache proposed by Rotenberg et.al in [1] is similar with [8] [9] but is different in the following sense: every instruction is still fetched from conventional instruction cache in techniques [8] [9], while a hardware Trace Cache is added beside the conventional instruction cache to capture the dynamic instruction sequences, so that Trace Cache doesn’t have the problem of alignment of instructions located in noncontiguous blocks and  the problem of latency caused by generation of pointers to all of noncontiguous instruction blocks. 
3. A word about the simulator software
We integrated our Trace Cache in a modified version of the SimpleScalar Simulator, a popular toolset used frequently in testing and analysis of mainstream microarchitectural modeling research. 

4. Data structure and implementation
Following is the data structure we used to implement a single trace cache line. The Trace Cache itself is an array of these cache line structures. We used a Direct Mapped Trace Cache.

	TCacheLine

{

    bool            valid; 
        // Specifies if this cache line is valid

    unsigned int 
tag;
        // Stores the tag (tag of the first PC)

    unsigned int 
*flags;
        // Stores 1 or 0 (Taken or Not Taken) for branch

    unsigned int 
mask;
        // Specifies # of branches, and if last inst is branch

    unsigned int 
fall_addr;      // If last inst is branch, its fall through address

    unsigned int 
target_addr;  // If last inst is branch, its target address

    unsigned int 
n_insts;
        // Number of instructions in Trace Cache line

    unsigned int 
*pc;
        // The PCs of each instruction

    unsigned int 
*b_pc;
        // The PCs of branch instructions

    bool 
last_taken;                // If last inst is branch, is it taken or not taken

};




5. Algorithm

The algorithm can basically be divided in to two basic tasks:

· Use Trace Cache (retrieve instructions)

· Fill Trace Cache

The following pseudo code outlines this two-part algorithm:

	Initialization

Allocate TraceCache and Reset valid bits for all cache lines




At instruction fetch stage, the Instruction Cache and Trace Cache are both searched in parallel. The Trace Cache search process is listed below:

	Calculate Trace Cache index from the PC

Retrieve the corresponding Trace Cache line

if ( current PC tag == T$ Line tag    &&    T$ Line is valid )

{

 
for ( all branches in T$ line )



get prediction for branch



if ( branch outcomes match with T$ branch flags )


{



We have a T$ Hit!



Fill instruction buffer with instructions from T$

       }

}



The second part of algorithm is filling the Trace Cache line. We do this at the retire stage when the outcomes of branches are known.
	
// Some global variables

global ActiveLine = false                // currently filling a cache line

global ActiveLineIndex = -1           // index of cache line being filled (if any)
if ( ActiveLine == false )                              // no active cache line, start a new one
{

              Compute T$ index from instruction PC


 Extract tag from instruction PC


 Start a new T$ line (this might mean overwriting an old one)


 Reset valid bit of T$ line


 Set the tag of instruction to the T$ line tag


 ActiveLine = true


 ActiveLineIndex = index to T$ line

}
// Check for “special instructions”

if ( instruction is a return statement OR system call )

{


Stop filling of T$ line


Set the valid bit of T$ line


ActiveLine = false


ActiveLineIndex = -1

          Return;

}

fill instruction to T$ line

if ( instruction is branch )

{

      start a new basic block

      update the branch flags and mask in T$ line

}

// Check for line completion case


if ( No. of instructions in T$ line is equal to max T$ line instructions



            OR

     No. of basic blocks is equal to max T$ line basic blocks )

{



T$ line now complete and ready to be used



Set the valid bit of the T$ line



ActiveLine = false



ActiveLineIndex = -1

}




6. Simulation methodology

There are a couple of things that are worth mentioning about our Trace Cache implementation in the simulator. 

Firstly, notice that we store only the program counter (PC) for each instruction in the Trace Cache for simplicity purposes.  This is not the case in the actual hardware implementation. Each instruction should in fact be stored completely in the trace cache line, otherwise it defeats the purpose.
Secondly, we did not actually simulate the filling of the instruction buffer from the Trace Cache. We only checked whether we had a Trace Cache hit, and then modified the timing (latency) accordingly, letting the instruction fetch proceed as normal. This enabled us to retain the simulator’s integrity by not modifying the core functionality, and provided us with a “clean” integration of our Trace Cache into the simulator code.
7. Simulation results

We chose a set of three benchmark programs from the SPEC 2000 benchmark suite and performed a number of experiments with varying cache parameters. Our imperical results are tabulated below:

	Experiment set #1: 

No insts in Trace Cache line = 16  
No basic blocks in Trace Cache line = 3 
Trace Cache size = 4096 lines
Benchmark

# insts

T$ hit rate

Taken Rate

I$ miss Rate

IPC

bzip2

100M/150M

3.0%

50.5%

0.0%

4.47
20M/30M

43.49%

100%

0.03%

1.14

gcc

100M/150M

4.2%

49.2%

3.96%

2.25
20M/30M

0.7%

60%

2.46%

1.54

vpr

100M/150M

2.8%

23.0%

0.01%

3.30
20M/30M

2%

90.3%

0.01%

3.43




	Experiment set #2: 

No insts in Trace Cache line = 8  
No basic blocks in Trace Cache line = 2 
Trace Cache size = 4096 lines
Benchmark

# insts

T$ hit rate

Taken Rate

I$ miss Rate

IPC

bzip2

100M/150M

32.8%

73.8%

0.0%

4.75
20M/30M

79.47%

99.9%

0.04%

1.14

gcc
100M/150M

19.3%

47.8%

4.13%

2.34
20M/30M

2.97%

59.3%

2.47%

1.55

vpr

100M/150M

27.6%

57.1%

0.00%

3.70
20M/30M

29.9%

56.4%

0.02%

3.94




	Experiment set #3: 

No insts in Trace Cache line = 8  
No basic blocks in Trace Cache line = 2 
Trace Cache size = 256 lines
Benchmark

# insts

T$ hit rate

Taken Rate

I$ miss Rate

IPC

bzip2

100M/150M

27.7%

72.4%

0.0%

4.75
20M/30M

27.4%

99.9%

0.01%

1.14

gcc

100M/150M

1.7%

41.9%

3.55%

2.01
20M/30M

0.45%

43.5%

2.54%

1.48

vpr

100M/150M

10.7%

50.0%

0.01%

3.49
20M/30M

13.5%

38.3%

0.02%

3.63




Result Analysis
Two experiments were done for each benchmark: (1) Skip 100M instructions and simulate next 50M instructions, and (2) Skip 20M instructions and simulate next 10M instructions. As it’s evident from the simulation results, bzip2 has a consistently higher Trace Cache hit rate. This is because bzip2 is a compression program, and such programs have a high density of looping code. Loops are basically branches biased in one direction, and since Trace Cache works by exploiting similar branch behavior, we are able to obtain a high hit rate.
Another important statistic presented in the result tables is the “Taken Rate”. This specifies the number of taken branches in a Trace Cache line. The larger the number of taken branches, the greater the benefit of using Trace Cache. Taken branches disrupt the fetching process when using only the traditional Instruction Cache. This is because the target address of the taken branch could be in the middle of completely different Instruction Cache line, and thus we have an alignment problem. Multiple cache lines will need to be accessed to fetch the target address. This is a side effect of storing instructions in program order. Since the instructions are stored in execution order in the Trace Cache, taken branches do not affect the efficiency of the cache.
8. Conclusion

Trace Caches provide a high fetch bandwidth and eliminate instruction alignment issues by storing data in execution order rather than the static, sequential program order. Furthermore, it is a structure that exploits repeating branch behavior and therefore works very well for programs with loops. The downside of the Trace Cache however, is that it stores a lot of redundant data. Quite a number of cache lines will occupy almost the exact same stream of instructions, differing only slightly. This therefore causes a deficiency in storage space utilization and can have a strong negative impact on the hit rate of small Trace Caches.
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