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Partially observable Markov decision processes:
Model.
Belief states.
MDP-based algorithms.
Other sub-optimal algorithms.
Optimal algorithms.
Application to robotics.
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A planning problem
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Task: start at random position ! pick up mail at P
delivermailatD 4 ).

Characteristics: motion noise, perceptual aliasing.
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Planning under uncertainty

Uncertainty is abundant ireal-world planning domains.
Bayesianapproach probabilistic models.
Common approach in robotics, e.g., robot localization.
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POMDPs

Partially observable Markov decision processes (POMDPS)
(Kaelbling et al., 1998):

Framework for agent planning under uncertainty.

Typically assumes discrete sets of stéieactionsA and
observation®.

Transition modep(sYs; a): models the effect odictions
Observation modead(ojs; a): relatesobservationsto states.
Task is de ned by aeward modelr (s; a).

Goal is to compute plan, grolicy , that maximizes
long-term reward.
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POMDP applications

Robot navigation (Simmons and Koenig, 1995;
Theocharous and Mahadevan, 2002).

Visual tracking (Darrell and Pentland, 1996).
Dialogue management (Roy et al., 2000).

/7

Robot-assisted health care (Pineau et al., 2003Db;
Boger et al., 2005).

Machine maintenance maiiwc‘)c‘)a and Sondik, 1973),
structural inspection (
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Inventory control (Treh
pricing strategies (Aviv and Pazga i, 005) marketlng
campaigns (HUSméVICﬁIéﬁT(‘)ﬁg’ and Van Roy, 2001).

Medical applications (

Hu et al., 1996).
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For instance, robot motion -

is inaccurate. ; tElL Ehi -

Transitions between states

arestochastic :‘Iﬂ:')’) o
p(sis; a) is the probability . —

. = |
to jump from states to state EH; = ? éﬁlj':"r R
sPafter taking actiora.
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Imperfect sensors.

Partially observable environment:
| Sensors araoisy.
| Sensors have lanited view.

Observation model

p(0js; a) Is the probabillity the agent receives observabon

In states after taking actiora.
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Memory

A POMDP example that requires memory (Singh et al., 1994):

r I
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al; +r
Method Value
MDP policy V =
Memoryless deterministic POMDP policyV,,.,
Memoryless stochastic POMDP policy V =
Memory-based POMDP policy Vinin =

I
1

r
T I
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Beliefs

Beliefs:

The agent maintainsiaelief b(s) of being at stats.

After actiona 2 A and observation 2 O the belief(s) can
be updated using Bayes' rule:

X
(s / p(ais)  p(ss; @)(s)

S

The belief vector is 8arkov signal for the planning task.
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Belief update example

True situation:

Robot's belief:
0:5

0:25

' 12 Observationsdoor or corridor, 10% noise.
Action: moves 3 (20%), 4 (60%), or 5 (20%) states.
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Solving POMDPs

A solution to a POMDRP is @olicy, i.e., a mappin@a = (b)
from beliefs to actions.

An optimal policy is characterized bywvalue function that
maximizes:

)S
V()= E[  “r(b; ()]

t=0

Computing the optimal value function is a hard problem
(PSPACE-complete for nite horizon).

In robotics: a policy is often computed using simple
MDP-based approximations.
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MDP-based algorithms

Use the solution to the MDP as an heuristic.

Most likely state (Cassandra et al., 1996):
mes (B = (arg max (s)).

Qwpp (Littman et al., £995):
oupp(D) = argmax,  K(s)Q (s;a).

(Parr and Russell, 1995) 13/22



Other sub-optimal techniques

Grid-based approximations (Drake, 1962; Lovejoy, 1991;
Brafman, 1997; Zhou and Hansen, 2001; Bonet, 2002).

Optimizing nite-state controllers (Platzman, 1981; Hans
1998Db; Poupart and Boutilier, 2004).

Gradient ascent (Ng and Jordan, 2000;
Aberdeen and Baxter, 2002).

Heuristic search in the belief tree (Satia and Lave, 1973;
Hansen, 1998a; Smith and Simmons, 2004).

Compressing the POMDP (Roy et al., 2005;
Poupart and Boutilier, 2003).

Point-based techniques (Pineau et al., 2003a,;
Spaan and Vlassis, 2005).
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Optimal value functions

The optimal value function of a ( nite horizon) POMDP is
piecewise linearandconvex V(b)) =max b

V

(1,0) (0,1)
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Exact value iteration

Value iteration computes a sequence of value function estisn
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Optimal POMDP methods

Enumerate and prune:

Most straightforward: Monahan (1982)'s enumeration

algorithm. Generates a maximumjéfjj V,j'® vectors at
each iteration, hence requires pruning.

Incremental pruning (Zhang and Liu, 1996; Cassandra et a
1997).

Search for withess points:
One Pass (Sondik, 1971; Smallwood and Sondik, 1973).
Relaxed Region, Linear Support (Cheng, 1988).
Witness (Cassandra et al., 1994).
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Vector pruning

(1,0) b b (0,1)
Linear program for pruning:
variables:8s 2 S; [s); x
maximize:x
subject to:
b ( 9 x;8 °2V; 986
b2 (S)
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High dimensional sensor readings

Omnidirectional camera images.

Example image$

Dimension reduction:
Collect a database of images and record their location.
Apply Principal Component Analysis on the image data.

Project each image to the rst 3 eigenvectors, resulting in a
3D feature vector for each image.
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p(sjo)

Observation model

We cluster the feature
vectors into 10 prototype
observations.

We compute a discrete ob-
servation modelp(ojs; a)
by a histogram operation.
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States, actions and rewards

State:s = ( x;] ) with x
the robot's location and
] the mail bit.

Grid X Into 500
locations.

Actions:f" : 1 1 #
pickug delivem.

Positive reward: only
upon successful malil
delivery.
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