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A Generic Framework for Internet-Based Interactive
Applications of High-Resolution 3-D

Medical Image Data
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Abstract—With the advances in medical imaging devices, large
volumes of high-resolution 3-D medical image data have been
produced. These high-resolution 3-D data are very large in size,
and severely stress storage systems and networks. Most existing
Internet-based 3-D medical image interactive applications there-
fore deal with only low- or medium-resolution image data. While it
is possible to download the whole 3-D high-resolution image data
from the server and perform the image visualization and anal-
ysis at the client site, such an alternative is infeasible when the
high-resolution data are very large, and many users concurrently
access the server. In this paper, we propose a novel framework
for Internet-based interactive applications of high-resolution 3-
D medical image data. Specifically, we first partition the whole
3-D data into buckets, remove the duplicate buckets, and then,
compress each bucket separately. We also propose an index struc-
ture for these buckets to efficiently support typical queries such as
IGH-RESOLUTION 3-D medical image data have be-
come increasingly common with the advances and wide

availability of medical image acquisition technologies includ-
ing magnetic resonance imaging (MRI), computerized tomog-
raphy, positron emission tomography, and ultrasound. The de-
mands for sharing these data on the Internet for computer-
ized visualization and analysis are growing consistently. These
high-resolution 3-D volumetric data, however, are usually very
large in size, ranging from several hundred megabytes to sev-
eral dozen gigabytes [1], [2]. It is mostly infeasible to load
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the whole data into the serverÕs main memory, or to down-
load the whole data from the server and perform the image
analysis on the client side. In other words, such data sizes
severely stress storage systems and networks, and present many
challenges in the development of Internet-based interactive
applications. These challenges include reducing storage and
communication costs, and supporting concurrent accesses by
many users with an acceptable display speed when slicing
the data for viewing, or when delineatingregion of interest
(ROI).

Due to aforementioned limitations, current high-resolution
3-D applications generally run on stand-alone systems [1]–[4].
For example, Gustafson et al.have developed a software pack-
age, named MACOSTAT, for assembly and browsing of 3-D
brain atlases [4]. MACOSTAT runs on a stand-alone system, and
provides a friendly user interface to navigate through 3-D brain
atlases by translating and rotating the virtual knife. However,
MACOSTAT cannot be easily extended to run in the Internet
environments. Due to the same limitations, Internet-based in-
teractive applications are limited to low- or medium-resolution
image data [5]–[9], which are often insufficient for reliable
use in clinical diagnosis. As indicated in [5], Harvard’s mouse
brain atlas has not supported users to see high-resolution slices
through the 3-D Nissl- and myelin-stained volumes at any
angles appropriate for the analysis of their own histological
research specimens. This is because of the limits imposed by the
available bandwidth of the Internet. Similarly, the monkey atlas
viewer from University of California, Los Angeles (UCLA)
has not presented high-resolution slices either [6]. Moreover,
most existing Internet-based interactive applications conform
to the traditional client–server model, in which adding more
clients typically leads to a longer response time for all users.
Hence, techniques for supporting Internet-based interactive
applications of high-resolution 3-D medical image data are
very demanding. In this paper, we therefore propose a novel
framework to enable remote manipulation of high-resolution
3-D medical images in real time.

Based on our preliminary design [10], [11], this paper pro-
poses a novel storage and communication framework to reduce
the storage and communication overheads and server workload,
thus improving the average response time. Compared to the ex-
isting studies [5]–[9], the proposed framework has the following
advantages.

1) We adopt a hybrid peer-to-peer model instead of the tradi-
tional client–server model. This distributed design ensures
scalability to support a large number of users.
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620 IEEE TRANSACTIONS ON INFORMATION TECHNOLOGY IN BIOMEDICINE, VOL. 12, NO. 5, SEPTEMBER 2008

Fig. 3. 3-D image storage structure and disk access optimization.

and the prefix denotes the path from the root to the given tree
node.

2) Removing Duplicate Buckets:Single instance storage
means to store only one copy of buckets that have identical
contents. With single instance storage, we expect to save space
on the disk and in the main memory, and to reduce the com-
munication cost as well. For example, suppose that buckets 000
and 003 have the same contents. We only store bucket 000 on
the disk, and create a link for bucket 003 in our storage structure
(see Fig. 3). If a client asks buckets 000 and 003, the server
needs to only retrieve bucket 000 and transmit it over the In-
ternet. To detect whether two buckets are identical or not, we
first compare their signatures by using some hash function like
Message-Digest Algorithm 5 (MD5) [17] or Secure Hash Al-
gorithm (SHA-1) [18]. If their signatures are different, these
two buckets should be different; otherwise, we have to con-
duct byte-by-byte comparison to guarantee that these two are
identical.

3) Compressing Each Bucket Independently:Our image
storage structure is designed to be generic to accommodate
different compression techniques. Each data bucket is a small
subset of the whole 3-D image data set, and can be com-
pressed/decompressed using any existing lossless or lossy com-
pression technique [1], [19], [20], depending on the given ap-
plication. Various lossless and lossy compression techniques
have been proposed in the literature, such as arithmetic coding,
Huffman coding, adaptive Huffman coding, LZW, JPEG and
JPEG 2000. To achieve better compression efficiency for 3-D
medical images, Aguirre et al.[19] have proposed a lossy com-
pression technique to take advantage of interslice redundancy
in 3-D medical images based on Part 2 of JPEG 2000 [21], and
Tang and Pearlman [20] have proposed a wavelet-based tech-
nique, named 3-D-SPECK, which exploits the dependencies in
all dimensions and enables lossy and lossless decompression
from the same bit stream. If applications require full diagnostic
quality, lossless compression techniques should be employed.
Otherwise, lossy compression techniques with high compres-
sion ratio can be used, especially for preliminary diagnosis in
emergency [19].

4) Storing Compressed Buckets on Disk in Hilbert Curve
Order: The file structure has two parts, as illustrated in Fig. 3,
a header section and an array containing the compressed buck-
ets. The header section contains meta-information about the file
such as the MBB of the high-resolution 3-D data, the octree

height, and the number of total buckets. For each compressed
bucket, its octree node identification (ID), its starting location
in the file, its length in the file, and the corresponding com-
pression technique name are stored in the header section. The
meta-information in the header section is used to construct the
bucket hash table and octree in the main memory for query
processing (see Fig. 1). To facilitate our disk access optimiza-
tion discussed in Section II-C, disk space is allocated to the data
buckets in Hilbert curve order. Hilbert curve [12]–[15] is a space
filling technique that maps a multidimensional data space into
a 1-D data space; that is, it defines a linear order to visit every
data bucket in the 3-D space exactly once. An example of this
data placement scheme is illustrated in Fig. 4 for a 2-D data set.
It shows the Hilbert curve navigating through the data buckets
(i.e., grid cells) in a linear order. The Hilbert-curve order for
these data buckets is “0, 8, 9, 1, 2, 3, 11, 10, 18, 19, 27, . . . ,”
and this is the order to store the data buckets in disk storage.
The advantage of this data placement scheme is that buckets
that are close together in the multidimensional space are usually
close to each other in physical storage, allowing us to retrieve
neighboring data buckets using sequential access. Query pro-
cessing cost is the sum of disk seek (including cylinder seek
and rotation delay), data transfer, and CPU time. Due to the
mechanic limitation of the disk head, seek time, nowadays, is
usually an order of magnitude more expensive than transfer time
and CPU time [22], [23]. Therefore, multiple random disk ac-
cesses are generally much more expensive than being able to re-
trieve the desired data buckets in one sequential access as in our
design.

B. Data Access Optimization

To reduce the demand on server in terms of disk access
and communication costs, we propose three optimization tech-
niques: incremental transmission, group access, and client shar-
ing. We discuss these schemes in this section.

1) Incremental Transmission:A client can send some bucket
IDs along with a query to inform the server that these buckets are
available locally, and are not necessary to be retransmitted. With
this strategy, the server can skip these client-specified buckets
for a given query to achieve incremental data transmissionover
the Internet. For example, during the previous queries such as
3-D slicer, one client has downloaded and retained in memory or
disk the following four buckets: B001, B002, B774, and B775.
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Fig. 4. Hilbert curve.

Once another new query is issued by the user, this client sends
the aforementioned four bucket IDs along with the new query to
the server. After evaluating the new query, the server determines
the relevant buckets (e.g., B002, B775, and B777). Among the
relevant buckets, B002 and B775 are already available locally,
and only B777 is needed to transmit from either the server or
other peers that have this bucket. Therefore, B002 and B775 are
not retransmitted in this case, indicating that unnecessary data
transmission can be reduced. The implementation of this idea is
shown in Algorithm 4.

2) Group Access:In a multiuser environment, concurrent
queries might have their ROIs overlapping each other. In this
case, we can save disk activities by performing group access.
That is, instead of retrieving data buckets for each of the queries
independently, we allow them to share disk access by retrieving
the data buckets inside the MBB that encloses all the ROIs, in
one sequential access. In addition, group access for 3-D slicer
queries is relatively straightforward. We illustrate the advan-
tage of this optimization with an example as follows. Consider
two concurrent queries q1 and q2 . q1 requires buckets B001,
B002, B775, and B776, and q2 requires buckets B001, B775,
and B774. If we process them independently, it would incur
four sequential accesses: [B002, B001], [B775, B777, B776],
[B001], and [B775, B777, B776, B774]. Group access can re-
duce this cost to half by retrieving the data buckets for the
two queries together in two sequential accesses: [B002, B001]
and [B775, B777, B776, B774] (see Fig. 3). The detailed disk
scheduling algorithm for group access is illustrated in Algorithm
1. Of course, the server maintains an in-memory query result
table for all concurrent queries (see Fig. 1). Each row in this
table is a tuple of (q.ID, q.IP_address, Lq), where q.ID refers
to the assigned query ID, q.IP_addressthe requesting client’s
IP address, and Lq the list of relevant bucket IDs for this query.
After retrieving relevant buckets for all current queries during
some time interval using Algorithm 1, the server can determine
the relevant buckets for each query. Then, the server answers
each query by sending the relevant buckets to the corresponding
client.

3) Client Sharing:To further reduce the server workload, we
also consider sharing data among clients. As mentioned in in-
cremental transmission, a client can send some bucket IDs along
with a query to inform the server that those buckets are available
locally. Such client information is organized in the server with an
in-memory hash table, called the client hash table. Each row in
the client hash table is a tuple of (Client_ID, Available_Buckets,
Time_Stamp), where Client_IDrefers to the client identifier and
we use the client’s IP address, Available_Bucketsis the set of
buckets that have been already available in the given client,
and Time_Stampis the latest updated time and is used for up-
date actions when a specified time interval threshold reaches.
In addition, if the given client fails to respond to an update re-
quest made by the server, the corresponding client entry will
be removed from the client hash table. After checking this ta-
ble, the server knows the available buckets each client has, and
only retrieves the buckets that are not available to the clients
and informs the requesting client of the list of available buckets
of relevant clients (i.e., those containing at least one required
bucket). It is the requesting client’s job to connect other clients
to retrieve the rest of buckets based on the aforementioned mes-
sage from the server. That is, the centralized server maintains the
index of all available buckets that active clients have, and asks
clients to exchange as many buckets as possible. If the request-
ing client cannot get some buckets from other clients in extreme
cases (e.g., some clients shut down suddenly), it has to resort to
the server by sending a query with specified bucket IDs.

C. Server Query Processing

We create on the server a hash table to map any bucket ID
to its physical location on disk, and also an octree based on the
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header section of our storage structure. For 3-D slicer queries,
we develop a 3-D slicer to support any oblique slicing direction,
and obtain the relevant bucket IDs by traversing the octree as
shown in Algorithm 2. In Algorithm 2, a 3-D slicer is represented
as a plane Ax + By + Cz= D, and a breadth-first traversal of
the octree starts at the root of the tree in line 3. For each node,
we check whether it intersects with the 3-D slicer or not in
line 7. If the node intersects with the slicer, it may contain
relevant buckets and is enqueued into Q in line 11; otherwise, it
is pruned, and its child nodes will not be visited at all because
these child nodes cannot contain relevant buckets. In this way,
we can reduce computation overhead by pruning some nodes as
early as possible. Finally, Algorithm 2 locates relevant bucket
IDs one by one in line 9 in the WHILE loop from lines 4
to 15, and returns all relevant bucket IDs in line 16. For ROI
queries, we first determine the MBB of the ROI, and then process
the corresponding range query using the octree to identify the
relevant data buckets that overlap with the MBB (see Algorithm
3). The algorithm for the ROI is very similar to Algorithm 2
except the input (i.e., the MBB of the ROI) and the statement in

line 7. In line 7, we check whether a given node entry overlaps
with the MBB for ROI queries.

Now, we provide the details of the server processing algorithm
(see Algorithm 4). This algorithm shows how the server answers
a set of concurrent queries by calling the aforementioned func-
tions [e.g., 3-DSLICER(), ROI(), and DISKACCESSSCHEDULE()],
and utilizing single instance storage and client sharing to further
improve the system performance. Specifically, we first create
one list L C for buckets available in clients in line 2, and another
list L S for the required buckets that are not available in clients in
line 3. In the FOR loop (from lines 4 to 15), we evaluate queries
based on their types, and update the client hash table and the
query result table accordingly. Next, we derive L C in line 17
and L S in line 20. Note that we also remove some bucket IDs in
L S whose contents are the same as any one in L C by checking
the bucket hash table TB . Then, we use the aforementioned disk
access optimization technique to retrieve the corresponding
buckets in line 21. Finally, the server answers each client in
another FOR loop (from lines 22 to 29). Note that the server
only retrieves the buckets whose contents are not available
in clients, and the transmitted buckets to a given client have



LIU et al.: GENERIC FRAMEWORK FOR INTERNET-BASED INTERACTIVE APPLICATIONS 623

different contents. Such strategy exploits single instance storage
and incremental transmission, aiming to reduce the storage and
communication overheads, and also the server workload. Again,
it is the requesting client’s job to connect other clients to retrieve
the rest of buckets based on the server message in line 27.

III. EXPERIMENTS

In this section, we analyze the performance of the proposed in-
dividual techniques (i.e., divide-and-conquer data compression,
shared execution, incremental transmission, and client sharing),
and also evaluate the whole system performance. In our experi-
ments, we used six different sets of 3-D volumetric medical data
with the sizes of about 0.5, 1, 2, 4, 8, and 16 GB, respectively.
Most experiments were performed on 16 Pentium IV-based com-
puters each with 512 MB of RAM (one PC acted as the server,
and others were clients). On the server side, we developed the
server query processing algorithm with C++ instead of Java
to improve the performance. Multithreaded programming was
employed to support concurrency, and socket programming was
adopted as a communication mechanism in the current infras-
tructure implementation. Specifically, Berkeley sockets appli-
cation programming interface was used because it forms the
de factostandard interface for connecting to the Internet, and
contains functions such as socket(), bind(), listen(), connect(),
accept(), send(), and recv(). TCP/IP sockets were created by
specifying the corresponding parameters in socket(), and data
transfer was done through send() and recv(). If the 3-D image
server is on the Internet, access is straightforward. However,
if this server is inside an intranet, access is typically through
a gateway with a firewall, along with user authentication and
data encryption, and virtual private networks (VPNs) are usu-
ally used. That is, a remote client can initiate a VPN connection
across the Internet to the organization’s VPN server. When the
VPN connection is established, the remote client can access
the 3-D image server and other remote peers. On the client
side, we also developed a simple user interface to provide the
capabilities for 3-D slicer and ROI, and used the National Insti-
tute of Health (NIH) ImageJ software for high-resolution image
processing and analysis (see Fig. 5). For a 3-D slicer query, the
user was required to specify the parameters A , B , C, and D for
the slicer plane Ax + By + Cz= D; for an ROI query, the user
was required to specify the ROI’s MBB by setting its lower-left
corner (xl , yl , zl ) and upper-right corner (xh , yh , zh ).

In our experiments, we aimed to achieve the full diagnostic
quality, and therefore, we only considered lossless compression
techniques. Fig. 6 shows the effectiveness of our new storage
structure for the first data set (i.e., a human brain MRI data
set with 1920 × 1920 × 127 pixels). The original data size is
about 457 MB, while the size using our previous storage struc-
ture (i.e., without single instance storage) is about 150 MB with
the well-known lossless compression technique, Lempel–Ziv–
Welch (LZW). Our new storage structure, coupled with single
instance storage, can further reduce the storage overhead by
about 9%. For the other five data sets, we achieved the sim-
ilar compression ratio. In addition, JPEG 2000 [21] achieved
slightly better compression ratio than the LZW (i.e., by about

Fig. 5. User interface.

Fig. 6. Storage size comparison.

5%) based on our experiments. Due to the better performance of
JPEG 2000, we chose it as the underling lossless compression
technique for the rest of the experiments. If medical images con-
tain more identical contents or more efficient lossy compression
techniques are used, the storage size can be reduced even more.

To evaluate the effectiveness of the shared execution tech-
nique (presented in Algorithms 1 and 4), simulated experiments
were conducted to compare the performance of this technique
(denoted as Tnew ) with that of the one without using this tech-
nique (denoted as Told , in which each query was answered
independently and each relevant bucket was retrieved indepen-
dently). Fig. 7 shows the total processing time under various
3-D image sizes, where 100 queries were randomly generated
(50 3-D slicer queries and 50 ROI queries) on the server side.
Clearly, the total processing time increases as the 3-D image
size increases. Tnew is about two times faster than Told when
the data size is about 0.5 GB, and about five times faster when
the data size is about 16 GB. Fig. 8 shows the effect of increas-
ing the number of concurrent queries from 100 to 500 with the
sixth data set (i.e., 16 GB). Again, Tnew significantly outper-
forms Told , and the performance gap widens with the increase
in the number of queries. The performance difference between
Tnew and Told confirms that leveraging computation sharing
in interquery concurrency can substantially reduce the overall
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Fig. 7. Server processing cost under various 3-D image sizes.

Fig. 8. Server processing cost under various workloads.

Fig. 9. Server processing cost under various hardware settings.

processing cost, and enables the server to support a large number
of concurrent queries.

To evaluate the effect of hardware settings, we conducted
experiments on three different PC servers (the first server with
one 3.0-GHz Pentium IV CPU and 512 MB of RAM, the second
one with the same CPU but 1.0 GB of RAM, and the third one

Fig. 10. Incremental transmission under various workloads.

Fig. 11. Evolution of the average response time.

with two 3.4-GHz Pentium IV CPUs and 1.0 GB of RAM) while
other settings are the same as in Fig. 8. As shown in Fig. 9, the
more RAM and the more powerful CPUs a server has, the better
performance can be achieved. Fig. 9 also shows that RAM plays
a more important role in the performance gain because a larger
RAM can cache more buckets to help reduce expensive disk
I/Os. For the rest of experiments, we chose the first setting as
our server setting, which is modest.

To evaluate our incremental transmission technique, we asked
15 graduate students to use the system. Based on the log informa-
tion, we plotted Fig. 10 to illustrate the efficacy of this technique.
This figure shows that on average the number of transmitted
buckets was decreased by 31% with 100 queries issued, 79%
with 300 queries issued, and 84% with 500 queries issued, indi-
cating that the communication overhead has been reduced sig-
nificantly. This is mainly because users usually checked neigh-
bor slicers as well after locating a slice they were interested in.
Therefore, most relevant buckets were at the local site, and the
server only transmitted few buckets to the client.

To evaluate the performance of our client sharing technique,
simulated experiments were conducted. Each client performed
3-D slicer queries and ROI queries that were randomly gener-
ated. Fig. 11 illustrates that the average response time for each
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Fig. 12. Average response time under various 3-D image sizes.

Fig. 13. Average response time under various workloads.

client was reduced dramatically as time went by, and was as
fast as about 0.52 s, which achieves real-time response. That
is, our client sharing, borrowing the idea from peer-to-peer sys-
tems, helps reduce the server workload and improve the average
response time as more clients join and share data.

To evaluate the whole system performance, simulated exper-
iments were conducted to compare our new system with the
proposed framework against our existing system [7]. Fig. 12
shows the average response time under various 3-D image sizes
when 15 clients automatically issued queries. Fig. 13 shows the
effect of increasing the number of concurrent queries from 100
to 500, with the sixth data set (i.e., 16 GB). These two figures
illustrate that our existing system [7] is not scalable since its
average response time increases rapidly as the 3-D image size
and the number of concurrent queries increase, while the new
system exhibits a very slow increasing rate. These performance
figures indicate that the proposed framework can significantly
reduce storage and communication requirements, and therefore
enhance system scalability to support a large user community.

Furthermore, to measure the interactive response time in a re-
alistic Internet environment, those 15 graduate students accessed
the server and explored with the sixth data set concurrently for

1 h. All students, in most cases, explored this 3-D image data
without noticeable waiting, and the average interactive response
time was around 1.4 s, which is essentially in real time from hu-
man perception.

IV. CONCLUSION

In this paper, we investigated the problem of developing
Internet-based interactive applications of high-resolution 3-D
medical image data. We proposed a novel storage and com-
munication framework, and our experimental results indicate
that this framework enables real-time interaction with remote
high-resolution 3-D medical images. This is achieved with the
scalability to allow many concurrent users to receive the service
simultaneously. With the growing interest in sharing such large
high-resolution medical images on the Internet, our framework
offers an effective solution to the scalability problem. Future
research may investigate more effective and intuitive user inter-
faces. Furthermore, if the user is only interested in the salient
objects existing in medical images, our framework can be ex-
tended by employing an efficient segmentation technique to
identify those salient objects, and then generating empty buckets
for the regions without salient objects to further reduce storage
and communication overheads. Another possible extension is
to investigate how to partition data and how to allocate these
partitions among servers to achieve better performance for very
large high-resolution 3-D medical image data.
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