COP 3530 Homework #3: Finding the Lazy Couple

Assigned: 2/23/05 (Wednesday)

Due: 3/11/05 (Friday)

The Problem

You work for a dating service and have the locations of all of your customers. Psychology research shows that people tend to couple up with people with whom they are in close proximity. Your boss would like you to write an algorithm to find the closest possible male-female pair amongst all the people stored in your database, to see if they will get together. Slightly vary the algorithm in the text to solve this problem in O(nlgn) time, given that your database has data for n people. (Also, write the brute-force solution and compare the running time of this solution to your original solution. Does your experimental data correspond to the theoretical analysis we did in class?)

The Input File

An input file will contain data for one database. The first line of an input file will contain a single integer n, the total number of people in the database. The following n lines will contain four pieces of information all separated by spaces: a character(M or F) representing the gender of that person, a string representing the name of the person, an integer(x) specifying the x-coordinate of that person's location, and an integer(y) specifying the y-coordinate of that person's location. Here is a sample file:

5

M Bobby 10 20

F Debbie 5 3

F Angela 7 15

M Dave 13 4

F Melissa 9 19

Other assumptions you can make about the input file: All names will be distinct, there will be no more than 100,000 people in any one database, and all distances will be less than 10,000. (This last condition guarantees that you can simply compute the square of the distance without worrying about overflow errors in an integer variable.)

What your program should do

Your program should prompt the user for an input file that contains data for one database. Your program should then run both the O(nlgn) algorithm on the data AND the O(n2) brute-force solution and print out the results of both algorithms (which should be the same unless there are ties) as well as the amount of time each run took. The information you should print out from each algorithm is the following:

1) The names of the male and female who are the closest male-female pair in the database.

2) The distance apart those two people are.

3) The amount of time the algorithm took to run as well as n, the number of people in the data base.

What you should turn in

1) Turn in your code, over email, with comments to your TA.

2) Turn in your experimental analysis of the two algorithms, as a hard copy in lab on Friday. This analysis needs to include a chart with the measured run times of running the algorithm with several different sizes of input. For this section, restrict your analysis to cases where there are the same number of men as women. After creating the chart, determine whether or not the experimental values correspond to the theoretical results we derived in class. It is NOT sufficient to say, "oh, the brute-force algorithm runs slower, so the experimental result corresponds to the theoretical result." Rather, you must quantitatively show, whether or not the theoretical run-time bounds are accurate to within a constant. I have some notes from CS2 on how to do this. If you are not familiar with this technique, please come to my office and I will print a copy of those notes out for you.

3) You will need to generate input files in order to complete step 2. Turn in a document stating how you created your input files, as well as turn in any code that you used to help create those files. Note that I do NOT want you actually turning in the files you generated, but rather, describe the process you used to generate them and any code you used as well. This document will also be submitted in lab on Friday.

