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Chapter 1

Introduction

The world-wide connectivity achieved with the explosion of the Internet is now
a well established reality. Possibilities are currently ever growing, thanks to the
widespread diffusion of high-bandwidth links and of powerful mobile devices
such as wireless laptops, palm computers or new generation mobile phones.
The result is that millions of users are now potentially able to communicate,
with massive loads of information possibly being exchanged from one side to
another of networks spanning a world-wide range.

One of the biggest challenges in next-generation distributed computing is
represented by large-scale diffusion of information. Example of applications
are stock and news tickers, traffic information, instant messaging and elec-
tronic auctions. The general model behind these applications is based on
gathering information from a set of data sources, and delivering it to all the
users, depending on their interest. Such applications are expected to handle a
huge number of concurrent users, with frequent information publication and
dynamic changes in users’ interest.

The design of this type of distributed applications in such a highly de-
manding context still hides many issues to cope with and the large spectrum
of possibilities offered by the technological advances cannot be by themselves
the answer. Powerful tools are still required that can effectively exploits avail-
able computational resources, carefully avoiding to overuse them more than
what strictly necessary. On the other hand, such tools have to provide to both
application developers and users a flexibility allowing them a quick usage and
an easy deployment in a broad range of situations.

The classical abstractions on which distributed applications have been built
until now cannot keep this pace anymore. For example, the common RPC
paradigm that is the basis for the most popular middleware tools, have proved
to be inadequate for large-scale interactions requiring a frequent diffusion of
information among many participants. The reason is that RPC promotes a
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2 CHAPTER 1. INTRODUCTION

tight coupling among participants, in the sense that recipients for a piece of
information have to be explicitly targeted by its sender. When envisioning a
scenario where the set of recipients for a piece of information can be composed
by a large number of entities and can frequently change over time, it is easy
to understand that tightly coupled communication paradigms such as RPC
experience an intrinsic scalability limit.

More appropriate solutions for many-to-many wide-area diffusion are rep-
resented by network-level technologies such as IP multicast. However, these
are low-level facilities that still needs high-level interfaces for being easily in-
tegrated into applications. Moreover, an actual world-wide deployment seems
still a long way to come [34] and the management of dynamically changing
multicast groups cannot be handled easily.

For this reason, a great attention has been paid in the last years for research
focused on distributed solutions targeted to information diffusion specifically
for wide-area environments. Among the the most active areas of research in
this sense we cite peer-to-peer overlay network infrastructures [105, 116, 95,
89], epidemic multicast algorithms [43] and and, finally, event-based systems
following the publish/subscribe paradigm, which are the subject of study of
this thesis.

Though publish/subscribe (pub/sub) is not a recent achievement [10, 103],
its use in large-scale, wide-area communication has become only in the last
years a hot research topic, making pub/sub move from a simple application
of multicast to a communication paradigm in its own right. This happened
because the anonymous, loosely coupled communication scheme that is proper
of the pub/sub paradigm, fits well to the highly dynamic nature of large-scale
environments. In the following we quickly introduce the main features of the
pub/sub paradigm, and then present some open research issues related to it.

1.1 The Publish/Subscribe Paradigm

Each participant in a pub/sub-based communication system can take on the
role of a publisher or a subscriber of information. Publishers produce infor-
mation, referred in the literature as notifications (or notifications), which is
consumed by subscribers. The main semantical characterization of pub/sub
is in the way notifications flow from senders to receivers: receivers are not
directly targeted from publisher, but rather they are indirectly addressed ac-
cording to the content of notifications. That is, a subscriber expresses its
interest by issuing subscriptions for specific notifications, independently from
the publishers that produces them, and then it is asynchronously notified for
all notifications, submitted by any publisher, that match their subscription.
“Asynchronous” means that a subscriber does not have to be blocked waiting
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for notifications to arrive, such as in client/server RPC, but it can keep on
performing concurrent operations.

In order to avoid each publisher to have to know all the subscription for
each possible subscriber, this propagation mechanism is realized by introduc-
ing a logical intermediary between publishers and subscribers, that in the
literature is usually referred to as Notification Service. Both publishers and
subscribers communicate only with a single entity, the Notification Service,
that (i) stores all the subscriptions associated with the respective subscribers,
(ii) receives all the notifications from publishers, (iii) dispatches all the pub-
lished notification to the correct subscribers. The result is that publishers and
subscribers exchange information without directly knowing each other. This
anonymity is one of the main features of the pub/sub paradigm and simply
stems from the level of indirection provided by the Notification Service.

Pub/sub is then an anonymous, many-to-many, asynchronous communica-
tion paradigm, where multiple producers may propagate information to mul-
tiple consumers. Anonymity is an effective solution to easily get scalability
at abstraction level. Participants do not have to know each other and when
the size of the system grows, they still have to contact only the Notification
Service.

1.1.1 Research Challenges for Publish/Subscribe

It is clear that given such a simple yet powerful abstraction, the scalability
problems move to the realization of the Notification Service. In other words,
the Notification Service should be able to face a large amount of users and to
span large-scale communication networks, always maintaining an acceptable
level of performance. The realization of a scalable pub/sub system hides sev-
eral interesting research challenges that have made pub/sub a meeting point
of different research communities, such as databases, software engineering and
distributed systems.

The area of interest of this work is distributed systems, then our attention
will be put on the realization of efficient and scalable distributed algorithms
and architectures for wide-area pub/sub interactions. In particular, our inter-
est is focused on distributed implementations of the Notification Service, made
up of a set of independent processes that interact among themselves with the
common aim of dispatching notifications to all interested subscribers. The
lively research in this field during the last years has stimulated many ideas
that are yet to be completely followed. Moreover, the many points of view
under which this problem can be attacked led to a general confusion, with-
out a common unifying framework allowing to understand and compare the
different contributions.

In our opinion, the first real research challenge in pub/sub is building such
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a common vision, proposing general models and frameworks that precisely
capture and describe the peculiarities of the paradigm. Though previous con-
tributions in this direction [40, 76] already represented a great step in posi-
tioning and understanding the pub/sub paradigm, this road can be followed
further.

On the algorithmic side, the main trigger of pub/sub research has been the
attempt to build systems that offer a high flexibility to their users, for exam-
ple allowing them to precisely characterize their interest with powerful and ex-
pressive subscription languages. Such systems are referred to as Content-based
pub/sub systems. Content-based pub/sub obviously requires the Notification
Service to rely on complex mechanisms and the big challenge is to build them
in a scalable way [18]. Several systems and algorithms addressing these issues
have been proposed, for example for efficiently matching notifications against
a large number of subscriptions [1, 16, 44] or efficiently delivering them to a
large number of users [7, 20]. However, the application of such systems is still
restricted to the research community and practical experiences are still lack-
ing. In other words, though research results in content-based pub/sub are now
consolidated, actual deployments still rely on more simple, but more efficient
solutions.

There are two requirements that have to be satisfied: First, pushing the
scalability limits of pub/sub one step forward, by devising new solutions;
Second, care about those aspects related to the ease of deployment provid-
ing system with dynamic self-organization capabilities. The recent research
contributions are following these guidelines, in particular by borrowing and
exploiting results achieved in the research on peer-to-peer overlay network in-
frastructures [117, 22, 108, 84]. This mixture can produce a whole bunch of
new ideas that can completely give a new face to this research area. Results
obtained by following this direction could also represent a strong basis to cope
with the new challenges represented by the application of pub/sub system in
highly dynamic scenarios, such as those comprising mobile devices.

1.2 Contributions of the Thesis

This thesis presents the results of a broad-range study on research problems
related to the application of the publish/subscribe paradigm in wide-area net-
work. The first contribution is a general survey of the state of the art of
research in pub/sub area. The presentation ranges from a general descrip-
tion of the paradigm to a deep investigation of the internal architecture of a
distributed pub/sub system, presenting all the issues hidden behind the real-
ization of a scalable pub/sub system, together with the possible solutions that
have been proposed in the literature.
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Differently from other previous surveys [40, 21, 76], our proposal does not
intends to characterize the pub/sub paradigm with respect to other distributed
abstractions, but rather to give a wide-range “internal” classification of the
pub/sub research area, clarifying also the relationships with other research
problems. The other contributions of this thesis can be divided in three gen-
eral areas: models, regarding the formalization of several aspects of pub/sub,
algorithms, presenting novel solutions and applications for pub/sub, and ap-
plications, describing a context-specific pub/sub design.

Models: Semantics and Performance of a Pub/Sub System. Cur-
rently, only one specific research contribution [76] has been devoted to the
formal specification of pub/sub system. Nevertheless, the decoupled nature
of this paradigm hides many subtleties that still make necessary a further,
deeper reasoning about the precise semantics of a pub/sub interaction. We
propose a computational model that characterizes the semantics of a pub/sub
system in terms of the classical safety and liveness properties of a distributed
system. These properties, however, are expressed basing on two time delays,
required to model the decoupled nature of the paradigm.

We also show how the non-determinism introduced by the decoupling may
provoke information not to be delivered on time to all the intended subscribers.
Thus, following the computational model, an analytical model is introduced
that characterizes the performance of a pub/sub system, in terms of the frac-
tion of notifications that successfully reach their destinations.

A detailed analytical study has been carried out, that captures the be-
havior of a wide class of pub/sub systems. A simulation study, realized by
implementing a complete pub/sub system prototype, provides a validation for
the analytical results.

Algorithms: Self-organization in Content-based Pub/Sub Systems.
As pointed out above, content-based pub/sub systems have been the main
inspiration for research on scalable algorithms for notification diffusion. Com-
mon content-based pub/sub systems are built over distributed application-
level networks of notification brokers, acting as servers for both subscribers
and publishers. The links among brokers in these networks are in practice
static TCP connections, made up at system creation time (generally assuming
a human intervention). The idea behind our contribution is to try to push
the scalability limit of content-based pub/sub by introducing the possibility of
rearranging the application-level network topology. In particular, brokers are
able to self-organize their connections according to the distribution of interest
among their subscribers. This creates paths composed only by brokers serving
subscribers which are interested in the same information, avoiding to involve



6 CHAPTER 1

brokers that exclusively carry out a forwarding function.
A basic algorithm for self-organizing content-based pub/sub is first pre-

sented. This algorithm achieves performance results very close to an ideal
value: after the self-organization the number of brokers involved in a notifi-
cation diffusion is almost equal to the number of the ones interested in the
notification itself, i.e. the minimum possible. Furthermore, a variant of the ba-
sic algorithm is presented that also accounts for the impact of self-organization
on the performance metrics in the underlying network.

Applications: Pub/sub for Data Quality Notification. The real-world
usage of pub/sub systems have been described in several application contexts.
We present a novel application of a pub/sub-based service realized as a part
of a research project that involves the research areas of information systems,
databases and distributed systems. The problem attacked by this project is
the management of data quality [90] in those systems formed by different, inde-
pendent information systems, cooperating to achieve common goals (namely,
Cooperative Information Systems). In particular, we present the design of a
pub/sub service, aimed at the notification of changes in quality of data. The
design of the service includes novel solutions to tackle the scalability and in-
tegration issues arising from the cooperative scenario. The design and the
implementation (based on the web-services technology) of the service are pre-
sented.

1.3 Structure of the Thesis

The following is an outline of the content of the thesis:
In Chapter 2 we first give a general, high-level specification of a pub/sub

communication system, then we survey the state of the art in this research
field, by first giving a wide-range classification of all the possible general solu-
tions to the aforementioned problems and then by presenting how such prob-
lems are solved in actual systems.

In Chapter 3, a more specific, formal description of the semantics of a
pub/sub system is given. A probabilistic analytical model is also presented,
validated through a simulation study.

In Chapter 4 we address scalability issues underlying a pub/sub implemen-
tation, by proposing self-organization algorithms for distributed content-based
pub/sub system.

Chapter 5 presents the design and the implementation of a distributed
pub/sub system (namely, the Quality Notification Service), specifically de-
signed for being used in cooperative information systems for managing data
quality issues.



Chapter 2

Understanding
Publish/Subscribe Systems

The general objective of a publish/subscribe (pub/sub) system is to let infor-
mation propagate from publishers to interested subscribers, in an anonymous,
decoupled fashion. Such a common general behavior is implemented with dif-
ferent flavors in actual systems known in the pub/sub literature. In particular,
the three aspects that have to be specified are:

❒ How subscribers’ interest is expressed in relation to information. In
other words, which is the query language used by subscribers for issuing
subscriptions to the Notification Service.

❒ How the Notification Service is implemented. The Notification Service
can be realized as a single, centralized entity or as a distributed set of
processes.

❒ How information is propagated from publishers to subscribers. That is,
how the Notification Service exploits the underlying network levels in
order to correctly dispatch information to interested subscribers.

These issues are tightly coupled with one another and their combination
strongly influences the mechanisms underlying the pub/sub system. For ex-
ample, a simple subscription language can favor the implementation of the
diffusion mechanism but as a drawback provides a low expressive power for
users to express their interest. The pub/sub paradigm has inspired a great
amount of research in recent years trying to achieve trade-offs between these
conflicting issues. However, this research area currently lacks a unifying view
in which each research contribution can be exactly positioned.

In this Chapter we describe all the problems hidden behind a distributed
pub/sub system and present a framework to classify the different ways for them

7
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 NOTIFICATION SERVICE

Figure 2.1: High-level view of a pub/sub system.

to be addressed that have been proposed in the pub/sub literature. In the first
part of the chapter we do not refer to any specific system or implementation,
but consider problems at their most general level. This allows us to isolate
the overall issues from what are specific implementations techniques. In the
final part of the chapter we survey the most representative pub/sub systems,
positioning them with respect to the general reference framework. At the
best of our knowledge, this is the first attempt to realize a general survey of
the area that captures all the current state-of-the-art systems and research
contributions.

2.1 Basic Publish/Subscribe Specification

In this section we propose a general high-level framework of a pub/sub system,
by first describing the participants to the system and their roles and then
defining the various aspects of their interaction. A formal specification of the
semantics of a pub/sub system is given in Chapter 3.

2.1.1 Elements of a Publish/Subscribe System

A generic pub/sub communication system (PSS) can be represented by a triple
< Π, B,Σ > of sets of processes (Figure 2.1). Sets in the triple are defined
depending on the role of the processes in the system: Π = p1, . . . , pn is a set
of n processes, called the publishers, which are producers of information. Σ =
s1, . . . , sm is a set of m processes called the subscribers, which are consumers
of information. Σ and Π may have a non-zero intersection, that is a same
process may act both as a publisher and as a subscriber. ∆ = B1, . . . , Bo is a
set of o processes, called brokers.

We assume publishers and subscribers to be decoupled : a process in Π
cannot communicate directly with a process in Σ and vice versa (unless it is
the same process). Decoupling is a desirable characteristic for a communi-
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cation system because applications can be made more independent from the
communication issues, avoiding to deal with aspects such as addressing or syn-
chronization [40]. We discuss this point in Section 2.1.2. Processes in Π and
Σ can exclusively communicate with any other process in ∆. Then, the set of
brokers ∆ represents a logically centralized entity that allows the communica-
tion between publishers and subscribers, at the same time maintaining them
decoupled. Delta in its whole constitute what in literature is often referred to
as Notification Service (or Event Service). Publishers and subscribers act as
clients for the Notification Service.

In the particular case of |∆| = 1, we have a centralized implementation
for the Notification Service. Centralized implementations are obviously the
simplest implementation solution for a Notification Service. However, scala-
bility is limited by the processing power of the machine that hosts the service
and its networking resources. In the general case of |∆| > 1 the Notification
Service is implemented as a network of distributed brokers. In a distributed
implementation, publishers and subscribers can contact indifferently any of the
brokers, that share the load of managing subscriptions and publications. The
realization of this solution is more challenging, requiring complex protocols for
the coordination of the various brokers and the diffusion of the information
(discussed in Section 2.4). From now on, we exclusively focus on distributed
implementations.

Client Interaction The interaction between client processes and the Noti-
fication Service takes place through a set of operations that can be executed
by client processes on the Notification Service and viceversa (Figure 2.1). A
publisher submits a piece of information e to other processes by executing the
publish(e) operation on the Notification Service. The Notification Service
dispatches a piece of information e submitted by other processes to a sub-
scriber by executing the notify(e) on it. A subscription σ is respectively
installed and removed on the Notification Service by subscriber processes by
executing the subscribe(σ) and unsubscribe(σ) operations.

Notifications and Subscriptions In the following we specify the nature
of the information exchanged between publishers and subscribers. Such in-
formation is produced in form of notifications. In the pub/sub literature also
the terms event and publication are often used, but is important to point
out that the three terms are not interchangeable. We clarify the exact way
in which these terms are generally used: a publisher produces a event (or
a publication), while the Notification Service issues the corresponding notifi-
cation on subscribers. For simplicity, in the following we only use the term
“notification”, except where it is important to point out the difference.
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The common data model used in pub/sub systems defines a notification as
a set of attribute-value pairs. Each attribute has a name, a simple character
string, and a type. The type is generally one of the common primitive data
types defined in programming languages or query languages (e.g. integer, real,
string, etc.).

On the subscribers’ side, interest in specific notifications is expressed through
subscriptions. A subscription is a pair σ = (f, s), where s ∈ Σ is the subscriber
which is interested in notifications declared through the filter f . We say a
notification e matches a subscription σ if it satisfies its filter f . The task
of verifying whenever a notification e matches a filter f is called matching
(e @ f). The precise characterization of the possible format of f is the subject
of Section 2.2.

2.1.2 Positioning the Publish/Subscribe Paradigm

The simple model of pub/sub presented above highlights the characterizing
aspects of this paradigm, that is the decoupling among participants and the
many-to-many interaction. Such features are desirable properties for building
scalable distributed applications, but are not offered by any of the other com-
mon distributed communication paradigms. In the following we give a brief
presentation of the most popular paradigms for realizing distributed interac-
tions, pointing out the differences with the pub/sub paradigm. A detailed
comparison among pub/sub and other paradigms can be found in [40].

Remote Procedure Calls. Remote Procedure Calls [14] represent the first
basic form of abstraction of a distributed computation, extending the common
sub-program invocation to a distributed level, by wrapping transparently the
aspects related to remote communication. RPC is probably also the most
popular distributed paradigm, thanks to the different form it has been pre-
sented. RPC-based mechanisms are in fact included in the C and Java [72]
languages, and are the foundation of the most popular middleware technolo-
gies, such as CORBA [50], DCOM [85] and J2EE [74]. Finally, the SOAP
protocol [27], foundation of the Web Services technology [79], is the latest
incarnation of RPC. RPC realizes basically a one-to-one interaction, with a
strong coupling among the participants: the caller must own a reference to
each entity it wants to communicate with and a many-to-many interaction is
difficult to realize in an efficient way. Moreover, the interaction is generally
completely synchronous: the called entity act as a server, and must remain
available for being invoked for its entire lifetime, while the calling entity act as
a client, that generally must remain blocked until it receives a reply from the
server (though asynchronous invocations are common, where the client can
leave the communication without waiting for the result).
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Shared Spaces. Shared spaces has been the first paradigm to consider an
indirect communication. This is realized by a distributed shared memory, com-
mon to all participants, that interact each other by writing and reading data
from/to the shared space. Actually, this realizes a many-to-many anonymous
interaction, where many producers can indirectly send messages that will be
received by many consumers. The difference with pub/sub is that consumers
are not asynchronously notified but retrieve messages in a push-style fashion
with an explicit, synchronous request. Among the most popular shared space
implementations we cite Linda [47], JavaSpaces [46] and TSpaces [64].

Message Queues. Maybe the most common alternative to pub/sub for re-
alizing interactions with multiple recipients is the message queue paradigm.
Message Queues are an abstraction that is particularly used in the industry,
with many popular existing implementations, such as IBM WebSphereMQ
[58], Microsoft Message Queue [85] and part of the JMS specification [74].
The reason is that the message queue paradigm can easily provide transac-
tional or reliability guarantees, thanks to the fact that messages are persis-
tently stored within the queues. Moreover, it is often used as the basis for
asynchronous invocation to software components (such as COM+ Queued
Components, Message-Driven Enterprise Java Beans or Web Services). All
the communications in this paradigm are filtered by the queue, that covers
a role similar to the Notification Service in pub/sub. The difference is that
each participant may have its own queue and a one-to-many interaction could
require addressing several queues. Another feature that makes the level of
decoupling obtained through message queue lower than the one provided by
pub/sub is the fact that consumers must explicitly pull the messages from the
queue. However, push-style callback is often present, also with a one-to-many
delivery, making the message queue paradigm similar to a persistent form of
pub/sub.

2.2 Subscription Models

Different ways for specifying the notifications of interest have led to identify-
ing different variants of the pub/sub paradigm. Several subscription models
appear in the literature, characterized by different expressive powers. Highly
expressive models offer to subscribers the possibility to precisely match their
interest, i.e. receiving only the notifications they are interested in. However,
as we will point out, the expressive power of the subscription language is not
simply related to the flexibility of interaction with clients, but has a strong in-
fluence on the realization of the whole Notification Service. In this Section we
present the most popular pub/sub subscription models highlighting the trade-
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offs among expressiveness and ease of realizing scalable implementations.

2.2.1 Topic-based Model

In the topic-based model notifications are grouped in topics (or subjects) i.e.,
a subscriber declares its interest for a particular topic and will receive all noti-
fications related to that topic. In other words, the filter σ.f of a subscription
σ is simply the specification of a topic. Each topic corresponds to a logical
event channel ideally connecting each possible publisher to all interested sub-
scribers. That is, there exists a static association between a channel and all
its subscribers, then when a notification is published, the system does not
have to calculate all the receivers. Topic-based model has been the solution
adopted in all early pub/sub incarnations. Examples of systems that fall un-
der this category are TIB/RV [77], iBus [3], SCRIBE [22], Bayeux [117] and
the CORBA Notification Service [49].

Topics are equivalent to the notion of groups used for instance in the con-
text of group communication [86] (e.g., for replication). This equivalence is
not very surprising, since the first systems to offer a form of publish/subscribe
interaction were actually extensions of group communication toolkits [25, 12]
and the subscription scheme was thus inherently based on groups [10]. Subse-
quently, subscribing to a topic can be viewed as becoming member of a group
and publishing a notification for a topic translates accordingly to broadcast-
ing that notification among the members of the corresponding group. Thanks
to the topic-group equivalence the topic-based solution mechanism can drive
to very efficient implementations, exploiting directly on one hand the large
amount of research work in the multicast area, and on the other the network
level multicast implementations for diffusing notifications.

The main drawback of the topic-based model is the very limited expres-
siveness it offers to subscribers. Let us consider, for example an application
managing stock quotes. Though notifications may be structured to contain
several attributes (for example, the name of the quote, its current value, its
variation), only one attribute may be chosen as being selective for the delivery
of notifications (i.e. the topic). In the example, it may be the quote name.
As a consequence, a subscriber interested in a subset of notifications related
to a specific quote (for example only those signalling a rise of the quote above
a certain value) will receive also all the other notifications that belong to the
same topic.

To address problems related to low expressiveness of topics, several solu-
tions are exploited in pub/sub implementations. For example, the topic-based
model is often extended to provide hierarchical organization of topics, instead
of a simple flat structure of the topic space (such as in [49])1. A topic B can

1Sometimes, the word subject is used to refer to hierarchical topics instead of being simply
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be then defined as a sub-topic of an existing topic A. Notifications matching
B will be received by all clients subscribed to both A and B. Implementa-
tions also often include convenience operators, such as wildcard characters,
for subscribing to more than one topic with a single subscription. Though
these techniques give the application developer effective solutions to overcome
expressiveness limitations of the topic-based scheme, they does not still alter
the very nature of the topic concept, i.e. a simple organization of subscribers
into group with the great advantage of a simple and efficient implementation,
that however may not be sufficient with those applications where the inter-
est of subscribers presents a high variability and cannot be clustered with
simplicity.

2.2.2 Content-based Model

In the content-based variant, subscribers express their interest by specifying
conditions over the content of notifications they want to receive. In other
words, a filter in a subscription is a query composed by a conjunction of con-
straints over the values of attributes of the notification2. Possible constraints
depend on the attribute type and on the subscription language. Most sub-
scription languages comprise equality and comparison operators as well as
regular expressions [20, 100, 44]. Generally constraints can be joined inside
filters through AND/OR expressions3 A complete specification of content-
based subscription models can be found in [75]. Examples of systems that fall
under the content-based category are Gryphon [53], SIENA [102], JEDI [29],
LeSubscribe [87], Ready [52], Hermes [83], Elvin [99].

As an example of the content-based model, let us consider again notifi-
cations representing stock quotes. Differently from the topic-based scheme,
a subscription can involve all the attributes of the notification, on which a
subscriber can express a constraint with type-specific operators:

StockName = ‘IBM’ and change < -3

StockName = ‘M*’ and change >= 1

In content-based publish/subscribe, notifications are not classified accord-
ing to some pre-defined external criterion (i.e., topic name), but rather accord-
ing to properties of the notifications themselves, that assume different values
in each different notification. As a consequence the set of receivers for each
notification cannot be determined a priori but has to be computed at publica-
tion time. Then, the higher expressive power of content-based pub/sub comes

a synonymous for topic.
2disjunctive constraints can be treated as separate subscriptions
3The complexity of the subscription language obviously influences the complexity of

matching operation. Then it is not common to have subscription languages allowing queries
more complex than ones in conjunctive forms. One example can be found in [16].
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at the price of the higher resource consumption needed to calculate for each
published notification the set of interested subscribers [19, 39].

It is straightforward to see that a topic-based scheme can be possibly em-
ulated through a content-based one, simply considering filters comprising a
single equality constraint. The opposite is not true: in particular, the channel
abstraction in the topic-based scheme cannot represent flexible features of the
content-based scheme such as comparison operators or complex conjunctive
subscriptions [68]. At most, some systems (such as the COM+ Notification
Service [85] and the CORBA Notification Service [51]) provide an additional
content-based subscription language that allows to filter out notifications re-
ceived from a channel. We refer to this model as the filtered topic model,
making a clear distinction with the content-based model.

Stressing the difference between the filtered topic approach and a pure
content-based one allows us to clarify once more the implications of the sub-
scription model over the system implementation. The Notification Service
exploits subscriptions to derive the set of clients to which the notification
must be sent to. In a pure content-based system, a notification that does not
match any subscription is not sent to any client, saving network resources. On
the other hand, in a filtered topic-based system, recipients can only be deter-
mined according to the topic they subscribed to. Only once a notification is
sent to a subscribing client, the content-based filter is used to determine if it
should be actually delivered to it. If the notification matches a topic but does
not match the content-based filter, it is not delivered to the client, generating
useless network traffic. Then the higher expressiveness of content-based model
can aid to save network resources, sending a notification to all and only the
actual subscribers. However, as we will see in Section 2.4, a content-based
system requires more information to be sent on the network for determining
the recipient set.

In overall, we can say that content-based pub/sub is the most general
subscription model. This is the reason why this model has gained a lot of
attention from the research community and currently still represents the main
source of open problems in the field, especially related to efficient and scalable
matching and diffusion [6].

2.2.3 Type-based Model

The third alternative subscription model proposed in the literature is the type-
based model [37]. The type-based variant enhances common pub/sub with
concepts derived from object-oriented programming: notifications are declared
as objects belonging to a specific type (obvents), which can thus encapsulate
attributes as well as methods. With respect to simple, unstructured models,
Types represent a more robust data model for application developer providing
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Figure 2.2: Pub/sub Architectural Models

type-safety to be checked by the Notification Service, rather than inside the
application [41].

In a type-based subscription the declaration of a desired type is the main
discriminating attribute. That is, with respect to the aforementioned models,
type-based pub/sub poses itself somehow in the middle, by giving a coarse-
grained structure on notifications (like in topic-based) on which fine-grained
constraints can be expressed over attributes (like in content-based) or over
methods (as a consequence of the object-oriented approach). Type-based
pub/sub in this sense resembles the filtered topic model.

Type-based pub/sub was firstly proposed in [42] and fully developed in [37],
where it is described an extension to Java for the management of distributed
obvents and type-based subscriptions.

2.3 Architectural Models

In this Section we focus on another basic aspect of a pub/sub system, that
is the architecture of a distributed Notification Service, with respect to how
the various parts it is composed of are structured and what is the mechanism
they used to communicate. There are basically three solutions for realizing in
practice the architecture of a Notification Service (Figure 2.2):

❒ Relying on multicasting facilities provided by the underlying network
levels - Figure 2.2 (a).

❒ Implementing a broker-level notification routing protocol - Figure 2.2
(b).

❒ Exploiting a peer-to-peer overlay network infrastructure for application-
level multicasting - Figure 2.2 (c).
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In the following we discuss these three solutions, pointing out the draw-
backs due to each of them.

2.3.1 Network Multicasting

As pointed out in previous Section, the use of a network-level multicast pro-
tocol [32] as a communication layer for the Notification Service has been the
natural choice in early systems as they were substantially topic-based. The
main advantage of a network-level approach is that it is the easier way to re-
alize many-to-many diffusion experiencing low latencies and high throughput,
thanks to the small delays introduced by implementing the protocols exclu-
sively involving routers and switches.

We recall again that multicasting can be directly used in topic-based sys-
tems, as each topic corresponds exactly to one multicast group. Using multi-
casting for content-based systems is not as straightforward because subscribers
cannot be directly mapped to multicast groups [78]: This problem has inspired
some research work [91, 92, 54], aiming at finding the best possible configura-
tion for multicast groups from a given set of subscribers, where “best” means
structuring clusters of subscribers with “similar” subscriptions, so that a no-
tification sent to a multicast group will be delivered to most of its members.

The main drawback of multicast when applied to wide-area scenarios is
in its lack of a widespread deployment [34, 101]. Hence, network-level multi-
casting cannot in general be considered as a feasible solution for applications
deployed over a WAN (for example TIB/RV or the CORBA Notification Ser-
vice uses multicast only for diffusing notifications inside a local area network).

Another undesirable property of network-level multicasting is the lack of
reliability guarantees. Several algorithms [111, 56, 45] have been proposed
offering reliable delivery through a retransmission mechanism over the unreli-
able multicast transport. However, this approach has proven not to reach the
levels of scalability required in a large-scale pub/sub system, because of the
high overhead of message retransmission, making it suitable only for systems
with up to a few hundred participants [13].

For this reason, multicast algorithms being designed specifically for being
applied to pub/sub systems often belong to the class of gossip algorithms [43].
Gossip (or epidemic or probabilistic) algorithms achieve reliability in a prob-
abilistic sense [13], by guaranteeing that all participants in the system receive
any message only with a certain, quantifiable probability. Gossip algorithms
reach high level of scalability at the price of a small loss in reliability. Specific
gossip algorithms for pub/sub systems have been proposed in [36, 38, 28].
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2.3.2 Application-level Networks

The most common approach for the design of a distributed Notification Ser-
vice is building an application-level network of brokers. Brokers communicate
through links consisting of connections over an underlying transport protocol.
The underlying broker-to-broker protocol can be then any transport-level or
application-level protocol: the most common choice is TCP/IP but also HTTP
or middleware protocols such as IIOP or DCOM can be used.

The application-level network is a pure abstraction as links are not re-
quired to represent permanent, long-lived connections. The main implication
of structuring a Notification Service as an application-level network is that a
broker “knows” only a limited set of brokers (i.e., its neighbors in the net-
work) that are the only processes with which it can actually communicate.
This allows the system to achieve high degrees of scalability because even if
the system size grows, the number of neighbors for each broker remains fixed
ensuring that it will manage a bounded number of concurrent open connections
and data structures.

The choice of structuring a Notification Service as an application-level
broker network is the most common one in actual pub/sub implementations,
used by system such as TIB/RV [77], Gryphon [53], SIENA [102], or JEDI
[29].

Apart from the application-level routing protocols, that we will analyze
in Section 2.4, the main aspect to be clarified in an architecture based on
an application-level network of brokers is the topology formed by the brokers
themselves. There are basically two solutions, hierarchical or peer-to-peer. In
a hierarchical topology, brokers are organized in tree structures, where sub-
scribers’ access points lie at the bottom and publishers’ access points are roots
(or viceversa). Many contributions [9, 110] rely on this topology, thanks to the
simplifications it can allow since notifications are diffused only in one direc-
tion. However, the hierarchical architecture lacks generality because it relies
on a fixed, given structure that has to be specifically made up by application
developer and can be hardly modified (e.g. when adding or removing bro-
kers). Moreover in [20], a simulation study shows its inherent inefficiency, due
to the fact that brokers belonging to upper levels of the hierarchy experience
a higher load than ones at lower levels. In a generic peer-to-peer topology,
a broker can be connected with any other broker, with no restrictions. [20]
shows the more effective load-balance obtained with respect to a hierarchi-
cal topology, though peer-to-peer algorithms may be more difficult to realize.
Then, implementations typically use an acyclic topology to aid the routing
process.

The main problem of an application-level broker network is the creation of
the topology itself. None of the aforementioned system is able to self-organize
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the broker’s network and it is up to the user to decide and set up the connec-
tions among brokers. This may generate a non-optimized behavior because
the application-level topology may not reflect the underlying physical network:
then a single link between two brokers can actually map to a “long” network
path, in terms of latency and/or throughput and this may seriously harm the
overall performance of the whole system. Furthermore, an application-level
communication protocol is inherently slower than one implemented at the
router level and, even with the high power of current devices and networks, it
is impossible to achieve the same performance levels.

2.3.3 Peer-to-peer Overlay Network Infrastructures

A peer-to-peer overlay network infrastructure realizes an application-level net-
work for information diffusion. It is composed by a set of nodes, each having
a unique identifier, and provide the possibility of sending/retrieving informa-
tion to/from one or more specific node(s), just by specifying their identifier.
In other words, they realize a general-purpose unicast or multicast communi-
cation facility among the nodes. The main advantage of using such infrastruc-
tures in a large-scale setting is their self-organization capability, allowing them
to structure the network when a node leaves (for example after a fault) or joins
(for example to face a higher number of users). Overlay network infrastruc-
tures are then an effective way for easily realizing a large-scale information
propagation and have become a widely popular research area in recent years.
As a consequence of that, many systems have been developed: we cite among
the others Pastry [95], Chord [105], Tapestry [116] (unicast diffusion) or CAN
[89], I3 [104] and Astrolabe [109] (multicast diffusion).

Structuring a pub/sub system over an overlay network infrastructure means
leveraging the self-organization capabilities of the infrastructure, by building
a pub/sub interface over it. The pub/sub behavior is realized through the
communication primitives provided by the underlying overlay. With respect
to directly building an application-level network of broker, this solution allows
to more easily manage dynamic aspects of the systems such as faults and a
growing number of broker, inheriting such features from the overlay network
infrastructure4. Examples of systems using this solution are Bayeux [117]
and Scribe [94], for what concerns topic-based systems, and Hermes [84] and
Rebeca [108], for what concerns content-based systems. Finally, we cite Select-
Cast [15], a multicast system built on top of Astrolabe providing a SQL-like

4Rigorously, also an application-level network of brokers does realize an overlay network.
Anyway in the literature, the precise nature of an overlay network infrastructure consists
in just the basic unicast/multicast behavior, rather than the more specific many-to-many,
anonymous semantics of a pub/sub system. This explains the distinction we made between
the two solutions.
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syntax for expressing subscriptions.

2.4 Behind the Scenes of a Distributed Notification
Service

In the previous sections we presented “external” aspects, that is how a pub/sub
system can expose its feature to users (Subscription Models) and how it is
structured (Architectural Models). In this section we focus on an “internal”
view of a pub/sub system, describing what are the mechanisms and algorithms
that a pub/sub system must implement, given a subscription model and an
architectural model, in order to realize its functionality.

2.4.1 Overview

As pointed out above, we consider distributed Notification Services where each
subscriber or publisher can contact any notification broker in order to partic-
ipate to the system. The brokers to which a subscriber s actually connects
are called access points for s. The set of access points of a subscriber s is
denoted as AP (s). The access point represents only the broker through which
s issues subscriptions and receives notifications. In general, the access point
may not necessarily host the subscription of its subscribers: for load-balancing
purposes or for simplifying notification propagation, a subscription σ may be
stored in one or more brokers different from the access point of the issuing
subscriber, σ.s. In this case, these brokers will be referred to as the target
brokers for σ.

A subscription configuration is a set sc = (σ1, . . . σm) that contains all the
subscriptions present in the whole system at a particular time. The set of all
possible subscription configurations is denoted as SC. Finally, we denote the
set of all possible notifications as Ω.

The functionality of a distributed Notification Service, in its most most
general form, can be thought of as decomposed in the following sub-problems5

(Figure 2.3):

Event Matching : the task of computing the set of interested subscribers.

Subscription Assignment : identification of a policy used to determine
how to distribute subscriptions among brokers.

Subscription Routing : the process of dispatching the subscription from
the access point to the target broker, i.e. the implementation of the
assignment policy.

5In this part of the Chapter we consider the terms events and notifications as not syn-
onyms.
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Figure 2.3: Publish/Subscribe Mechanisms

Event Routing : the process of (i) identifying the target brokers for the no-
tification (resolving), (ii) forwarding the notification through the brokers
network in order to reach all possible target brokers

Notification Routing : the process of dispatching a notification to all match-
ing subscribers, i.e. delivering a matching notification from target bro-
kers to the corresponding subscribers.

Figure 2.3 (a) shows an example of subscription assignment and routing:
we suppose a partitioning policy that assigns subscription X to broker B1.
When X is issued by a subscriber s1, it has to be routed from s1’s access
point B0 to target broker B1. Figure 2.3 (b) shows what happens in the same
example situation, when a notification e is published by a client p1 at broker
B2. The assignment policy applied to e, resolves the notification to target
broker B0. Then, e has to be routed to B0 where it can be matched (event
routing). If e matches X, the corresponding notification has to be routed to
interested subscriber s1 (notification routing). Events and subscriptions are
represented in the Figures as two opposite flows, unified by the choice of the
target broker given by the partitioning policy. In the following, we provide
details on each of the identified mechanisms by discussing their relationships
and trade-offs.

We point out that the whole process takes place as a coordination among
brokers. Client processes are only the last link of the chain and act in the
system only through their access points. Then in the following we do not
consider client processes but restrict all the analysis to the network of brokers.

2.4.2 Event Matching

Event matching is an extension of the matching operation defined in Section
2.1.1, that is calculating if a notification satisfies a filter. In this case, the
notification has to be matched against all the filters in sc, returning all the
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corresponding subscribers. This can be formally represented by defining the
following function:

π : Ω × SC → 2Σ

The realization of π is one central and challenging point: as we are deal-
ing with large-scale systems, we expect on one side the overall number of
subscriptions in the system to be very high, and on the other a high rate of
notifications. Then, the matching operation has to be performed often and on
massive data sizes. While obviously this poses no problems in a topic-based
system, where matching reduces to a simple table lookup, it is a fundamental
issue for the overall performance of a content-based system. The trivial so-
lution of testing sequentially each subscription against the notification to be
matched may result in a very poor performance in this settings.

Techniques for efficiently performing the matching operation are then one
important research issue related in the pub/sub field. Since they are more
related to other research fields rather than distributed computing (e.g. active
databases), we only give a brief survey on the solutions actually exploited in
content-based implementations.

These can be grouped in two main categories [93], namely predicate index-
ing algorithms and testing network algorithms. Predicate indexing algorithms
are structured in two phases: the first phase is used to decompose filters of
subscriptions into elementary constraints and determine which constraints are
satisfied by the notification; in the second phase the results of the first phase
are used to determine the filters in which all constraints match the notification.
Matching algorithms falling into the predicate indexing family are [80, 44].
Testing network algorithms ([1, 48, 16]) are based on a pre-processing of the
set of subscriptions that builds a data structure (a tree in [1] and [48] or a bi-
nary decision diagram in [16]) composed by nodes representing the constraints
in each filter. The structure is traversed in a second phase of the algorithm,
by matching the notification against each constraint. A notification matches
a filter when the data structure is completely traversed by it.

2.4.3 Subscription Assignment and Routing

In the above description of the Notification Service, we stated that one of its
functions is to stores all the subscriptions issued by subscribers. When consid-
ering a distributed implementation, this task is actually accomplished by one
or more processes in the brokers set. For the scalability sake, it is a desirable
property not to maintain a copy of the whole subscription set on every single
broker, but rather sharing the load of storing and managing (i.e. matching)
subscriptions among the set of brokers. This allows to effectively exploit the
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distribution of the Notification Service: in particular, by avoiding subscrip-
tions to be replicated throughout the whole Notification Service, allows the
system to tackle scalability issues such as the high traffic generated by the
diffusion of each subscription change, the high memory consumption at each
broker to store subscriptions and also the high computational power required
to match subscriptions6.

Then, a criterion should be defined in order to choose for each subscription
a corresponding target broker to which it is assigned to. Clearly, there is
a strict relationship between this problem and the other ones presented in
previous Section: the assignment policy must be also considered (i) when
routing subscriptions to the corresponding target broker and (ii) for identifying
(and reaching) all possible target brokers when a notification is published.

Given the set of all possible subscriptions SC, we can abstract the sub-
scription assignment problem by considering the following function:

assign : SC → 2∆ (2.1)

The meaning of assign(σ) = {b1, .., bk} is the following: a broker bi ∈
assign(σ) is the target broker for the subscriber that issued subscription σ.
Then, it hosts σ and matches all notifications related to σ. Given a notification
e, the task of deriving the target broker set for e, namely event resolving, is
abstracted by the following function:

resolve : Ω → 2∆ (2.2)

Obviously, assignment and resolving are strictly related since a common
criteria (Assignment policy) must be used to implement the assign and resolve
functions.

It is not straightforward to realize an assignment policy that can easily be
implemented both for assignment and for resolving. Subscription assignment
strategies used in actual pub/sub systems can be summarized in the following
two dual policies:

❒ Access-Driven Assignment (ADA): a subscription σ is stored in the ac-
cess points for the subscriber σ.s. In this case access points and target
brokers coincides for s. In other words, the value of assign depends only
on σ.s, not considering σ.f .

❒ Filter-Driven Assignment (FDA): subscription filters are partitioned into
a set of clusters. Each subscription is assigned to a different broker de-
pending on the cluster it is assigned to. Cluster are determined according

6Let us recall that we assume scenarios where a large number of subscriptions must be
handled by the system.
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Figure 2.4: Subscription Assignment Policies

to subscriptions’ filters. That is, assign is the exact dual of the previous
case, considering only σ.f independently from σ.s.

Figure 2.4 shows the two different approaches applied to an example sub-
scription X, defined over a 2-dimensional space. On the left, it is shown a ADA
approach: subscription is hosted at broker B0 that has been contacted by the
subscriber s1. On the right, a FDA approach is shown, for the same broker
configuration. The plot on the right is a graphical depiction of a simple way
to implement the assign function: a 2-dimensional space is divided in zones,
each one assigned to a broker. Figure shows the graphical representation of
the space on a 2-D plot. In this representation, notifications are points and
subscriptions are rectangles. X falls in the zone assigned to broker B1, then
X is hosted in B1.

ADA is the approach commonly used in the majority of distributed pub/sub
systems (for example SIENA and Gryphon). No subscription routing is needed
because subscriptions are held by brokers directly connected to the subscribers.
However, for a correct dispatching of notifications, some routing information
has also to be diffused through the network, as we will explain below.

The FDA approach has been formalized in [110], (under the name sub-
scription partitioning) and recently, many systems appeared following such a
scheme (Scribe [22], Bayeux [117], Hermes [83]). The FDA approach is moti-
vated by the fact that a controlled subscription distribution can allow to better
load balance subscription storage and management: all subscription matching
the same notifications will be hosted by the same broker, avoiding a redun-
dant matching to be performed in several different brokers. Also notification
routing is simplified, consisting in the creation of single-rooted diffusion trees
starting from target brokers and spanning all subscribers.

On the other hand, the FDA approach requires all brokers to be aware
of the assignment policy used. This problem has no obvious solution in the
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general case where new brokers may join the system, because the assignment
policy can be difficult to adapt to a dynamic scenario: for example consider
a policy where the notification schema is partitioned and each partition is as-
signed to a broker. When a new broker joins, a new partition must be created
and all brokers have to be kept aware of the update in the policy. Finding
a scalable way to perform this update is not straightforward. [110] proposes
two different solutions to the assignment problem, relying on simplifying as-
sumptions: one considers a subscription language comprising only equality
constraints, while another allows a general content-based language but as-
suming that the number of brokers does not change throughout the system
lifetime. In Section 2.5 we present assignment policies implemented in systems
such as SCRIBE and Hermes.

Let us finally point out that the problem of finding a assignment policy in
FDA is equivalent to the problem of determining multicast groups in content-
based multicasting, addressed in [91]. Both problems imply a clustering of the
subscription set, where in FDA each cluster of subscriptions is assigned to a
broker, while in content-based multicasting it is assigned to a multicast group.
We stress the fact that none of the aforementioned papers solve the problem
in presence of a number of brokers that can change over time.

2.4.4 Event and Notification Routing

We define another function that will be used for stating the event and notifi-
cation routing problems:

avail : Ω × B × T → boolean

The meaning of avail relates to the fact that in a distributed system not
all processes may have the same view of published information items, i.e. e
is not available to all processes at the same time [5]. avail returns TRUE at
a time t when a broker has received an event at t and is able to process it
(match, forward or deliver to subscriber).

Event routing means, considering an event e issued by a publisher at a time
τ , reaching eventually all the brokers that can host subscriptions matching e.
Formally, this is expressed as:

∀σ : e @ σ, ∀b ∈ assign(σ) → ∃t > τ : avail(e, b, t) = TRUE

On the other hand, notification routing means eventually reaching all the
brokers that are access points for subscribers that have been identified as
interested in the notification. Formally, this is expressed as:

∀e,∀σ : e @ σ, ∀b ∈ AP (σ.s) → ∃t > τ : avail(e, b, t) = TRUE
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Routing Strategies for Access-Driven Assignment. Obviously under
an ADA approach, event routing and notification routing coincide as the target
broker for a subscription σ is the access point for its subscriber σ.s. Thus,
when an event is published, the difficult task is getting to know all the brokers
that may be subscribers for it, i.e. implementing the resolve function. The
trivial solution is to broadcast each notification to all the brokers (flooding).
This obviously leads to an undesirable waste of network resources, because
all notifications are always sent to all brokers even if they do not match any
of their subscribers. But avoiding that all notifications are blindly flooded to
not-interested subscribers, requires more information on the publisher side.
That is, copies of all the subscriptions have to be diffused towards all possible
publishers, and in the general case when all brokers may host a publisher for
any subscription, this means flooding all subscriptions.

Aiding event routing through subscription redundancy creates a trade-off
between notification flooding and subscription flooding. The more brokers
are aware of all subscriptions, the earlier notifications that do not match any
subscribers can be filtered out. The fact that subscriptions are generally sup-
posed to change at a lower rate than event publication may suggest that the
cost of flooding might be worth being paid. However, both simulations stud-
ies ([76, 20]) and practical experiences report that subscription flooding can
rarely be considered a feasible solution. For example, the complete flooding of
subscriptions was a characterizing feature (referred to as “quenching”) of an
older version of Elvin [99]. Authors in a successive version ([100]) had removed
the feature, as it proved to be very costly. A more sophisticated solution for
limiting subscription diffusion is the one included in SIENA, and successively
refined in Rebeca, that we will present in Section 2.5.

Routing Strategies for Filter-Driven Assignment. Under a Filter-Driven
Assignment policy, event routing and notification routing are two distinct
phases: in the first one the target broker is reached by the event, in the sec-
ond one the notification is delivered to all matching subscribers.

Differently from the ADA approach, in FDA brokers that have to be
reached by a notification in both phases can be determined in advance: the
target broker with the resolve function and the matching subscribers’ access
points from the matching operation itself7. Then, event and notification rout-
ing reduces to routing to some specific brokers (Direct routing). This can be
easily implemented either at application-level, or through well-known network
routing algorithms (such as link state or distance vector), or by exploiting the
direct routing capabilities of an overlay network infrastructure.

7Let us recall that clients are excluded from our model. They can be completely replaced
by their access points.
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Another possible approach for notification routing, proposed in [110], relies
on an external centralized notification routing service that receives notifica-
tions from brokers and dispatch them to proper subscribers. In this situation,
brokers maintain subscriptions and perform matching and the notification ser-
vice maintains all the references to subscribers.

2.4.5 Classification Framework

All the general solutions related to the various aspect of a Notification Service
presented in previous Section can be positioned in the classification framework
that we define in the following. The result of the classification is summarized
in Table 2.1. The table reports on columns the possible assignment criteria (all
brokers, ADA, FDA) and on rows the phases related to notification diffusion.
Each cell in the table represents, in each assignment scenario, if a phase is
required, how it can be solved and when matching is performed. It is important
to point out that here we give a general overview that does not consider the
specific optimizations carried out in actual systems. These are presented in
the following Section, specifying how they are related to the results in the
table.

First, we analyze the case when no particular subscription assignment pol-
icy is considered, that means that all subscriptions are propagated to all the
brokers in the Notification Service (i.e. the target broker set coincides with the
whole broker set). In other words, subscription routing is performed through
a broadcast of all subscriptions. Matching can be performed by the broker
that receives the publication (Match-first approach), then no event routing is
required but only a notification routing, that reduces to a direct multicast to
all recipients. The drawback is the high subscription redundancy that implies
a high memory consumption and high subscription traffic.

For what concerns Access-Driven Assignment, in its basic realization sub-
scriptions are not replicated but they are retained by access points. This
makes necessary for event routing a broadcast of all events through the en-
tire network. Matching is then performed at each access point (Diffusion-first
approach).

In Filter-Driven Assignment, we assume that each broker can calculate
both the assign and resolve functions upon publication and subscription, in
order to identify the target broker, that can hold a subscription or match an
event (Match-at-Target approach). Once the target broker is identified, it can
be reached through direct routing from any broker. A notification routing
phase is also required after the matching, but this can also be performed in a
direct way. The drawback is the additional notification routing phase required.
Moreover, implementing a consistent assignment criteria may be no trivial job.
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All Brokers ADA FDA

Subscription Routing Broadcast NO Direct

Event Routing NO broadcast Direct

Notification Routing Direct NO Direct

Matching Match-first Diffusion-first Match at Target

Table 2.1: Overview of pub/sub mechanisms

2.5 Surveying Publish/Subscribe Systems

In this Section we specifically deal with real implementations of pub/sub sys-
tems. We take into account in details the most popular pub/sub systems, in
particular by specifying their characterizing features with respect to the gen-
eral solutions presented above. Each system will be positioned, according to
the classification framework defined above.

2.5.1 TIB/RV

TIB/RV [77] has been one of the first commercial systems to implement the
publish/subscribe paradigm. TIB/RV is a topic-based system that relies on
the abstraction of an event channel ideally connecting all subscribers interested
in a same topic.

In TIB/RV, brokers are structured in a two-level hierarchical architecture.
Brokers at the lowest level of the hierarchy are called rendezvous daemon.
Each network host on which a publisher or a subscriber reside has to run a
daemon. Subscriptions are assigned at this level following an ADA approach:
each daemon holds the subscriptions for the host on which it runs. Events are
diffused through network-level broadcast.

Event diffusion spanning over a WAN is realized through the other type
of brokers, namely rendezvous router daemon, constituting the higher level of
broker hierarchy. Each local network is represented at wide-area level by a
single router daemon, that receives all the events directed from the local to
other networks and multicasts in the local network notifications received from
other networks. Router daemons form an application-level network, in which
daemons are connected in couples through TCP connections. Event routing
is realized by building multicast trees among router daemons. Each daemon
maintains a tree for each subject. A router daemon is added to a tree if there
exists at least a subscriber for that subject in the local network represented
by that daemon. Since, in order to build trees, daemons have to know both
the entire network topology and the current subscription configuration, we
can classify the mechanisms used for wide-area diffusion in TIB/RV as a no-
assignment policy.
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2.5.2 Scribe

An alternative approach for topic-based systems is the one proposed in Scribe
[22], a research system designed at Microsoft Research. Scribe is built upon
an overlay network infrastructure called Pastry [95], that allows to perform an
efficient large-scale routing of messages in a application-level network of bro-
kers8. Each broker in Pastry is assigned an unique identifier in the network
and messages can be routed to a specific broker by simply specifying its iden-
tifier. Scribe is actually an application written using Pastry and represents
a pub/sub interface for it. Subscription routing, event routing and notifica-
tion routing are implemented in Scribe by leveraging Pastry’s direct routing
capabilities.

Scribe is a nice example of a system adopting a pure FDA approach. In
the following we explain how the assignment policy is implemented. The basic
idea is that each topic is assigned a random identifier and the Pastry node with
the identifier closest to the topic becomes the target broker for that topic. A
multicast tree is built for each topic, rooted at the corresponding target broker.
When a new node subscribes for a subject, its subscription is routed by Pastry
to the corresponding target broker, that updates the tree structure in order to
include the new subscriber. When an event is published for a subject, event
routing is performed through Pastry, by directly routing the event to the target
broker for that subject. The target broker is simply addressed by the subject’s
identifier. When an event arrives at the target broker, matching reduces to
identifying the correct multicast tree and notification routing is performed by
diffusing the notification through such tree.

2.5.3 Gryphon

Gryphon is a content-based system, developed at the IBM Watson research
center. Besides being a real implemented system, Gryphon represents the
reference framework for all the research in content-based pub/sub carried out
at IBM Watson. Relevant research results include a matching algorithm with
sub-linear complexity [1], an efficient event routing protocol performing partial
matching at each broker [7], and a routing protocol that satisfies exactly-once
message delivery [9]. Not all the results in these papers are implemented in
the actual system (see the Gryphon web site for details [53]). However, they
represent important steps in the evolution of the research in pub/sub systems,
then we base our analysis and classification of the Gryphon system upon these
papers.

The idea behind the content-based multicast algorithm presented in [7] is

8Another topic-based system with a similar approach is Bayeux [117], built over the
overlay network infrastructure named Tapestry [116]
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to realize a distributed version of the matching algorithm presented in [1]. It
is basically a testing network algorithm realized using a tree data structure.
In the distributed version, the tree spans all the brokers and the matching of a
single constraint is performed at each routing step. This original and effective
idea allows to obtain very good performance results. However, the algorithm
relies on a very strong assumption: in order to build and keep updated the
diffusion tree, each subscription update occurring at a broker must be reflected
in the whole system. As we already pointed out, subscription flooding can be
very harmful for the overall performance of the system.

A revised version of the Gryphon multicast algorithm is presented in [9].
Here the focus is on addressing reliable delivery of subscriptions, by realizing
a fault-tolerant broker architecture. Brokers are organized in a tree structure,
rooted at publishers and with subscribers on the leafs. Reliability is addressed
in two directions: subscriptions are partially replicated to manage faults of
access points, while during event diffusion each broker keeps track of message
loss.

Finally, we cite the work of another part of the Gryphon team, devoted
to the research in the application of network-level multicast. Relevant results
have been produced also in this area, presented in [78, 91, 92], that we already
commented above.

2.5.4 SIENA

Another important contribution to the research in content-based pub/sub is
the SIENA system [102]. SIENA focuses on providing efficient and scalable no-
tification routing over a wide-area network. Brokers communicate exclusively
through application-level connections without exploiting either network-level
multicast or overlay network infrastructures. The assignment approach fol-
lowed by SIENA is ADA. Then, lacking an explicit addressing mechanism for
brokers such as in Scribe and not using multicast for event diffusion, one main
focus of SIENA event routing algorithm is to avoid flooding events blindly
over the entire network.

The idea behind SIENA’s routing algorithms is to build logical paths for
events from all possible publishers to all subscribers. Paths are built with
a subscription routing process, that for each subscription present in the sys-
tem creates a diffusion tree spanning all brokers, so that each broker knows
in which direction it has to route the event in order to reach matching sub-
scribers. This mechanisms allows to prune from the event routing process all
the parts of the broker’s network that does not contain subscriptions matching
that event. Subscription propagation is constrained by exploiting a contain-
ment relationships: informally, a subscription σ1 contains another subscription
σ2 if all events matching σ2 also match σ1. When a subscription update oc-
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curs, the new subscription is not propagated by a broker if this broker has
already propagated a containing subscription before. Another technique to
aid the event routing process introduced in SIENA is the advertisements. An
advertisement is issued by a publisher to declare the set of events it is going
to produce. Advertisements are also considered in building routing paths, to
further reduce the set of involved brokers.

With respect to a pure ADA approach, SIENA algorithm increases sub-
scription redundancy in order to create efficient routing paths for events, but
a complete replication is necessary only for most general subscriptions.

The SIENA algorithms have become a reference solution for the problem of
routing content-based events and subscriptions in an application-level network
(content-based routing problem). In [76], a general theoretical framework for
content-based routing is proposed as well as some variants over the original
SIENA algorithm and a performance evaluation.

2.5.5 Hermes

Hermes [83], one of the most recent proposals in the pub/sub research, it is
presented as a pub/sub middleware rather than a simple system, because it
encompasses also other functions such as type checking and security. In the
context of our presentation, Hermes gathers in an interesting way several ideas
from the systems described above.

Hermes is a system based on a FDA approach, with a type-based subscrip-
tion model. Differently from Scribe, it is implemented as a network of brokers
rather than exploiting an overlay network infrastructure9. The FDA policy is
realized considering the type of a subscription: a subscription is assigned to a
broker whose identifier matches the hash of the type name. The FDA policy
organizes subscriptions in coarse-grained clusters (types) and it may happen
that the system contains more brokers than types, leaving some brokers not
assigned to any type. At the same time, differently from SIENA, only a single
copy of each subscription is retained in the system, at the corresponding target
broker.

Event and notification routing are implemented with SIENA-like algo-
rithms. Paths are created for routing events belonging to a specific type to
the corresponding target broker. Notification routing follows the same idea,
with a diffusion tree for each type, rooted at the target broker and having
each subscriber as a leaf. Content-based filtering of subscription is performed
directly at recipients. Thus in Hermes there is only one spanning tree for each

9In a recent paper ([84]), authors described a overlay network implementation of Hermes.
However, the nature of the routing algorithms does not change with respect to the original
version described here and the overlay network infrastructure is used only as a communication
facility.
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type, whereas in SIENA subscription routing builds in practice a spanning
tree from each possible publisher to all subscribers.

2.6 Concluding Remarks

Publish/subscribe is now widely recognized as a hot research topics, inspiring
several areas such as databases, distributed systems or software engineering.
In this Chapter we gave an overview of the pub/sub research area by classifying
the several research problems that it hides, the relationships among them and
the solutions that have been proposed in the literature. At the best of our
knowledge this is the first attempt to provide a general survey of the area that
tries to go beyond a simple coarse-grained classification [71]. In particular, the
different routing schemes have been classified considering not only the typical
“topic-based vs. content-based” distinction, but accounting also for novel
important solutions such as the leveraging of peer-to-peer overlay networks and
the routing based on a filter-driven assignment policy. Subscription assignment
itslef is a novel concept introduced here for the first time. Anyway, several
important research systems [30, 99, 52] have been cut out of the presentation,
but the idea was to select the systems implementing the most representative
solutions, trying to highlight the most important and peculiar ideas in the
field.





Chapter 3

Modelling Publish/Subscribe
Systems

In Chapter 2 we surveyed the large amount of work done in the field of pub-
lish/subscribe systems focusing on scalability, efficient information delivery
or efficient and expressive information matching. On the other hand, only
one specific contribution exists [76] giving an unambiguous definition of the
computational model underlying a pub/sub system. This step is necessary
for carrying out, for example, an analytical study of the performance of a
pub/sub system, which is the base of a rigorous QoS policy. The lack of this
rigorous approach is currently one of the main pitfalls of pub/sub which limits
its applicability, for example, to mission critical systems.

In this Chapter we propose a computational model of a pub/sub Notifi-
cation Service, where the latter is abstracted as a black box connecting all
participants to the computation. The operations done by this box (i.e., sub-
scription/unsubscription storage and publication diffusion) are modelled by
two delays, namely the subscription delay and the diffusion delay, which char-
acterize, respectively (i) the non-atomicity of the subscription/unsubscription
storage and (ii) the non-instantaneous diffusion of a notification. These de-
lays depend of course on the implementation of the Notification Service (e.g.
centralized, network of brokers, etc.). This model produces a global history of
the computation, on which we give safety and liveness properties.

In distributed computing, safety properties express the constraint that
“something bad will not happen” in the system. In the case of a pub/sub sys-
tem this simply means that all notifications must be previously published and
no spurious notifications has to be delivered. For what concern liveness, this
usually mean “something good eventually happens”. However, in this dynamic
context where (i) participants can subscribe and unsubscribe dynamically and
(ii) there are operations which take time to take effect, this sentence should be

33
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reworded as follows “under some timing conditions something good happens”.
Then we propose a liveness property which states when a notification belongs
to the history: this is affected by the interval a subscription is “active” and
by the two delays which act as a filter for the generation of the notification
after the execution of a corresponding publication.

Based on the computational model, we provide a probabilistic model for
measuring the effectiveness of a Notification Service in notifying publications
to the set of the interested subscribers. More specifically, we evaluate the
probability d that a publication x issued at time t will be notified to each
subscriber matching x, provided that the subscription was active at t. There-
fore, the system behaves ideally if this probability is equal to 1. We study this
probability as a function of the subscription delay and of the diffusion delay.

Even though the granularity of this model is quite coarse, we believe that
it can be very useful for the designer of a Notification Service, that can predict
the probability of delivering notifications, only by estimating the two delays.
A simulation study, carried out on a real pub/sub implementation, validates
the analytical model.

The chapter is structured as follows: Section 3.1 introduces the formal
framework, Section 3.2 presents the analytical probabilistic model for per-
formance evaluation, Section 3.3 presents the experimental results and the
comparison with the analytical ones. Finally, Section 3.4 surveys the related
work.

3.1 A Framework for Publish/Subscribe

We consider a distributed system composed of a set of processes Π = {p1, . . . , pn}
that communicate by exchanging information in a publish/subscribe commu-
nication system. Processes are decoupled in the sense that they never com-
municate directly within each other but only through a common Notification
Service (NS). Processes can act both as producers and consumers of infor-
mation, taking on the role of publishers and subscribers, respectively. The
concepts of subscriptions, notification and matching follows from the defini-
tions in Section 2.1 of Chapter 2.

3.1.1 Process-NS Interaction

In the following, we formalize the interaction model sketched in Section 2.1.
The execution of a publish/subscribe system comprises both process-side oper-
ations, started by subscribers and publishers, and NS-side operations, started
by the NS. More specifically, any process pi would be able to register (and
cancel) a subscription or to publish a notification in the system, but it is actu-
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ally the NS that has the role of notifying a matching occurrence to interested
subscribers.

We denote as op = {sub(σ), usub(σ), pub(x), ntfy(x)} respectively the op-
erations of registration of a subscription σ, cancellation of a subscription σ,
publication of a notification x and issue of the notification of x.

Then, the operations sub(σ), usub(σ), pub(x) are issued by a process and
executed by the NS, while ntfy(x) is issued by the NS on a process pi and
then executed by pi. The ntfy(x) issue occurs after (i) the pub(x) execution
and (ii) a matching operation executed within the NS. Note that the NS issues
ntfy(x) on the set of processes computed after the matching operation.

3.1.2 Computational Model

To simplify the presentation, we assume the existence of a discrete global clock
whose range T is the set of natural numbers. We stress the fact that this is
only a fictional, abstract device to which the processes do not have access. We
will use it only for convenience of specification.

The first modelling step is the representation of the execution of each
process. Through an abstract representation of the processes’ computation
we describe which global computations are allowed in a NS, by specifying
properties that characterize them.

We assume either the issue of an operation op = {pub(x), sub(σ), usub(σ)}
at time t at a process pi or the execution of op = ntfy(x) at pi at time t
produces an event ei(op, t) at process pi

1. We denote then the local history of
a process pi as the set of events occurred at pi and ordered by their occurrence
time hi = {ei(op, t1), ei(op, t2), . . . ei(op, tm)} (with t1 < t2 < . . . < tm). The
global computation is then the global history H = 〈h1, h2, . . . , hn〉, i.e. a
collection of local histories, one for each process.

Any two successive events ei(sub(σ), s) and ei(usub(σ), u) (s < u), define
a subscription interval of pi for the subscription σ, denoted by I(σ). Such
subscription interval includes all events ei(op, t) s.t. s ≤ t ≤ u. Therefore,
to univocally identify each subscription issued in the system by the same
process, a generic subscription σ becomes a triple (φ, p, s) where σ.s indicates
the time in which the subscription is issued. The time between s and u actually
represents the time in which the subscription σ is active from the subscriber
view-point. We denote such time interval as TON (σ). A subscription interval
is defined also by those sub events that have no corresponding usub. In this
case the interval will include all events that occur after the sub and TON will be
consequently infinite. Figure 3.1 shows an example of global history of three

1In this Chapter we use the term “event” only referring to events belonging to the internal
computation of processes. Pieces of information produced by publishers are always referred
to as “notifications”.
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processes, with two subscription intervals I(σ), I(σ′) and their corresponding
TON .

Safety properties

Safety properties pose constraints on which global histories are not allowable
in a NS. The first property has to state the basic semantics of the system: a
subscriber cannot be notified for an information it is not interested in. For-
mally:

∀ ei(ntfy(x), t) ∈ H ⇒ ei(ntfy(x), t) ∈ I(σ) s.t. x @ σ.φ ∧ σ.p = i

P1: Legality

In Figure 3.1 a generic computation satisfying Legality is shown: supposing
that x and y match σ, then both notify events of x and y in pi fall in the
subscription interval I(σ) of pi. While Legality states that a notify event
belongs to H only if it is included in a subscription interval matching that
event, we need a property that ensures the notify events are not invented by
a process. This is taken into account by the Validity property which states as
follows:

∀ ei(ntfy(x), t) ∈ H ⇒ ∃ ej(pub(x), t′) ∈ H s.t. t′ < t

P2: Validity

The computation in Figure 3.1 also respects Validity: then both notify
events, ei(ntfy(x), t2) and ei(ntfy(y), t4) follow the corresponding publica-
tions, ei(pub(x), t1) and ei(pub(x), t3), as t1 ≤ t2 and t3 ≤ t4.

Once safety properties are defined, it is interesting to understand under
which condition a notify event should be generated, i.e. to define a Liveness
property. As just said, the global history in Figure 3.1 satisfies safety. However
supposing x′ matches σ′, should we expect that the NS system generates a
computation with the notify event for x′ in I(σ′)? To answer this question is
first essential to make some considerations about how a NS is physically built.
This is actually the aim of the following Section.

3.1.3 NS Implementation Parameters

Recalling from previous Chapter, we can say that the NS has two main tasks:

❒ store and manage subscriptions from processes caused by the issue of
subscribe/unsubscribe operations;
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Figure 3.1: Global History respecting Safety

❒ diffuse a notification x to the interested subscribers after a publish op-
eration was issued by a process;

Obviously, behind this abstract and informal description of a NS, there
exists an actual NS physical implementation (e.g. centralized, distributed,
network of brokers etc.) that performs the desired functionality. In order
to capture the behavior of any NS implementation we define two parame-
ters that respectively take into account (i) non-instantaneous effects of sub-
scribe/unsubscribe operations and (ii) the non-instantaneous diffusion of a
notification x to interested subscribers after a publish operation issued by a
process. These parameters model the time required for the internal processing
at the NS and the network delay elapsed to route subscriptions and notifica-
tions, in a distributed implementation. Let us finally assume that any message
sent by a processes of a NS implementation uses reliable channels.

Subscription/unsubscription delays.

When a process issues a subscribe/unsubscribe operation, the NS is not imme-
diately aware of the occurred event. In other words, at an abstract level, the
registration (resp. cancellation) of a subscription takes a certain amount of
time to be stored into the NS. This time encompasses for example the update
of the internal data structures of the NS and the network delay due to the rout-
ing of the subscription among all the entities constituting the NS. To consider
such non-instantaneous operations, we define a maximum acceptable thresh-
old of time (implementation dependent) after which a subscribe/unsubscribe
operation is surely stored into the NS. As an example, in a distributed im-



38 CHAPTER 3. MODELLING PUBLISH/SUBSCRIBE SYSTEMS

plementation of a NS, this means each entity implementing the NS after this
threshold of time is aware of the registration/cancellation operation.

We denote such delay as Tsub for subscribe operations and as Tusub for
unsubscribe operations. Therefore if a subscribe operation is issued at time s
then it takes effect at a time t such that s < t ≤ s + Tsub

2. The same holds
for unsubscribe operations, i.e. an unsubscribe operation, issued at time u,
takes effect at a time t′ such that u < t′ ≤ u + Tusub.

To model this effect on the NS, we consider the NS characterized by a
subscription configuration sc composed by a set of subscriptions. In particular,
we define sc(t) = {σ1, σ2, ...σm} the set of all subscriptions stored into the
NS at time t. We assume the initial configuration sc(t0) = ∅. Therefore if
a subscribe (resp. unsubscribe) operation for a subscription σ takes effect
at time t (resp. t′) then σ ∈ sc(t) (resp. σ 6∈ sc(t′)). As a consequence,
even though t and t′ are a-priori unknown, we can state with certainty that
σ ∈ sc(s + Tsub) and σ 6∈ sc(u + Tusub). For example in Figure 3.2, σ ∈ sc(t1)
and σ 6∈ sc(t2), but in both [s, t1], [u, t2] time intervals there is uncertainty
whenever σ ∈ sc or not.

At an abstract level each subscription of the NS state at time t ∈ T
can therefore be stable (i.e., it surely belongs to NS state) or non-stable. A
subscription σ is stable with certainty at time t, iff s + Tsub ≤ t ≤ s + TON(σ).

pi

PSS
TusubTsub

ei(sub(σ),s) ei(usub(σ),u)

Τ
s u

TON(σσσσ)

t1 t2t0

stable σ

Figure 3.2: Subscription/unsuscription delays

Diffusion delay.

As soon as a publication is issued, the NS performs a diffusion of the infor-
mation: it performs a matching to compute the set of interested subscribers
and sends the notification to them. Note that, depending on the NS imple-
mentation, the diffusion can be performed in several ways, as described in
Section 2.4. Without entering implementation details, we can say that this
operation takes a certain amount of time during which the NS computes and

2In our framework we reasonably assume for each subscriptions σ we have TON (σ) > Tsub.
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issues notify operations to interested subscribers, i.e. diffusion takes a non-
zero time. Let us suppose that a publication of a notification x is made at a
given time t, and there is a matched subscription σ that is stable at time t,
i.e. σ ∈ sc(t). Then the NS starts the diffusion to notify x to σ.p = pi. We
denote as ∆i the time elapsed in order to complete the diffusion of x to pi.
An event ei(ntfy(x), t′) can be generated only at time t′ ≤ t + ∆i. After the
completion of the diffusion, the notification x disappears from the NS, i.e. a
further notify event can no longer be generated.

Note that in the worst case scenario, the set of subscribers to be notified
and the whole set of processes coincides. In this case the diffusion takes the
maximum time among {∆1, ∆2, . . .∆n}. We define such maximum delay as
diffusion delay, denoted Tdiff .

To clarify the meaning of the diffusion delay see Figure 3.3. For sake
of simplicity and without loss of generality we assume that the communica-
tion delay between a process and the NS is zero. This implies that (i) a
notification published by a process immediately gets the NS, and (ii) if NS
issues a notify operation on a process pi, the corresponding local event at
pi is immediately generated. Immediately after the publication of the noti-
fication x at the time t1, the NS, during Tdiff , notifies the interested sub-
scribers. Supposing that {pj , pk, ph} is the set of interested subscribers then
Tdiff = max{∆j , ∆k, ∆h} = ∆h. Let us remark that each generic interested
subscriber pi is notified in specific instant of time (t+∆i) but ∆i is not a-priori
known.

It is important to point out that the set of interested subscribers is clearly
computed on the basis of NS’s configuration. However, how and when the
state is considered, is implementation dependent. Moreover, the configuration
can change during the diffusion. In the following these aspects will be clarified.

3.1.4 Liveness Property

The concept of “interested subscriber” has been considered quite intuitively
until this point. The desirable NS behavior is the following: once a notifica-
tion is published (i.e., ej(pub(x), t) is generated in H), x is notified to each
interested subscriber; but what is an interested subscriber? Ideally it is a pro-
cess pi that expresses its interest for x through a subscription σ s.t. x @ σ.φ
and σ.s ≤ t ≤ σ.s + TON (σ). However the NS system is surely aware of the
subscription σ by pi only when the subscription becomes stable, i.e. at time
σ.s+Tsub. Then, at first check, an interested subscriber seems to be a process
whose subscription is stable (i.e. belonging to the NS state), at the moment in
which the matching information is published, i.e. σ.s+Tsub ≤ t ≤ σ.s+TON (σ).

However as (i) the interest of a subscriber is a dynamic dimension and
(ii) a notify can be issued to a subscriber at any time during the diffusion
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Τ
t1 = t1+ Tdiff

ej(ntfy(x),t2)

ei(pub(x), t1)

pk

ek(ntfy(x),t3)
ph

ej(ntfy(x),t4)

t4=t1 +∆h

Tdiff
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Figure 3.3: Example of Diffusion

interval of the corresponding publication, it is still difficult to characterize the
exact behavior of the system. Let us point out this with an example. Let
pi be a process producing a subscription σ and pj be a process producing an
event ej(pub(x), t) such that x @ σ.φ and σ.s + Tsub ≤ t ≤ σ.s + TON (σ).
However, if NS is able to notify x at pi only at a time t′ = t + ∆i such that
t′ > σ.s + TON (σ) then pi will discard x as it is not longer interested to x.

Then, the definition of a liveness property, that states exactly to which
subscribers a publication is notified to, must be necessarily defined considering
both the subscription/unsubscription delays and the diffusion delay. Given a
subscription interval I(σ)

.
= [σ.s + Tsub, σ.s + TON (σ)], This property can be

stated as follows:

∀( ej(pub(x), t) ∧ (I(σ) ∈ H s.t. I(σ) ⊃ [t, t + Tdiff ])
⇒ ∃ eσ.p(ntfy(x), t′′) ∈ H

P3: Liveness

This property states that the delivery of a notification can be guaranteed
only for those subscribers that maintain their subscriptions stable for the entire
time taken by notification diffusion (diffusion delay). In other words, Liveness
property defines the NS system condition under which a notify event belongs to
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the global history. However, a notify event can also belong to the history even
though this system condition is not verified. This is due to the uncertainty on
the system state and on the diffusion time of an information through the NS,
as shown in the example depicted in Figure 3.4.

Tusub

pj

PSS

pk

Τ

ek(ntfy(x),t2)

ej(pub(x), t1)

Tsub Tusub

ek(sub(σ1),s1) ek(usub(σ1),u2)

ph

eh(ntfy(x),t3)eh(sub(σ2),s2) eh(usub(σ2),u1)

pi
ei(pub(y), t4)

ek(ntfy(y),t5)

t1

Tsub

Tdiff Tdiff

t1+Tdiff t4+Tdiff

Figure 3.4: Global History with not expected notify events

From application of the Liveness property the only notify events guaranteed
to be in the global history are ek(ntfy(x), t2) and ek(ntfy(y), t5), as pk has
a subscription (matched by both x and y) stable during the whole diffusion
of x and y. However the global history contains also eh(ntfy(x), t3). This
depends on the fact that (i) the subscribe operation for subscription σ2 has
taken effect before the σ2.s + Tsub, (ii) NS has made the diffusion relying
on a state containing σ2, and (iii) the diffusion to ph has completed before
t1 + Tdiff . Note that such “lucky” conditions may occur but the probability
of its occurrence is not equal to one.

3.1.5 Persistent Notifications

The liveness property introduced above, can be extended by considering the
possibility for the NS to persistently store notifications for a finite, non-zero
amount of time. Persistence is usually exploited in distributed NS implemen-
tations to provide reliable delivery of notifications to processes: periodically
processes request each other the list of notifications they sent and if a process
could not find some notification it requests their retransmission.

However, persistence can strongly influence the semantics of delivery if we
assume that while the notification is maintained in the NS it can be delivered
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to processes that subscribe after it has been published. In particular, let
us introduce a persistence interval TON (x), representing the time interval a
notification x is stored in the NS after it has been published by a process. If x
is published at time tx, all subscribers whose subscription becomes stable after
tx have to be notified. This behavior is expresses by the following extended
definition of the liveness property:

∀( ej(pub(x), t) ∧ (I(σ) ∈ H s.t.
(I(σ) ⊃ [t, t + Tdiff ] ∨ I(σ) ∩ [t + Tdiff , t + TON (x)] 6= ∅)

⇒ ∃ eσ.p(ntfy(x), t′′) ∈ H

P3a: Liveness (with persistent notifications)

Differently from the previous definition of Liveness, in this case for the
issue of a notification x to be guaranteed to a process p with a matching
subscription σ, the subscription has to be maintained for an interval that (i)
entirely contains the diffusion interval of x (as in P3) or (ii) intersects the
interval during which x is persistently stored in the system.

As pointed out above, depending on the value of TON (x), the semantics of
the NS can be radically altered. In particular, we can consider three represen-
tative cases:

0-persistence : each published notification x expires as soon as it becomes
available. Only processes whose subscription matches x at the very mo-
ment of its publication are guaranteed for notification. This implemen-
tation scheme is very low demanding since it does not require storing
notifications. However, it is subject to runs between concurrent pub and
sub events, i.e. a subscriber may miss a notification x if its subscription
is even slightly delayed with respect to the publication.

∆-persistence : each published notification x expires after ∆ > 0 from the
instant it becomes available. Garbage collection is performed by the
pub/sub system on all expired notifications. This is more resilient to runs
between the publisher and subscribers: a subscriber whose subscription
“is seen” in the system after ∆ since x is available, can be still satisfied.
On the other hand high values for ∆ may provoke undesirable out-of-date
notifications.

∞-persistence : each published notification x remains available in the pub/sub
system for an indefinitely long time. When a subscriber installs a new
subscription σ it will receive all the previously published and already
available notification that match σ. This implementation style obviously
requires an ideal infinite memory to store all the notifications, since no
notification is ever garbage-collected.
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This classification can be related to the non-deterministic behavior deriving
from the time decoupling between participants, that is one peculiar features
of the pub/sub paradigm. In general, the more an information item remains
available in the system, the less non-determinism is experienced (for example,
the effect of runs between publications and subscriptions is limited). Reduction
of non-determinism increases the probability that an intended receiver gets the
information. If the information is stored in a persistent way, non-determinism
is completely removed and this probability goes to one [107]. Of course, this
impacts on the size of the memory necessary within the system.

Then, we can say that the three classes feature decreasing levels of non-
determinism on the other hand requiring increasing memory. However, we
point out that this is not the case where a single class can be identified in
absolute as better than the others, whereas each class is suited to meet different
application requirements. Hence we give examples of applications that may
belong to each class.

An example of a 0-persistent application is a stock exchange system. Noti-
fications represent instant values of stock quotes, expiring very quickly. Since
the publication rate is high, missing notifications due to runs poses no problem,
since subscribers can get a new information after a short time.

An example of a ∆-persistent application is a daily news diffusion system.
Each information item represents the daily issue of the news, having a lifetime
of 1 day. Suppose issues are published every morning at 3 A.M., an issue will
be notified also to processes submitting their subscription during the day.

An example of an application based on ∞-available information is a dig-
ital library where catalog updates are published as information items, kept
available for future subscribers. A new subscriber will receive all the previous
notifications in order to build its local copy of the catalog.

3.1.6 On the liveness specification in dynamic systems

As we pointed out in [6], understanding and comparing different publish/subscribe
systems is quite a difficult task due to informal and different semantics. From
this stems the requirement of precisely defining formal semantics in terms of
safety and liveness properties as in any distributed system.

To our knowledge the first step in this direction was done in [76], where
the author defines safety properties which are actually similar to the ones
defined in Section 3.1.2. However defining “no bad thing can happen” is the
easy part of the job in dynamic distributed systems (such as publish/subscribe
applications). The tricky part is defining a property of progress of the whole
system (i.e., the liveness property) when processes behave independently and
dynamically. In the classical (static) distributed system, liveness constrains
a system to eventually make progress on the global computation towards a
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certain target. [76] defines liveness along this line. “If a notification matching
a set of active subscribers is published, then each subscriber will eventually
be notified unless it cancels its subscription”. In other words if a subscriber
never disconnects with a subscription matched by a published notification, it
eventually will be notified for that notification. Then nothing is guaranteed if
the subscriber remains connected only for a certain time (even though this is a
very long time!). Of course the assumption that a subscriber never disconnects
is unrealistic in a pub/sub system.

Another example of the inadequacy of the liveness property as defined
in classical distributed systems comes from the crash-prone model. In this
setting, the verification of the liveness property ensures progress toward the
termination of a computation. This usually requires the assumption on a
minimum number of correct processes in the system (i.e., processes that never
fail). If we make a parallel with a pub/sub system, this means to make an
assumption on the minimum number of subscribers that never disconnects.
It is clear that in pub/sub such an assumption does not make any sense3.
A disconnected process is not a bad process as “disconnection” is a matter
of life in a pub/sub and not an undesirable event to cope with. A liveness
specification for this dynamic context should capture this normal behavior.

Roughly speaking, our liveness definition actually considers “each notify
event” as the target of our computation and defines timing assumptions un-
der which a notify event is in the global history of the computation (i.e., this
event has to be notified by the NS). This presence depends of three delays
(Tdiff , Tsub, Tusub) which abstract the dynamic behavior of the computation
and the NS implementation. Thanks to the latter point our Liveness condi-
tion can also be used to compare different NS implementations. To explain
this point, consider the following example. Suppose to have two different
NSs managing the same set of clients and the same type of subscriptions and
notifications. Moreover suppose that:

1. a process publishes in both systems a notification matching an active
subscription made by the same subscriber (a subscriber connected to
both systems),

2. the subscription will remain active for two days after the publication but
will be notified only by the first system.

In this scenario both systems satisfies liveness as defined in section [76],
but are they equally good? It seems that the latter is a “lazy” system, while
the former is more reactive and effective. In the next section we show how

3Defining a liveness that gives guarantees if and only if a process never disconnect is the
equivalent of not giving any guarantee.
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this reactiveness can be measured to give an idea of the effectiveness of the
implementation.

Let us finally remark that if Tdiff was infinite our definition of Liveness
would not guarantee anything as the classical Liveness stated in [76]. However,
differently from [76] when the three delays are finite (typical practical case)
some subscription (satisfying conditions stated in the Liveness property) must
be notified.

3.2 Analytical Model

The semantics identified through the abstract computational model allows us
to reason on the practical consequences of Tsub and Tdiff . Starting from the
consideration that high values of the delay can prevent some subscribers from
receiving notifications that were issued during the publication time, the idea
is to take the probability that this could happen as a general performance
parameter (namely the notification loss) for the NS.

In this Section we provide a simple and general analytical model for the
computation of the notification loss, given the implementation parameters
Tsub, Tdiff . We also specialize the model discussing how the practical deploy-
ment of a pub/sub system can influence such parameters and, subsequently,
the notification loss. In particular, we identify three operational parameters
that characterize the size of the system and the speed of the propagation of
subscription and notifications. These parameters can be measured experimen-
tally, subsequently obtaining Tsub and Tdiff , hence the notification loss.

3.2.1 Measuring Notification Loss

Let x be a notification issued at time t and p be a generic process that has a
subscription at time t matching x. We denote as d the probability that x is
notified to p (notification probability). Therefore, the notification loss is the
probability that x is not notified to p (i.e., 1 − d), though p has a matching
subscription.

Our analysis rests on the following assumptions:

1. the process p issues the subscription σ for a period TON ≥ Tsub + Tdiff ;

2. any other subscription can only be issued by p after Tusub from the last
usub operation

3. the time a publication matching σ is issued is a uniformly distributed
random variable defined over the subscription interval TON ;

4. all publishers have the same probability to generate a notification match-
ing σ.
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5. each notification is persistently stored in the NS for a time TON (x)

The delay Tusub does not affect d because we assumed that a subscriber
can issue a new subscription only after Tusub and, by definition, σ has been
cancelled from the NS’s configuration after this time interval.

In the following we give two expressions for d respectively considering
TON (x) = 0 (volatile notifications) and TON (x) > 0 (persistent notifications).

Volatile notifications. Let tsub be the time the process p issues the sub
operation, tusub the time when p issues the corresponding usub operation and
tpub the time the notification x is published. Then, the NS guarantees the
delivery of any publication occurring at a time tpub such that tsub + Tsub ≤
tpub ≤ tusub − Tdiff . This means, in fact, that the publication was issued
when the subscription was stable and there was enough time for information
diffusion to be completed. Moreover, for those publications such that tsub <
tpub < tsub + Tsub as well as for those with tusub − Tdiff < tpub < tusub, there
is also some probability for being notified.

For example, let us consider a distributed implementation of the NS as a
network of brokers. Then, roughly speaking, it is possible that x was published
by some process “close” to p so that, after a delay t < Tsub, the portion of the
NS involved in the diffusion of x towards p has already received the updates
for correctly notifying x, as suggested by our simulations.

To model this aspect, we denote with f(t) the probability density function
that the NS notifies x to p, given that x was issued at time tpub = tsub + τ ,
where 0 ≤ τ ≤ Tsub. Clearly, f(t) must be a monotonically increasing function
with f(0) = 04 and f(Tsub) = 1. In our experiments, f(t) corresponds to the
function plotted in Figure 3.10(a).

Also, g(t), where 0 ≤ τ ≤ Tdiff , is the probability density function that
a notification published at a time tpub = tusub − Tdiff + τ is notified to p. In
a real implementation, this function captures the probability that the notifi-
cation x reaches p before it unsubscribes for σ. The function g(t) must be
a monotonically decreasing function with g(0) = 1 and g(Tdiff ) = 0. In our
experiments, g(t) corresponds to the function plotted in Figure 3.10(b).

Figure 3.5 sketches the overall probability density function P (t) that a
notification x matching σ, issued at a time t inside TON , is notified by the NS.

Due to the assumption (iv), 1
TON

dt is the conditional probability that
tpub ∈ [t, t + dt] (tsub ≤ t ≤ tusub), given that an information was published

during the subscription interval. Moreover, P (t)
TON

dt is the probability that the
an event is published in the interval [t, t + dt] and it is notified.

4Actually, the value is slightly higher than 0, because there is the probability that x is
issued by p itself. We discuss this below.
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Figure 3.5: A sketch of P (t), volatile notifications

Applying the total probability theorem, we can thus evaluate d as following:

d =
1

TON

(
∫ Tsub

0
f(t) dt +

∫ TON−Tdiff

Tsub

1 dt +

∫ Tdiff

0
g(t) dt

)

that can also be rewritten as

d =
TON − Tdiff − Tsub

TON

+
1

TON

(
∫ Tsub

0
f(t) dt +

∫ Tdiff

0
g(t) dt

)

(3.1)

Note that d is directly proportional to the area of the curve depicted in
Figure 3.5. Clearly, if Tdiff = Tsub = 0 then the NS behaves as an ideal system
with d = 1 (all publications are immediately notified).

Persistent notifications. The evaluation of d with persistent notification
is basically the same as the one performed above for volatile ones, just con-
sidering also the fact that when notifications are stored inside the NS for a
time TON (x) > 05, a subscriber receive also notifications issued before its own
matching subscription was stable. More precisely, the NS guarantees the deliv-
ery of any notification occurring at a time tpub such that (i) tsub+Tsub ≤ tpub ≤
tusub−Tdiff (as in the previous case) or (ii) tsub +Tsub−T x

ON ≤ tpub ≤ tsub. In
particular notifications satisfying the the latter condition will be delivered be-
cause being the subscription surely stable at tsub+Tsub, it will get notifications
issued up to a time T x

ON in the past.

5We will use a simplified notation, writing T x
ON instead of TON (x).
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For what concerns notifications issued between tsub−T x
ON and tsub+Tsub−

T x
ON , the probability of their delivery is conditioned to the probability that

the subscription σ is stable before a time T x
ON in the future. Hence, the trend

of P (t) will simply follow that of the function f(t). Finally, persistent notifi-
cations does not have any influence on notifications published in proximity of
the unsubscribe of σ.

The analytical evaluation of d obviously resembles the one obtained for
volatile notifications, but with an added term accounting for the probability
of “past” notifications:

d =
1

TON + T x
ON

(

∫ Tsub

0
f(t) dt +

∫ Tsub+T x
ON

Tsub

1 dt +

∫ Tsub

0
f(t) dt +

∫ TON−Tdiff

Tsub

1 dt +

∫ Tdiff

0
g(t) dt

)

=

=
1

TON + T x
ON

(

TON − Tdiff − 2Tsub + T x
ON + 2

∫ Tsub

0
f(t) dt +

∫ Tdiff

0
g(t) dt

)

=

= 1 −
2Tsub + Tdiff

TON + T x
ON

+
1

TON + T x
ON

(

2

∫ Tsub

0
f(t) dt +

∫ Tdiff

0
g(t) dt

)

(3.2)

This expression is valid for T x
ON > Tsub.

3.2.2 Analytical results

In order to provide an analytical expression for d, the two functions f and
g have to be somehow specified. The shape of the curves will obviously be
determined by the mechanisms used internally by the NS for routing subscrip-
tions and notifications. These mechanisms are dependent from three operative
parameters: N representing the size of the system in terms of the number of
entities it is composed of; s and r, respectively the subscription and the no-
tification update rates, representing the efficiency of the routing processes.
In the following, we first consider a general distributed implementation for
the NS and give an analytical evaluation for the two functions in this case.
Then, we investigate how the operative parameters of the NS are related to
the implementation parameters Tsub and Tdiff .

NS Reference Model

As we pointed out in Chapter 2, the assignment policy strongly influences the
algorithms for routing notifications and subscriptions. The following analysis
is carried out assuming a NS with volatile notifications and Access-Driven
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Assignment policy, that is all subscriptions are retained at the access point for
their subscriber.

We consider a general case where a subscription routing algorithm is used
to make all participants in the system aware of each active subscription. Thus,
a subscription is stable after its routing process is terminated. That is, the
subscription delay is the maximum convergence time of the subscription rout-
ing algorithm. The f function should represent the variation over the time of
the number of NS participants that received a subscription update. The max-
imum convergence time is obtained when all subscriptions are flooded within
the entire system, travelling all its participants.

Once the subscription is stable, the corresponding subscriber can be con-
tacted when a matching notification is published. A notification routing al-
gorithm is then used to propagate the notification among brokers in order to
reach all the subscribers that the subscription matching the such a notifica-
tion. During the routing process, a broker receiving a notification from another
broker has the opportunity to issue the notify operation to its local matching
subscribers. Moreover, it can forward the notification to the other brokers
that can have some active subscription. Following the Liveness property we
defined in Section 3.1.2, the set of subscribers to be reached by a notification x
must comprise all those subscribers whose subscription matches x and is stable
at publication time. Then, the diffusion delay is the maximum time interval
required to diffuse a notification from a broker serving the source publisher
to all the interested subscribers in the set. The g function should represent
the variation over the time of the number of interested NS participants that
received the notification. Again, the maximum diffusion time is obtained when
a notification is flooded through all the participants to the system.

Considering naive flooding as a routing algorithm for subscriptions and
notifications allow to be as general as possible in the derivation of the two
functions. In other words, the described model represents the worst-case sce-
nario of a wide-range of NS implementation solutions. In particular, all the
architectural solutions described in Chapter 2, Section 2.3 roughly follow the
above behavior in their worst-case scenarios.

Expressing f(t) and g(t)

The probability that a broker receives a subscription/notification f(t) and
g(t) can be represented as the number of brokers in a NS that received a
subscription/notification at time t. The message diffusion through a flooding
algorithm follows a epidemic-like behavior, that is each participant transmit a
subscription/notification only to a subset of other participants, that in turns
provide to forward it to other participants. Thus, the following analysis is
inspired by the mathematical theory of epidemics [33], often used in the con-
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Figure 3.6: Analytical trends of f(t) and g(t)

text of gossip-based multicast algorithm to predict the average percentage of
participants that will be reached by a multicast message [13].

Let f(t) be the number of NS participants that have received a subscription
at time t and N the overall number of brokers in the system. The variation in
time of this function is proportional to the number of brokers that does not
have received the subscription yet:

df(t)

dt
= α(t) (N − f(t))

The value of α(t) is at the same time proportional to f(t), because the
more the participants in the system that are aware of the subscription, the
faster it spreads. Hence:

df(t)

dt
= s

f(t)

N
(N − f(t))
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We refer to the constant s as the subscription update rate, because it rep-
resent the speed of diffusion of an update. s depends on parameters of the
NS, such as the time required for a single update, the number of participants
updated by a single participant, the time required to process a subscription
within each participants.

Solving the above differential equation leads to the following solution:

f(t) =
1

1 + c e−st

where c is an arbitrary constant. Since at t = 0 only one broker is aware
of the subscription (the one that sends it), we can impose f(0) = 1 and
subsequently obtain c = N − 1. The final expression for f(t) is then:

f(t) =
1

1 + (N − 1) e−st
(3.3)

Following a similar procedure, we obtain the following expression for g(t):

g(t) = 1 −
1

1 + (N − 1) e−rt
(3.4)

where r is the notification update rate. In general r 6= s because the
different algorithms used for routing subscriptions and notifications can result
in different diffusion rates. The plots for f(t) and g(t) are shown in Figure
3.6.

s and r are two important parameters that significantly affect the behavior
of the system. Unfortunately, an analytical evaluation is not a trivial task.
From an experimental measure in a system with 100 nodes configured in a
dense topology where all nodes are all physically close to each other, we ob-
tained update rates to be respectively s = 0.98 and r = 1.2. Details are given
in Section 3.3. From the analytical study in Section 3.2.3 it turns out than
a system with update rates greater than 1, 5 can be considered a “fast” one,
in the sense that with average subscription intervals it can ensure at least the
80% of the notification.

Expressing d

The next step is substituting the above expressions inside equation 3.1, to
obtain a general expression for d that depends only from the external operative
parameters of the NS.

First we calculate the integrals of f(t):

∫ Tsub

0
f(t) dt = s Tsub +

1

s
ln

1 + (N − 1)e−sTsub

N
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Being 1/(1 + (N − 1)e−sTsub) ' 1, we obtain

∫ Tsub

0
f(t) dt = s Tsub +

1

s
ln

1

N

Analogously:

∫ Tdiff

0
g(t) dt = (1 − r) Tdiff −

1

r
ln

1

N

Substituting this expression into equation 3.2.1, results in the following
expression for d:

d = 1 −
(1 − s)Tsub + rTdiff

TON

+
1

TON

(
1

s
−

1

r
) ln

1

N
(3.5)

From the above definitions of Tsub and Tdiff it is clear that it should be
f(Tsub) = 1 and g(Tdiff ) = 0. These two values cannot be determined directly
from the analytical expressions of f(t) and g(t) because the functions only
asymptotically tend to 1 and 0 respectively. However, considering the meaning
of the functions, representing the fraction of participants reached by a message,
it makes sense to assume only discrete values for them. In particular, the
minimal value for the fraction can be 1/N , then Tsub and Tdiff can be chosen
approximately as any values such that f(Tsub) ≥ 1−1/N and g(Tdiff ) ≥ 1/N .
Considering equalities, we obtaining the following approximate expressions:

Tdiff '
1

r
ln(N − 1)2

Tsub '
1

s
ln(N − 1)2

This allows to rewrite d only in terms of s, r and N :

d ' 1 −
1

TON

(1

s
+

1

r

)

lnN (3.6)

3.2.3 Discussion

In the following we discuss the analytical values obtained by the application of
equation 3.6, studying the influence of the various operative parameters over
the notification probability. We will consider for simplicity a single parameter
α for the update rates (i.e., α = r = s). Subsequently, we assume a single
stabilization time Tα for both subscriptions and notification.

Figure 3.7 plots the notification probability against the update rate, with
different fixed values of TON and N = 100. The sensitivity of the system
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Figure 3.7: Notification Probability vs. Update Rate

to changing values of α strongly depends from the expected value of TON .
With long subscription times (TON > 500) also a slowly responding system
(α < 0, 2) can offer an acceptable level of performance (d > 0, 9). On the other
hand, rapidly changing subscriptions (T < 50) require very fast responding
system. When α < 1, d follows a steep curve. This means that also small
variations of α turns out in significant changes to d. However, the plot shows
that with values of TON starting from about 100 seconds, the system reaches
relatively high values for d with α higher than about 0,5.
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This results more evidently from the plot in Figure 3.8 showing the no-
tification probability against the variation of TON , for different values of α
and N = 100. Moreover, this plot evidences the fact that the more critical
behavior, independently from α, occurs when TON is lower than 60 seconds.
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In this case, the system is highly unstable, requiring a careful fixing to achieve
acceptable values of d.
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Figure 3.9: Notification Probability vs. Number of Participants

Finally, Figure 3.9 plots the influence of the number of participants N
over the notification probability, in correspondence of different fixed values for
α (while TON is fixed to 150). This plot shows that for α higher than 1.5,
the system can be considered “fast” because also increasing the number of
participants, the notification probability is always higher than 0.9.

In overall, we can say that the analytical model we presented in this sec-
tion allowed us to make important high-level considerations about the general
behavior of a NS. However, a further step is required to fully consider such
results trustworthy, i.e. achieve an experimental confirmation. This is the
subject of the following Section.

3.3 Simulation Study

In this Section we present the experimental results derived from a simulation
of the execution of a real pub/sub system. The objective of the study is to
evaluate the actual fraction of the delivered notifications and compare it with
the analytical result obtained from the model.

3.3.1 Simulation Details

We carried out our experiments by implementing a prototype of a distributed
NS made up of a set of distributed brokers, communicating through point-
to-point application-level connections. The system is based on the content-
based routing algorithm (CBR) for acyclic peer-to-peer topologies introduced
in SIENA [20]. The key idea is to diffuse subscriptions in order to build paths
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for routing events, so that parts of the network with no interested subscribers
are excluded from event diffusion. Simulations were performed by running the
NS prototype on top the J-Sim [59] real-time network simulator. We give a
more detailed explanation both of the CBR algorithm and of our prototype
implementation in the following Chapter.

Network-level topologies are generated using the Georgia Tech ITM topol-
ogy generator [115]. All topologies follow the Transit-Stub model. The application-
level network (i.e. the distribution of the distributed brokers over the net-
work nodes and the links between them) is self-generated by our prototype
and follows a random topology that is not influenced by the underlying net-
work topology. This reproduces the typical shift between application-level and
network-level that occurs in real deployment of overlay networks. Experiments
featured 100 participants (brokers) deployed above networks with 100, 250 and
500 nodes. We considered different deployment scenarios, in order to alter the
values of the update rate.

3.3.2 Simulation Results

Update Rates Figures 3.10(b) and 3.10(a) show the results of the exper-
iments over subscription and event diffusion times, with a 100 brokers NS
deployed over a 100 nodes network. In particular, Figure 3.10(b) plots the
fraction F (t) of brokers at time t that are by a new subscription issued at
time 0, and Figure 3.10(a) plots the fraction G(t) of brokers that have not
received a notification issued at time 0. In practice, these curves are the ex-
perimental of the f(t) and g(t) functions, as defined in the previous Section.
The shape of the curves coincides with those in Figure 3.6, confirming that
epidemics models are appropriate to represent information diffusion processes.

Plots were obtained as following (we consider only Tsub as the same can
be applied to Tdiff ). We let a subscription start from a random broker and
be delivered to all other brokers. This is obviously the worst case scenario
that can be encountered for routing. In turn, each broker acts as the source
for the subscription. The maximum time required for all brokers to receive
the subscription, considering all the possible source brokers, corresponds to
Tsub. Experiments were repeated for 5 times, over different network topologies.
The same experiments were carried out with networks of 250 and 500 nodes,
producing the same trends, though obviously with different values for Tsub and
Tdiff .

The coincidence of the analytical and experimental curves, allows us to
evaluate the update rates for subscriptions and notifications. These are the
values of s (resp. r) that substituted in equation 3.3 (resp. 3.4) lead to a curve
that has the same integral of the one obtained experimentally. The results are
reported in Table 3.1.
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Network Nodes s r Tsub Tdiff

100 0.97 1.21 12.20 9.95
250 0.62 0.80 19.06 14.03
500 0.47 0.58 25.44 20.44

Table 3.1: Experimental Values for Update Rates

Note the slight difference between the update rates for subscriptions and
notifications. In other words, notification routing turns out to be faster than
subscription routing though they both run on the same topology and travel
all the brokers. This is due to the fact that at each hop, subscription routing
algorithm has to update the local routing data structures, taking more time
than the matching operation performed by the notification routing to deter-
mine the next hop. Considering that along its execution, the NS is supposed
to manage thousands of subscriptions, one can expect the update rate to be
subject to changes over the time.

Notification Probability Figure 3.11 shows the number of notifications
actually achieved for notifications published at a broker while another broker in
the system has an active, matching subscription. These results were obtained
as follows: we generated a subscription on a randomly chosen broker, and
after a time TON , a corresponding unsubscription. During the subscription
interval, a notification is produced in another random broker. The exact
publication time is randomly chosen and follows a uniform distribution inside
the subscription interval. We repeated this process over 250 different random
subscriber-publisher couples and executed five runs of the experiment each on
a different network topology. The whole process was repeated for different
values of TON and over 100 and 250 network nodes, obtaining the curves
depicted in Figure 3.11.

The number of notification losses surprisingly does not tend to 0, also for
high values of TON . This demonstrates that the notification loss phenomenon
is an important issue in pub/sub systems.

For a final validation of our analytical model, we have to compare the
curve obtained experimentally, with the one resulting from equation 3.2.1, by
substituting the values for s and r obtained from previous experiment. The
percentage error among the experimental curve and the analytical one is shown
in figure 3.12. Negative values of the error mean that the analytical value is
higher than the experimental one. The plot shows that, apart for lower values
of TON for which the system unpredictability results in a unstable error values6,

6However, we plan to carry out more repetitions of these tests before the final version of
the thesis that should stabilize the final results.



3.4. RELATED WORK 57

the error is bounded in a small 6%. This confirms the overall reliability of the
analytical evaluations, apart for smallest values of TON that are more sensitive
to small variations in the results.

Thus, we have shown that our analytical model is able to predict the
actual behavior of a NS, expect for a small percentage error. The application
of the model with values of s and r that are derived experimentally gives a
general estimation of the probability of notification that faithfully reproduces
the experimental results.

3.4 Related Work

At the best of our knowledge, the only other research contribution about a
formal definition of the semantics of a pub/sub system has been given by
Mühl in his PhD Thesis [76]. The thesis presents a framework for specify-
ing a general pub/sub computation and for proving the formal correctness of
an important class of diffusion algorithms (content-based routing algorithms).
Pub/sub computation is abstracted by a sequence of global states interleaved
by operations. The characterization of the correct computations of the system
is given with respect to the global state. At this level of abstraction, the ef-
fect of the delay in the execution of operations is not represented: safety and
liveness properties are defined as if any subscription update and notification
takes effect instantly.

When defining the framework for content-based routing, the author shows
that the assumptions may never be satisfied when more update processes occur
concurrently. The liveness property is then shown to be guaranteed only for
those subscriptions that have been propagated in the whole system (i.e., that
are stable, in our terminology).

Though the conclusions are obviously similar, our approach presents sev-
eral differences with respect to [76]. First of all, the main objective of the work
is different: we propose a model to analytically characterize the “quality” of
a generic pub/sub system, while Mühl proposes a framework that formally
shows the correctness of a class of diffusion algorithms. Besides, our model
presents two characterizing aspects, i.e. i) explicitly introducing the pub/sub
system in the model and ii) considering the notion of time in the specifications
of the system. These two aspects allow to point out the non-deterministic be-
havior of pub/sub systems at specification level, i.e. independently from any
implementation specific such as the deployment type or the diffusion algo-
rithm. On the other hand, we do not give any formal proof but provide only
a probabilistic analysis.

From what concerns the mathematical analysis itself, it was inspired from
the mathematical theory of epidemics [33], recently applied to model informa-
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tion diffusion phenomenon like probabilistic reliable multicast [13, 60, 38] or
mobile ad-hoc networks [61].

3.5 Concluding Remarks

The models presented in this Chapter allowed us to find out interesting in-
sights about the behavior of a pub/sub system. The computational model
highlighted that though the decoupling is usually, and correctly, identified as
one of the strongest features of the pub/sub paradigm, it comes at the price
of a non-deterministic behavior that results in possible losses of notifications
to subscribers. With the following analytical model we gave a method to esti-
mate the cost of non-determinism, i.e. the probability that these losses occur,
given a coarse-grained description of the system, in terms of its size (N) and
its responsiveness (α). In the future work we plan to investigate how to obtain
a more precise characterization for α, that allows a quick evaluation without
having to perform measurements.
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Chapter 4

Self-Organizing
Content-Based
Publish/Subscribe

Content-based pub/sub is probably the main source of research problems in
the pub/sub area. In chapter 2 we pointed out that even though content-based
pub/sub is more flexible than its topic-based counterpart, it is notably more
difficult to implement: for example the set of intended receivers for a notifica-
tion cannot be determined a priori but must be computed on a per-notification
basis. This makes content-based pub/sub not immediately scalable to systems
with a high number of subscribers, publishers and high notification publica-
tion rate. Scalable solutions based on an application-level network of brokers,
typically exchange messages over a topology formed by static TCP-like con-
nections, where static means that once they are created they are not altered
during the system execution. However, the fact that application-level connec-
tions can be easily created and destroyed, performing a rearrangement of the
topology of the network could be exploited to provide the pub/sub system
with a self-organization capability, in order to fit to the changing conditions
of the applications that run over it.

In this Chapter we consider the classical content-based routing algorithm
(CBR), used in SIENA [20], JEDI [29] and REBECA [108] and introduce
extensions to it to provide a self-organization algorithms that rearranges the
topology of the application-level network to dynamically adapt it to the distri-
bution of subscriptions over the brokers. We introduce a metric, namely asso-
ciativity, that measures the degree of similarity among subscriptions hosted at
brokers that are neighbors in the application-level network. The idea is to put
brokers sharing similar interest “close” to each other at the application level,
in order to further reduce the average number of application-level hops per no-

61
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tification diffusion with respect to the improvement obtained with the “static”
CBR algorithm. At the same time, we study the impact of self-organization
over underlying topology metrics, since a reduced number of application-level
hops does not necessarily results in an improvement of lower-level metrics such
as latency, bandwidth or IP hops.

The chapter is structured as follows. Section 4.1 presents the background
on content-based publish/subscribe and the motivation of our work. Sec-
tion 4.2 describes the self-organization algorithm, discussing the concept of
subscription similarity and presenting the cost metrics and key mechanisms.
Section 4.3 describes the details of the self-organization algorithm. Section
4.4 addresses network-level issues. Section 4.5 presents experimental results.
Section 4.6 compares our work with the related works in this research area.

4.1 Background

This section defines the key concepts related to the model of content-based
publish/subscribe notification service we refer to in the rest of the paper,
including a brief presentation of the content-based routing algorithm on which
our self-organization algorithm is based.

4.1.1 Publish/Subscribe Model

We consider a distributed Notification Service based on an application-level
network of brokers {B1, .., BN}. Brokers are interconnected through transport-
level connections which form an acyclic topology. We consider the practical
case of the TCP transport protocol. Then, each broker maintains a set of
open TCP connections (links) with other brokers (its neighbors). The link
connecting brokers Bi and Bj is indicated with li,j (or lj,i) and the set of
neighbors of Bi is indicated with Ni. A broker can be contacted by clients,
that act as either subscribers or publishers. Each broker stores locally the
subscriptions of its subscribers (ADA policy) and communicate with other
brokers in order to propagate notifications fired by its publishers.

Subscriptions and notifications are defined over a predetermined schema,
constituted by a set of n attributes, each defined through a name and a type,
where the type can be a common basic type such as integer, real or string.
The schema can be graphically represented as an n-dimensional space. In the
remainder of the Chapter we consider a structured and fixed space, that is all
notifications and subscriptions adhere to a same structure defined by the space
itself. We follow this approach for ease of presentation, though the majority
of actual systems use an unstructured space. However, all the concepts here
can be simply generalized to the unstructured case.
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Figure 4.1: Routing Table Example

A notification is a set of n values, one for each attribute, whose type
is consistent with that attribute’s type. If all values are defined for every
attribute, a notification can be considered as a point in the n-dimensional
space. Therefore in the sequel we abstract the notion of subscription as a
subset of notification inside the space, defined by using a set of constraints over
the attributes. Constraints depend on the type of attribute, but in general
can be represented as range operators. We say that a notification matches a
subscription if the point it represents falls inside the geometrical zone identified
by the subscription. Given the range constraints that can be included in
subscriptions, a zone is shaped as an n-dimensional hyper-rectangle in the
space, aligned along the axis1. We define as the zone of interest of a broker
Bi, denoted Zi, the union of all local subscriptions at Bi.

4.1.2 Content-based Routing Protocol

As a starting point for our study we consider again the content-based routing
algorithms (CBR) introduced in SIENA [20], already described in brief in the
previous Chapters. In the following we provide a detailed description of CBR.

Each broker maintains a data structure, namely the routing table, that
represents a local view of the global subscription distribution. The routing
table at a broker Bi has an entry for each neighbor broker of Bi. The generic
entry associated to the neighbor Bj is composed by all the subscriptions that
are hosted at any broker that can be reached from Bi through the link li,j .
In other words, an entry of the routing tables is the union of all the zones of
interests of brokers lying “behind” the corresponding link.

Figure 4.1 shows an example of routing table for broker B0 where outgoing
links are denoted l0,1 and l0,2. The second column of each entry l0,i represents
the union of all the zone of interests of brokers which are connected to B0

through l0,i. We denote such union as the zone covered by l0,i. For example

1For simplicity, as far as figures are concerned, we only consider a 2-dimensional space.
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Y ∪ W is the zone covered by l0,1 and W is the zone covered by l0,2.

The routing table entries are kept updated by a subscription diffusion
process triggered at each subscription change. The CBR algorithm avoids
diffusing a subscription by exploiting containment relationships. In particular,
when a new subscription S arrives at a broker Bi, if S is not a subset of Zi,
Bi propagates S to the other brokers and adds S to Zi. When a broker Bj

becomes aware of S through a message received from one of its incoming TCP
links, namely l, it updates its routing table by adding S to the l’s entry in the
routing table.

The CBR algorithm for notification diffusion works as follows: each time
a notification e is received by a broker Bi either from its local publishers or
from a link, it matches e against all local subscriptions and then forwards e
only through links which can lead to potential e’s subscribers. In this case we
say that Bi acts as a forwarder for e. Forwarding links are determined from
the routing table, by performing a matching of the notification against all the
entries contained in it.

We denote as pure forwarder for e a broker which has no local subscription
for e. A pure forwarder introduces one useless TCP hop on the notification
diffusion path and requires two useless matching operations, one for the local
subscriptions and one for the forwarding step.

4.1.3 Scalability of Content-Based Routing

The advantages of the CBR solution with respect to a naive flooding of each
notification over the entire network are obvious, and are showed by several
simulation studies [20, 76]. In particular, the main cost metric to be considered
is the number of TCP hops travelled by message (see Section 4.2.1 for details).

However, the degree of the improvement of the CBR algorithm over flood-
ing is not constant but strongly depends on the behavior of the specific appli-
cation. More specifically, the filtering capabilities of CBR perform at their best
when the subscription distribution presents some degree of locality. “Locality”
intuitively means that subscriptions stored in a same part of the network, are
in overall similar each other.

Figure 4.2 depicts the results of a simulation study that shows the effect
of subscription locality on the performance of the CBR algorithm. Details on
the simulator are given in Section 4.5. The degree of locality varies as follows:
the network of brokers is divided in 4 groups of brokers. Brokers in a same
group are close to each other. Subscriptions and notifications are defined
over a 2D space, divided in four zones. Each zone of the space is assigned
to a broker group. Subscriptions are generated through a Zipf distribution
centered around 4 different points, each contained in a different zone of the
space. Increasing the percentage of locality means having a lower probability
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Figure 4.2: Influence of Subscription Locality over CBR Performance

that a subscription is generated at a broker of a different zone. With 100%
locality, all brokers in a group host subscriptions of a same zone.

Our study shows that in general increasing the locality implies a strong
reduction of the TCP hops per notification diffusion when using a CBR algo-
rithm. This confirms similar results already presented in the literature [76].
On the contrary, when locality is low (i.e., subscribers sharing similar inter-
est are connected to a dispersed subset of distinct brokers which are far each
other in terms of TCP hops), the performance gain obtained using the CBR
algorithm, with respect to an algorithm that simply floods the network with
notifications, becomes negligible.

Current CBR applications rely on the assumption that subscribers in a
same part of the network probably experience some locality degree. This can
be actually true for some applications: for example, in a weather report appli-
cation, all subscribers in a given geographical area will be probably interested
in the report regarding that area. However, the locality assumption does
not state in general for any application: for example, in a stock quotes dif-
fusion application, there is no relationship between the physical placement
of subscribers and their interest. In this situations, our self-organizing CBR
algorithm enforces the locality assumption by exploiting rearrangement capa-
bilities of the application-level network.

4.2 SOCBR: A Self-Organizing CBR Algorithm

In this section, we give the background of the self-organizing content-based
routing algorithm (SOCBR). The motivation underlying SOCBR is based on
the following question: how to get a reduction of TCP hops per notification
diffusion when the system exhibits low locality?. We propose a self-organizing
algorithm executed by brokers which dynamically arrange TCP connections
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between pair of brokers in order to directly connect through a TCP link brokers
hosting “similar” subscriptions. Therefore, the self-organizing algorithm works
in synergy with the content-based routing algorithm (i.e., it can read the CBR
table whose data triggers the self-organization, and can modify the CBR tables
after the self-organization). We point out that the whole SOCBR algorithm
is built by relying at each broker only on the local knowledge of the system
provided by information contained in the CBR routing table. This allows to
preserve the basic principle underlying the scalability properties of CBR.

In this section we present all the basic concepts that are necessary to realize
this idea. First we explain what is the cost metric (the number of TCP hops),
i.e. we say what “close” broker means, then how to express “similarity” of
subscriptions. Finally, we sketch the algorithm.

4.2.1 The Cost Metric: TCP hops

The main target of the SOCBR algorithm is to do its best to avoid the pres-
ence of pure forwarders per notification diffusion, achieving as a consequence
the reduction of the TPC hops experienced by a notification to reach all its in-
tended destinations. Lowering the number of TCP hops has a positive impact
on the scalability of the system: each broker has to process a lower number of
messages, both for the matching and for the forwarding operations.

Reducing the TCP hops metric when considering different diffusion mech-
anisms on the same topology (i.e., CBR vs. flooding) provides an obvious im-
provement on the overall network traffic. However, it is important to remark
that reducing the TCP hops per notification diffusion could not necessarily
lead to a same improvement on network level metrics such as IP hops, latency
and bandwidth, when the route followed by a notification changes. In other
words, rearranging the topology of the network to obtain a new one that is
more efficient in terms of TCP hops could not result in a higher efficiency
also, for example, for IP hops. In this sense the metric based on the reduction
of TCP hops only tries to accommodate the following simple principle: the
number of IP hops experienced by a notification diffused over a path formed
by many TCP hops is expected to be higher than the ones experienced over
paths using less TCP hops. In Section 4.4, we describe an extension of the
SOCBR algorithm that addresses also underlying network metrics. Until that
point, we describe a network-oblivious version of the SOCBR algorithm, only
accounting for the TCP hops metric.

4.2.2 Measuring Subscription Similarity: Associativity

Defining subscription similarity in a content-based system can be very difficult
due to the very generic language used for subscriptions. For simplicity, we
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exploit the geometric interpretation, introduced in Section 4.1, to give a simple
yet effective way to solve this problem. In this context, similarity between two
subscriptions basically considers the geometrical intersection of the respective
hyper-rectangles. However, there could be cases where the difference between
two zones can be much higher than their intersection. If the zones are zone
of interest of two brokers, the larger the difference between the two zones,
the more the notifications that will be received by one broker but not by the
other one. Therefore, we define a metric, namely associativity, which takes the
intersection among zones into account by normalizing this intersection against
the overall size of one of the zones. More specifically, let Z and Z ′ be two
zones, we define the associativity of Z with respect to Z ′, denoted ASZ(Z ′) as
follows:

ASZ(Z ′)
.
=

|Z
⋂

Z ′|

|Z|

This notion of associativity can be applied to a broker’s zone of interest as
well as to the zone covered by a link. In particular, let Bi and Bj be two brokers
whose zones of interest are Zi and Zj respectively, then the associativity of
Bi with respect to Bj is defined as ASi(Bj) = ASZi

(Zj). We also define the
associativity of a broker Bi with its neighbors, denoted AS(Bi), as follows:

AS(Bi)
.
=

∑

Bj∈Ni

ASi(Bj)

We define the associativity of the pub/sub system as

AS
.
=

∑

Bi∈{B1,...,BN} AS(Bi)

N
Rather than directly using a metric for measuring similarity, an alternative

solution would be to create clusters of similar subscribers, similarly to the
approaches proposed in [91, 92, 54] for creating multicast group for content-
based networking. All current clustering policies proposed in those papers do
not provide dynamic adaptivity, that is the clustering policy must be known
a priori by all brokers and cannot change during system execution.

Moreover, a clustering policy necessarily introduces an error [78], and there
could be notifications that match a group though not exactly matching all the
subscribers in the group. In other words, the associativity metric gives a
“continuous” measurement of the similarity of brokers’ interest, versus the
“discrete” one that a clustering policy offer. Since, to the best of our knowl-
edge, our algorithm is the first one in the pub/sub area trying to address the
influence of subscription similarity over content-based routing, we chose a pre-
cise similarity measurement to isolate the effects of the algorithm itself from
the clustering policy.
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This lead us to the other important point related to associativity: how
to compute efficiently associativity in practice. For the prototype implemen-
tation of our algorithm, we implemented algorithms based on computational
geometry that given the zones represented by two distinct sets of subscrip-
tions, returns the precise value of associativity. Anyway, the complexity of
those algorithms introduces an additional overhead, that can be relevant, es-
pecially when the number of subscriptions is high. As part of the future work
we plan to study how the use of a less accurate, but more efficient, measure
of similarity influences the overall effects of the algorithm.

4.2.3 Algorithm Overview

The SOCBR algorithm follows this simple heuristic: each broker B tries to re-
arrange the network in order to obtain an increment of its associativity AS(B)
while not decreasing the overall associativity of the system AS. Practically
this is realized as follows: a self-organization is triggered by a broker B when
it detects (through the reading of the CBR tables) that there could be some
other broker B′, not directly connected to B through a TCP link, that could
increase its associativity. The objectives of the self-organization are: (i) to
connect B to B′ and (ii) to tear down a link in the path between B and B′ in
order to keep the topology of the network acyclic (a requirement of the CBR
algorithm). While point (i) leads to an increment of AS(B), point (ii) can at
the same time potentially lead to a decrease of AS. Therefore the algorithm
does its best to select the link in the path between B and B′ that has the low-
est associativity between the two brokers it connects. Self-organization takes
place only if it leads to an increase of AS. Increasing the associativity of the
whole pub/sub system, intuitively means increasing the probability that two
brokers with common interests get close to each other.

4.3 Algorithm Specification

In this section we present in details the SOCBR algorithm. It can be split
in four phases: triggering, tear-up link discovery, tear-down link selection,
and reconfiguration which includes the CBR routing tables update. During
the description of the algorithm we will refer to a running example over the
network of brokers depicted in Figures 4.3 and 4.5. The right side of Figure 4.3
shows the zones of interest of each broker, while the cloud indicates a part of
the network that does not participate to the self-organization in the example.
Before describing the phases in detail, let us introduce some basic notions that
will be used in those descriptions.
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Figure 4.3: Tear-up Link Discovery: DREQ Messages.

4.3.1 Basic Notions

Maximum number of TCP links. Each broker can open a bounded num-
ber F of TCP links at the same time (F is called the fan-out), and we denote
as alB (with 0 ≤ alB < F ) the number of links available at broker B. For
simplicity we assume F equal for all the brokers.

Link weight. Each link li,j between two brokers Bi and Bj is associated with
a weight w that reflects the associativity between the brokers:

w(li,j) = wi,j = ASi(Bj) + ASj(Bi)

The weight is used to measure the associativity that two brokers gain when
a link is created between them and lose when the link is teared down. Figure
4.3 shows the weight of each link2. The weight of a link is a measure of the
number of notifications that will pass through that link which are of interest
to both brokers connected by it.

Hop sequence. A hop sequence is an ordered set of pairs (broker id, weight)
denoted as HS(B0, B`). More specifically, HS(B0, B`) ≡ {(B0, 0), (B1, w0,1), . . . , (Bi, wi−1,i), . . . (B`, w`−1,`

represents the path between B0 and B` with the associated weights. Note that
the weight associated to B0 is 0 as it is the first broker on the path. In the
pseudo-code we consider an array-like index-based syntax for accessing ele-
ments of HS.

2This was obtained by applying the algorithm for the computation of associativity to the
set of zones depicted in Figure 4.3
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4.3.2 Triggering

The algorithm is triggered by a broker Bi when it detects the possibility of
increasing its associativity. Specifically, let Zi be the zone of broker Bi, before
the arrival of a new subscription S, and Z∗

i = Zi ∪ S be Bi’s new zone of
interest. The algorithm is triggered if the following predicate, namely the
Activation Predicate, is verified:

AP : Z∗
i ⊃ Zi ∧ ∃li,j : ASZ∗

i
(Zli,j ) > ASZi

(Zli,j )

For each li,j satisfying this predicate, a tear-up link discovery procedure is
invoked along that link, as Bi suspects that behind it there could be a broker
which can increase its associativity.

The triggering phase starts k (with k ≥ 1) independent discovery proce-
dures, where k is the number of links for which AP is satisfied. Each of these
procedures returns the broker B` with the highest associativity, with respect
to Bi, that is located behind the link. Note that the value of Zli,j can be easily
read by looking-up Bi’s CBR routing table.

Considering the example in Figure 4.3, let us assume that broker B0, whose
zone of interest is Z0, receives a new subscription S. The self-organization
is triggered, by starting two independent discovery procedure, corresponding
to links l0,1 and l0,2. Link l0,8 does not trigger the self-organization, as the
associativity of Z∗

0 with respect to the zone it covers (Z0,8) is not higher than
the associativity of Z0 with respect to Z0,8.

4.3.3 Tear-Up Link Discovery

A single discovery procedure works as follows. A request message DREQ is
sent along the link li,j . The message piggybacks the following information: Zi,
the new subscription S, and the hop sequence HS, initialized to {(Bi, 0)}.

When a broker Bj receives DREQ on its link l (Pseudo-code shown in
Figure 4.4), it (i) computes ASZ∗

i
(Zj)

3, i.e., the associativity between the
broker Bi and Bj ; (ii) updates HS by adding (Bj , wl),i.e., HS(Bi, Bj) =
HS ∪ (Bj , wl); (iii) computes the following Forwarding Predicate

FP : ∃lj,h 6= l : ASZ∗

i
(Zlj,h

) > ASZ∗

i
(Zj)

The predicate indicates whenever there is the possibility that a higher associa-
tivity can be discovered with a broker behind lj,h: if no links exist such that
FP is satisfied, then a Discovery Reply message, DREP, is sent back to B along
the path stored in HS. In this case, Bj can offer the highest associativity to Bi

3Recall that Z∗

i = Zi ∪ S
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TEAR-UP LINK DISCOVERYBrokerBj

1 On Receive DREQ(Zi, S, HS) from l
2 begin

3 nreq ← 0;
4 HS ← HS ∪ {(Bj , wl)};
5 FwLinks ← ∅;
6 for each lj,h

7 if (ASZ∗

i
(Zlj,h

) > ASZ∗

i
(Zj))

8 then

9 FwLinks ← FwLinks ∪ lj,h;
10 end for

11 if (FwLinks = ∅)
12 then

13 Br ← HS.Last.B;
14 send [DREP(ASZ∗

i
(Zlj,h

), Zj , alj , HS)] to Br;
15 else

16 for each lj,h ∈ FwLinks
17 send [DREQ(Zi, S, HS)] to Bh;
18 nreq ← nreq + 1;
19 end for

20 Replies ← ∅;
21 end

Figure 4.4: Tear-Up Link Discovery: DREQ Message Handler

compared to the ones that could be provided by brokers behind Bj . The DREP
message contains the following information: ASZ∗

i
(ZBj

), ZBj
, alj , HS(Bi, Bj).

Referring to Figure 4.3, note that though B0 has a non-zero associativity
with B4, the DREQ message is not forwarded to that broker because, as it is
clear from the figure, ASZ∗

0
(Zl1,4

) < ASZ∗

0
(Z1), i.e., the forwarding predicate

is not satisfied. For each lj,h satisfying FP, Bj forwards the DREQ and then
waits for the corresponding reply message DREP (ASZ∗

i
(Z`), Z`, al`, HS(Bi, B`)).

When Bj receives the reply from each link (pseudo-code shown in Figure
4.6), it computes the maximum among all the values of the associativity carried
in the replies and its own associativity ASZ∗

i
(Zj), i.e. the associativity it can

provide. Let as′ be the maximum and B`′ be the corresponding broker; Bj then
sends a DREP (as′, Z`′ , al`′ , HS(Bi, B`′)) toward Bi. In Figure 4.5, broker B5

after gathering DREP messages from B6 and B7, determines that the broker
with higher associativity with B among itself, B6 and B7 is the latter. Then,
it forwards to B1 the DREP message received by B7.

4.3.4 Tear-Down Link Selection

The aim of this phase is to select the link that has to be teared down during the
reconfiguration phase. The procedure is activated for each DREP message
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Figure 4.5: Tear-up Link Discovery: DREP Messages.

received by the broker Bi that started the self-organization and returns a
tear-down candidate link denoted as ltd. If no links exist that can be deleted,
ltd = NULL.

A single selection works as follows (pseudo-code in Figure 4.7): let DREP
be the reply to the the DREQ message sent along link l. The reply contains
the identifier B` of the broker behind l with the highest similarity with Bi,
together with the path stored in HS from Bi to B`. Let us denote the link to
be potentially teared-up between Bi and B` as ltu.

Clearly, if al` = 0 ∧ ali = 0 the link ltu cannot be created and thus ltd =
NULL.

Otherwise, we have two cases:

1. ali > 0 ∧ al` > 0: In this case both Bi and B` have available connections
and thus they can establish the link ltu, without removing one of their existing
links. In this case, ltd is the link with the minimum weight in HS(Bi, B`).

2. al` = 0, ali > 0 (resp. ali = 0, al` > 0): in this case ltd must be one of
B`’s links (resp. Bi), in particular the one that connects Bh to B`, with Bh

being the neighbor of B` in HS (resp. Bi to Bk, with Bk being the neighbor
of Bi in HS), i.e. ltd = lh,` (resp. ltd = li,k); in this way the constraints on
the fan-outs are satisfied because the link to be teared down “makes space”
for the new link.

The next phase of the algorithm (i.e, the reconfiguration) takes place only
if ltd 6= NULL and w(ltu)−w(ltd) > 0. In other words a reconfiguration occurs
only if ltu is expected to be crossed by a number of notifications, which interest
both brokers directly connected to ltu, greater than the ones which cross ltd.
This is the heuristic we use in order to ensure that doing the self-organization,
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TEAR-UP LINK DISCOVERYBroker Bj

1 On Receive DREP(as, Z`, al`, HS(Bi, B`)) from l
2 begin

3 nreq ← nreq − 1;
4 Replies ← Replies ∪ {as, B`};
5 if (nreq 6= 0)
6 then

7 return ;

8 else

9 Replies ← Replies ∪ {ASZ∗

i
(Zj), Bj};

10 as′ ← Replies.Max(as);
11 ThisBrokerIndex ← HS.IndexOf(Bj);
12 PrevBroker ← HS[ThisBrokerIndex].B;
13 send [DREP(as′, Z`, ali, HS(Bi, B`))] to PrevBroker;
14 end

Figure 4.6: Tear-Up Link Discovery: DREP Message Handler, Forwarding
Broker

the associativity of the whole pub/sub system AS, does not decrease.
Considering Figure 4.5, the converge-cast phase of DREP messages to B0

selects B7 as the candidate to establish a link (i.e., ltu) with B0, then the
algorithm selects l1,5 as ltd. The reconfiguration will occur as w(l0,7) is greater
than w(l1,5).

4.3.5 Reconfiguration

Let Bi and B` be the two brokers to be connected by ltu and Bp and Bq

be the brokers connected by ltd in the path stored in HS(Bi, B`). We have
to avoid that during the tear down of the link ltd, other links in HS(Bi, B`)
are teared down by concurrent executions of the self-organization algorithm.
Otherwise, the network of brokers might partition. Therefore there is the need
of a locking mechanism to ensure that there is only one tear down operation
at a time along the path from Bi to B`.

This mechanism works as follows: Bi sends a LOCK message along the
path towards B`. A generic broker B in that path executes the following
algorithm:

❒ when receiving a LOCK message: if B is involved in other concurrent
reconfiguration phases on the same link it received the LOCK message
from, it replies with a NACK message. Otherwise we have two cases:

1. if B = B`, B sends an ACK message to the next node towards Bi;

2. if B 6= B`, B sends a LOCK message to the next node towards B`;
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TEAR-DOWN LINK SELECTIONBroker Bi

1 On Receive DREP(as, Z`, al`, HS(Bi, B`)) from l
2 begin

3 ltu ← li,`;
4 if (alj = 0 ∧ all = 0)
5 then

6 return ;

7 else if (ali = 0 ∧ all > 0)
8 Bk ← HS[2].B;
9 ltd ← li,k;

10 else if (ali > 0 ∧ all = 0)
11 LastBrokerIndex ← HS.IndexOf(B`);
12 Bh ← HS[LastBrokerIndex− 1].B;
13 ltd ← lh,`;
14 else

15 wp,q ← HS.Min(w);
16 ltd ← lp,q;
17 if (w(ltu) > w(ltd))
18 then

19 reconfiguration(Bi, Bl, ltd, HS);
20 end

Figure 4.7: Tear-Down Link Selection: DREP Message Handler, Initiating
Broker

❒ when receiving an ACK message: B forwards the ACK message to next
node towards Bi;

❒ when receiving a NACK message: B forwards the NACK message to
next node towards Bi and removes the lock.

Previous algorithm is depicted in Figure 4.8.a when considering the path
from B0 to B7 of Figure 4.3 and no concurrent reconfigurations on links in
that path occur.

Once the path is locked, B0 sends a CLOSE message to Bq along the path
to B` identifying the link that has to be teared down, namely ltd

4. Figure
4.3.b shows this operation for the path from B0 to B7. At this point the link
ltd is actually teared down.

Finally, the routing tables have to be updated and the locks on the path
have to be removed. This operation starts from Bp and Bq and follows the
reverse path to Bi and B` respectively by using UNLOCK messages as shown

4This information could also be piggybacked onto ACK messages of previous algorithm.
For simplicity, we describe the operation using separate explicit CLOSE messages.
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in Figure 4.8.c with respect to the path from B0 to B7
5. Once the UNLOCK

message arrives at Bi, the link ltu can be safely teared up (l0,7 in Figure 4.8.c).
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Figure 4.8: Routing Tables Update.

4.4 Addressing Network Proximity

As anticipated in Section 4.2.1, considering TCP hops as a primary metric
can provoke some inefficiency over network-level metrics. In this section we
concentrate on this problem, presenting a variation of the SOCBR algorithm
that addresses this issue.

4.4.1 Network Awareness in Pub/Sub Systems

One of the limitations of current pub/sub systems based on an application-
level network is that the topology of the brokers’ network does not have any
relationship with the topology of the underlying network. This can obviously
result in inefficient topologies, like the one depicted in Figure 4.9(a), where the
underlying network is indicated with white circles (network nodes) and dashed
lines (links), while the brokers network is indicated with grey circles (brokers)
and plain lines (TCP links). In this example, a notification travelling from
broker B1 to broker B3 necessary has to pass through broker B2. However, the
network path from B1 to B2 includes the node that hosts broker B2. Thus,
that path will be unnecessary travelled two times.

The problem is then finding a relationship between the application-level
proximity, measured as the number of TCP hops, and the network-level prox-
imity, measured with metrics such as the IP hops, latency or bandwidth. For
what concerns our SOCBR algorithm, the first version presented in the pre-
vious Section follows a network-oblivious approach, trying to achieve only a
reduction in TCP hops. In essence, a SOCBR run starts from a random topol-
ogy and finds out another random one. This in theory should not cause any

5Notifications in transit on the path during the reconfiguration, will not be lost as they
will “follow” the reversal of the routing tables as this takes place.
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Figure 4.9: Application-Level and Network-Level Topologies

harm to the average network-level performance of the system if brokers in
the initial topology do not feature any significant degree of physical proximity
among themselves.

Nevertheless, in practice, one must consider that application-level networks
in pub/sub systems are typically supposed to be built “by hand” by the appli-
cation developer. It is then probable that in the initial topology there is some
degree of physical proximity among the brokers. This proximity is not taken
into account by the SOCBR algorithm and can be spoiled after several runs
of it, subsequently resulting in a degradation of network level performance
metrics. This is confirmed by our experimental study.

Referring again to Figure 4.9(a), that topology could have been obtained
by a self-organization that led broker B1 to connect with B3, because it was
the one with higher associativity with it. If also B2 had a high associativity
with B1, many notifications will traverse the application-level path composed
by B1, B2 and B3, following the inefficient network path that we discussed
before.

Though the focus of our work is improving the application-level perfor-
mance of a content-based pub/sub system, we have to consider this negative
side-effect of self-organization upon network-level metrics. In the remainder
of this section we explain how we addressed those issues in a network-aware
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variation of the SOCBR algorithm.

4.4.2 pbSOCBR: Network-Aware Self-Organization

In the following we describe a variation over the SOCBR algorithm, namely
pbSOCBR (proximity-bounded Self-Organizing Content-Based Routing), re-
alizing a heuristic based on a proximity bound over the possible responses.
The principle of the pbSOCBR algorithm is the following: reconfiguration can
occur only with those brokers whose network-level distance with the source
broker is less than a reference value db. In other words, a broker B starting the
reconfiguration will choose as its new neighbor the most similar one having
a network distance from it in the range delimited by db. Network distance
can be measured indifferently with any metric, either IP hops or latency or
bandwidth, depending on the specific requirements of the application.

The simple heuristics realized by the pbSOCBR can avoid anomalies such
as the one depicted in Figure 4.9(a). In that example, considering the distance
measured with IP hops and a bound db of 3 hops, B1 will not start a recon-
figuration with B3 because it discovers it as “far”. It will rather choose B2

instead, obtaining the topology shown in Figure 4.9(b). This solution trades
some unnecessary TCP hops, due to the notifications directed from B1 to
B3 and not matching B2’s subscriptions, for a general higher network-level
efficiency.

The pbSOCBR variation affects only the code of the tear-up discovery
phase (pseudo-code shown in Figures 4.10 and 4.11). Each broker involved
in the discovery phase having, will probe its distance from the source of the
self-organization and verify if it is higher than db. In this case it will simply
avoid to propose itself as a candidate (Figure 4.10, Lines 14–16, and Figure
4.11, Lines 9–11), letting the discovery continue like in the ordinary case.

Another modification is made to the weight of links, that now includes
both mutual associativity and distance between nodes. Being a the associa-
tivity between the source node and its new neighbor, the link to be cut in
reconfiguration is chosen among the ones that have associativity lower than a
as the one with highest distance from the source of the self-organization.

The performance of pbSOCBR obviously depends on the choice of lb. If
it is too high, the algorithm will find brokers that are “far” in the network,
possibly spoiling the initial proximity of broker, if any. If it is too low, the
algorithm will choose the new neighbor inside a restricted set of brokers, hardly
finding one with a good associativity. Then, the subsequent reconfiguration
will have a negligible effect on the TCP hops metric.
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TEAR-UP LINK DISCOVERYBroker Bj

1 On Receive DREQ(Zi, S, HS) from l
2 begin

3 nreq ← 0;
4 HS ← HS ∪ {(Bj , w`)};
5 FwLinks ← ∅;
6 for each lj,h

7 if (ASZ∗

i
(Zlj,h

) > ASZ∗

i
(Zj))

8 then

9 FwLinks ← FwLinks ∪ lj,h;
10 end for

11 if (FwLinks = ∅)
12 then

13 Br ← HS.Last.B;
14 if (Distance(Bj , Bi) > db)
15 then

16 HS ← HS − {(Bj , w`)};
17
18 send [DREP(ASZ∗

i
(Zlj,h

), Zj , alj , HS)] to Br;
19 else

20 for each lj,h ∈ FwLinks
21 send [DREQ(Zi, S, HS)] to Bh;
22 nreq ← nreq + 1;
23
24 end for

25 Replies ← ∅;
26 end

Figure 4.10: pbSOCBR: DREQ Message Handler
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TEAR-UP LINK DISCOVERYBroker Bj

1 On Receive DREP(as, Z`, al`, HS(Bi, B`)) from l
2 begin

3 nreq ← nreq − 1;
4 Replies ← Replies ∪ {as, B`};
5 if (nreq 6= 0)
6 then

7 return ;

8 else

9 if (Distance(Bj , Bi) < db)
10 then

11 Replies ← Replies ∪ {ASZ∗

i
(Zj), Bj};

12 as′ ← Replies.Max(as);
13 ThisBrokerIndex ← HS.IndexOf(Bj);
14 PrevBroker ← HS[ThisBrokerIndex].B;
15 send [DREP(as′, Z`, ali, HS(Bi, B`))] to PrevBroker;
16 end

Figure 4.11: pbSOCBR: DREP Message Handler, Forwarding Broker

4.5 Simulation Study

This section presents the simulation results for the SOCBR algorithm. In
the simulation study we observe a prototype pub/sub system subject to a
predefined stimuli (e.g., publishing of notifications, issuing of subscriptions,
etc.) and compare its performance obtained by a SIENA-like CBR algorithm
with and without the self-organization. The values reported in the plots are
the mean of 5 independent runs; the confidence interval is not shown as its
value is always lower than 2% of the mean. The prototype is integrated within
the J-Sim real-time network simulator[59] to simulate the behavior of large
networks of brokers.

4.5.1 Implementation Details

Our pub/sub prototype has been implemented in Java and is actually an im-
plementation of SIENA, enhanced with a full implementation of the SOCBR
algorithm. Simulations were performed by running the prototype onto the
J-Sim simulator. J-Sim is a real-time network simulator based on a compo-
nent model. Each node of our simulator hosts components that simulates the
TCP/IP stack, starting from the network level. The Distance-Vector protocol
was used for IP-level routing.

Our pub/sub prototype consists basically in a component implementing
a broker that is plugged onto the TCP level, exploiting sockets for creating
application-level links among each broker instance. However, the design of
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the prototype is completely independent from any specific feature of the J-
Sim simulator and this will allow us in future work to deploy a stand-alone
running version of the same prototype.

The prototype relies on matching and containment algorithms implemented
upon a R-Tree data structure [55]. R-Trees provide efficient handling of range-
based data, such as the ones we used in our content-based subscription model.
Both the routing table and the internal subscription table are represented
as two separate R-Trees. The insertion and the removal of subscriptions, as
well as notification matching are completely managed by an external R-Tree
library.

4.5.2 Simulation Scenarios

The implemented software includes also a scenario generator that creates the
network-level topology and the script for randomly generating subscriptions
and notifications. For what concerns the network-level topology, the generator
can take as input a file obtained by the GT-ITM topology generator, describing
a Transit-Stub or Flat network, and convert it to a J-Sim TCL script.

We simulate a network composed of N network nodes, with one broker
running on each node. The physical-level and application-level topologies are
independent (i.e. two nodes connected at physical-level do not necessarily host
two brokers connected at application-level). In general, the physical topology
is generated as a flat random graph, except where differently indicated. The
application-level topology with k + 1 brokers is obtained from a k-brokers
topology by starting a new broker process on a node and connecting it to one
of the brokers inside the network; this broker is selected randomly.

In the rest of this section, if not differently specified, we consider N = 100
nodes, each with a maximum fan-out degree F = 10. A broker can have both
publishers and subscribers attached to it; however, we do not model explicitly
the number of attached clients.

Simulation scenarios are sequences of subscriptions changes and notifica-
tion publications, over a bi-dimensional space with two numerical attributes.
Each subscription is a rectangle characterized by the center, generated from a
Zipf distribution, and the extension over the two dimensions, generated from a
uniform distribution. This method simulates the aggregation of subscriptions
around specific points in the space, that occurs in most real-world applica-
tions [110]. Notifications are generated using an uniform distribution over the
space.

Publications or subscription changes are injected in randomly chosen bro-
kers. The ratio between the number of publications and the number of sub-
scriptions is denoted as R, i.e. a new subscription change occurs every R
publish operations. R is a single traffic parameter enclosing the contributions
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Figure 4.12: Number of TCP hops per notification as a function of subscrip-
tions for R = 100 : 1.

due to the two independent traffic sources of pub/sub systems, i.e. publishers
and subscribers. We always consider R > 1, that is publications are injected
more frequently than subscriptions. This is a common, reasonable assumption
in pub/sub systems.

4.5.3 Experimental Results

Routing Performance The main effect we expect from self-organization is
a reduction in the number of TCP hops required per notification. Figure 4.12
shows the average number of TCP hops per notification obtained with and
without the self-organization algorithm. These two values are compared with
the ideal value obtained when no pure forwarder brokers are involved in the
notification routing: in this case each notification is delivered to each recipient
in a single TCP hop. This is obviously an ideal situation that represents the
minimum number of brokers involved in routing, but it gives a clear reference
value for the improvement obtained by applying the self-organization algo-
rithm: due to the self-organization the number of pure forwarders is reduced
by a 70% obtaining an average value that is very close to the minimum. Val-
ues for this plot are obtained for R = 100 : 1 in a window of 50 subscriptions.
Sliding this window does not lead to different results.

The improvement in the TCP hops follows from the enhancement of the
associativity metric. Figure 4.13 shows the associativity as a function of the
number of subscriptions in the system, with and without the self-organization
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Figure 4.13: AS vs. subscriptions.

algorithm. When self-organization is not used, the associativity at a broker
B obviously increases while increasing the overall number of subscriptions.
However, if self-organization is allowed, a high associativity value is achieved
very quickly.

Self-organization Overhead. The improvement in routing performance
due to the SOCBR algorithm, comes at the price of additional network traffic
introduced by the algorithm itself. Obviously, this overhead can be balanced
by the gains illustrated in Figure 4.12 only when publications are injected
in the system more frequently than subscriptions. Though this is a common
assumption under most pub/sub systems, it is necessary to exactly identify
the conditions in which self-organization becomes convenient.

Figure 4.14 reports the average number of messages per operation (ei-
ther publication or subscription) against the pub/sub ratio R. Such messages
include all the messages generated by the system for notification diffusion,
subscription routing and self-organization. For a ratio as low as R = 10 : 1
the self-organization cost is not outweighed by its benefits. As the ratio in-
creases, the cost decreases accordingly, quickly reaching a reduction in the
overall number of messages of about 30% with respect to the case when no
self-organization is performed. The break-even point lays at about R = 12 : 1.
We stress the fact that this ratio is far below the common working conditions
assumed for pub/sub systems. The figure shows how the self-organizing algo-
rithm can help the CBR algorithm to scale with respect to increasing load due
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Figure 4.14: Number of messages per operation (publish or subscribe) as a
function of the pub/sub ratio R

to publications. In other words, when the publication rate grows, the number
of TCP hops per notification decreases.

Figure 4.15 reports the overall average number of self-organization mes-
sages required per subscription when more and more subscriptions are in-
jected in the system. The plot shows that the impact of self-organization over
a subscription change follows a sub-linear trend, stabilizing (and slightly de-
scending) when only a low number of subscriptions is present in the system.
This result points out the scalability of the self-organizing algorithm (with
respect to the cost of reconfiguration) while increasing the subscription load.

TTL Strategy. In our experiments we have measured that about 90% of
messages of a self-organization are due to the discovery phase (DREQ/DREP
messages). To reduce this cost one straightforward way consists in limiting
the scope of the discovery, by setting a suitable value for the TTL field in the
DREQ messages6. Clearly, there is the risk that the broker discovered in this
way is not the best possible at that time, or even that no self-organization is
triggered at all while there could be such a possibility.

Figure 4.16 shows the average number of messages generated for each op-
eration by varying the TTL value7. Note that the plots with TTL=0 and

6Please note that the TTL is a bound over the application-level distance. The bound in
network-level distance, realized in the pbSOCBR variation, is considered in the last set of
experiments in this section.

7The average diameter of the network topologies used in the simulations with 100 nodes
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Figure 4.15: Average number of self-organization messages per subscription.

TTL=∞ correspond to the plots of Figure 4.14. Though the limited scope of
the discovery phase brings to suboptimal configurations, the subsequent re-
duction of discovery messages allows to achieve an overall improvement for low
values of R. As R increases, this is no longer true: in the suboptimal topology
the performance of routing quickly degrades, tending to that experienced in
absence of self-organization.

This solution represents an interesting variation, as a broker could estimate
locally R and the diameter of the network (in terms of TCP hops) and decide
dynamically the best TTL value to associate with each discovery procedure.

Network Latency We studied the effect of the application of self-organization
algorithm over network-level proximity of brokers. We chose to use latency as
network proximity metric, because it is a measure of the reactiveness of the
pub/sub system in delivering notifications, that for what we saw in previous
Chapter strongly influences the probability of reaching all the subscribers.

All the experiments were performed over a transit-stub topology, letting
CBR and SOCBR run in identical conditions (i.e., same topology, same sub-
scriptions and same notifications). This was repeated for 5 independent runs.
Also the initial topology of brokers is the same and it is completely indepen-
dent from the underlying network topology. This is a very important point:
this procedure is different from the common simulation settings for pub/sub
systems, that does not consider the difference between application-level and

was about 16.
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Figure 4.16: Performances of the algorithm with a limited TTL.

network-level topologies. For example, experiments in [21] rely on a GT-ITM
topology but the brokers’ topology exactly overlaps to the network topol-
ogy. The results obtained under this assumption are valid whether one has
to consider only application-level messages. When measuring network-level
performance, like in our case, that simple solution is no more feasible. At
the best of our knowledge, this is the first study of the network performance
of a pub/sub system based on an application-level network (i.e., without an
underlying overlay network infrastructure).

The results obtained from this experiment are shown in Figure 4.17, plot-
ting the average end-to-end latency experienced per each notification, that
is the time elapsed from the notification source to the last subscriber. The
SOCBR algorithm induces a 1.5-2 seconds overhead over the average latency,
equivalent to a 50% increase. Moreover, the curve does not follow any specific
trend, confirming the randomness of the effect over the network.

Though this is a very poor result, it probably stems from the fact that
in the initial topology created by our prototype it is probable that neighbor
brokers may find themselves either in a same subnet or directly connected to
core routers. This allowed us to obtain in a simple way an application-level
topology in which the side-effect of SOCBR is more evident. In other words,
we created a sort of worst-case scenario, and the result is clear: shuffling an
application-level topology in which brokers experience some degree of network-
level proximity, can result in a serious, unpredictable drawback over the general
network-level performance.
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Figure 4.17: Average latency per notification

Latency Bound Figures 4.18(a), 4.18(b) and 4.20 show the results obtained
by executing the pbSOCBR variation described in Section 4.4. The main prob-
lem in applying pbSOCBR is to estimate the value for db that results in the
best trade-off between the number of hops saved and the latency overhead
induced on the network. Our estimation started from the observation of the
maximum end-to-end latency from one node to another in the transit-stub
topologies used for the simulations. This was approximately 200ms. A rough
estimate for this value in a real-world application can be obtained by mea-
suring the latency between the two brokers that are supposed to be more
geographically “far”.

Thus, we let pbSOCBR run with values for db of 50ms, 100ms and 150ms,
fixing the pub/sub ratio to 50 : 1. The comparison with runs of CBR and
SOCBR under the same scenarios (i.e. same subscriptions, notifications and
topology) are depicted in the plots in Figures 4.18(a) and 4.18(b). It is evident
how by changing db the balance between TCP hops and latency is altered.
With db = 50ms self-organization has a small effect, with a TCP hop value
similar to the one obtained with no self-organization. At the same time latency
is not affected. On the contrary, with db = 150ms the results are very similar
to those obtained for regular SOCBR. A good trade-off is obtained with db =
100ms: in terms of TCP hops the result is close to the SOCBR performance
but the network latency is only about 0,3 seconds more than in CBR.

We focus on this latter result in Figures 4.19 and 4.20 depicting respectively
the trend of the number of TCP hops per notification8 and the average latency

8This include the self-organization overhead and also the further pings required for latency
measurement.
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Figure 4.18: Comparison of CBR, SOCBR and pbSOCBR

per notification with increasing values of R. The results are compared to those
obtained for CBR. For what concerns the TCP hops metric, at increasing
values for R the average hops per notification degrades more gracefully than
in SOCBR. The break-even with respect to the pure CBR moves to a value
of about R = 30 : 1, but for R=100 the gain over CBR is still a 30% less. In
terms of latency, the effectiveness of the pbSOCBR heuristics with respect to
the network-obliviousness of SOCBR is clear. The overhead is reduced to a
maximum of 10%, that in absolute terms is only 0,3 sec., and the trend of the
curve is more regular, denoting a generally stable behavior.

In overall, the experimental results show that by limiting the scope of
discovery to half the diameter of the network (in terms of latency), pbSOCBR
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Figure 4.19: Average TCP Hops per notification in pbSOCBR

still achieves the significant improvement on the TCP hop metrics of SOCBR
but without affecting much the underlying network metric.

4.6 Related Work

The idea of exploiting self-configuring application-level networks in a pub/sub
interaction is starting to become common to several contributions both in
the research fields of content-based routing and peer-to-peer overlay networks.
Anyway there are many differences between such approaches and the work
presented in this paper. We will clarify them in the remainder of this Section.

Reconfiguration in Pub/Sub Systems At the best of our knowledge, the
work that more closely resembles our approach to reconfiguration is a paper
by Cugola et al. [82], presenting an algorithm for topological reconfiguration
in content-based publish/subscribe. The basic difference with our SOCBR
algorithm is in the overall motivation for reconfiguration: in [82], authors
assume that some link may disappear and others appear elsewhere, because of
changes in the underlying connectivity (as it happens for example in mobile
ad-hoc networks). “Reconfiguration” in this case means fixing routing tables
entries that have become not valid after the change in topology. Differently, in
our approach we induce a reconfiguration (or, better, a self-organization): that
is, it is the algorithm itself that creates and drops links to change the overall
topology to a new one that is more favorable for notification routing. Efficient
update of routing tables is only a part of our approach. Another difference
between the two works is the subscription model used for the simulations:
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Figure 4.20: Average latency per notification in pbSOCBR

in [82] a simplified content-based model is considered, where subscriptions
contain a single char-typed attribute, with only equality predicates. In our
work we use a general content-based model, extensible to all data types and
supporting also range constraints.

Pub/Sub on Overlay Networks Reconfiguration in application-level net-
works has been widely studied in the context of structured peer-to-peer overlay
network infrastructures, such as Chord [105], Pastry [95] and Tapestry [116].
Such systems offer high-performance point-to-point routing for large scale net-
works. Their self-reconfiguration capability is exploited for fault-tolerant rout-
ing and for adjusting routing paths with respect to metrics of the underlying
network.

Overlay network infrastructures represent a general connectivity frame-
work for many classes of peer-to-peer applications, including publish/subscribe.
For example, Scribe [22, 94] and Bayeux [117] are two topic-based publish/subscribe
systems built on top of two overlay network infrastructures (respectively Pas-
try and Tapestry). Only recently in ([84] and [108]) the same idea is being
applied to two content-based systems.

With respect to the aforementioned contributions, our approach to re-
configuration differentiates again in two senses: i) it is specific for pub/sub
applications and ii) it operates on the same level as content-based routing. In
other words, rather than basing the reconfiguration on metrics of the under-
lying network, we start from an application-level routing algorithm and add
a dynamic behavior that relies on the algorithm’s own information (i.e., the
routing tables) to improve its performance.
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Topology-Aware Overlay Network As far as the problem of building
a topology-aware application-level overlay is concerned, several contributions
exist in the overlay network literature. Pastry addresses network proximity (as
described in [24, 23]) through a heuristic that chooses the neighbors for any
node in the network as the ones that are the closest at network-level to the node
(according to a generic distance metric). The solution we implemented in the
pbSOCBR algorithm presents some resemblance with the Pastry heuristics.
An alternative solution is exploited in CAN, presented in [88]: a set of nodes in
the network are selected as reference nodes for the distance (landmark nodes).
Each new node measures the distances with the landmarks, obtaining a vector
that is ordered according to the distance. All nodes with the same ordering
are supposed to be close within each others and are set as neighbors on the
overlay. Other techniques for building topology-aware overlays are described
in [62, 113, 106].

In all the papers above the overlay is built by only taking into account the
underlying network topology, without considering, as we do in pbSOCBR, also
application level information. Though this is consistent with the general pur-
pose nature of overlay network infrastructures, it can result in useless routing
hops when multicasting messages.

4.7 Concluding Remarks

The latest research contributions on content-based routing [84, 108] exploit
peer-to-peer overlay network as a communication facility to overcome the main
problem of the pure application-level approach: the fact that the application-
level topology is oblivious of the underlying network topology. Anyway, we
believe that routing performance under the pure application-level approach
can still be improved by introducing self-organization techniques directly in
the application-level network, rather than leveraging the additional overlay
layer.

This is the spirit of the self-organization algorithm, SOCBR, and of its
network-aware variant, pbSOCBR, that were the subject of this Chapter. The
results presented in this thesis are in this sense promising: the SOCBR algo-
rithm cuts off almost all the useless routing steps and it allows to obtain a
self-organizing content-based that adapts to the changing distribution of sub-
scriptions. The pbSOCBR goes one step further by finding an accommodation
between the requirements from “above” (the distribution of subscriptions) and
the ones from “below” (the topology of the network). We see these results
only as a first step in what we believe to be a promising research direction
(see Chapter 6 for details on planned future work).



Chapter 5

Publish/Subscribe at Work:
The DaQuinCIS Project

Pub/sub systems represent a general-purpose solution for information dissem-
ination, that can fit several scenarios which require an asynchronous many-to-
many communication. The models and algorithms that we studied in previous
chapters apply to a general pub/sub model with non restrictive underlying
assumptions. However, when considering specific applicative settings such
generic model may not fit in two senses: on one hand, the application context
can impose technical constraints which has to be accounted in the architecture
of the system; on the other, it may allow to loosen the generality of the model,
making it possible to introduce simplifications and optimizations.

In this chapter we study the application of pub/sub to the management
of quality of data in information systems composed by a set of autonomous
and cooperating organizations (Cooperative Information System - CIS). This
work was carried out in the context of the DaQuinCIS project [98], a research
project focused on methodologies and software tools for the management of
data quality in CIS’s. The software contribution of the DaQuinCIS project
is an architecture for managing data quality in CIS’s. The architecture aims
at avoiding dissemination of low qualified data through the CIS, by providing
a support for data quality diffusion and improvement. The architecture is
supported by a specifically-designed data model for the representation of both
data and quality metadata.

In particular, we focus on the design of one component of the DaQuinCIS
architecture, namely the Quality Notification Service (QNS)[67]. The QNS is
a pub/sub service that can be used to asynchronously notify users for changes
in the quality of data within the CIS.

Under the point of view of pub/sub research, the design of the QNS within
the CIS scenario poses several challenges:

91
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❒ the need for a novel subscription language, based on the content-based
model, but adapted to the data model used inside the whole CIS;

❒ the scalability of the service to a large number of users managing massive
amounts of data;

❒ the deployment of the service in a system where multiple organizations
must communicate while preserving their independence.

This latter point introduces a strong constraint on the architectural choice.
In particular, the DaQuinCIS architecture relies on a service-based integration
model, that is, each organization can communicate with other organizations
only by invoking the services it exports. Thus, all the components inside
the architecture, including the QNS, must be built upon the service-oriented
paradigm [79] and it is not possible to directly apply one of the design solutions
considered in the previous Chapters. However, the CIS model in some senses
is more simple than the generic pub/sub model we considered until this point.
This offers the opportunity for optimizing some aspects of the QNS design.

This chapter describes how we addressed all the aforementioned issues in
our design of the QNS. After a general overview of the DaQuinCIS architec-
ture, we concentrate on the QNS by first presenting the subscription model,
then the overall design of the service, explaining the mechanisms it provides
to handle scalability issues.

5.1 Background: the DaQuinCIS project

The main motivation behind the DaQuinCIS 1 project is addressing data qual-
ity issue that arise when considering the cooperation among several organi-
zations within a CIS. DaQuinCIS [70, 98] is a project spanning the areas of
research of information systems, databases and distributed systems. In this
section, we present the background of DaQuinCIS, describing how this joint
research effort led to the design of a service-based distributed architecture for
data quality management.

5.1.1 Data Quality in Cooperative Information Systems

A Cooperative Information System (CIS) is a large scale information system
that interconnects various systems of different and autonomous organizations,

1“DaQuinCIS - Methodologies and Tools for Data Quality inside Cooperative Information
Systems” (http://www.dis.uniroma1.it/∼dq/) is a joint research project carried out by
DIS - Università di Roma “La Sapienza”, DISCo - Università di Milano “Bicocca” and DEI
- Politecnico di Milano.
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geographically distributed and sharing common objectives [31]. As an exam-
ple, a set of public administrations which need to exchange information about
citizens and their health state in order to provide social aids, is a cooperative
information system derived from the Italian e-Government scenario [8].

In the remainder of this chapter, the following definition of CIS is consid-
ered:

A cooperative information system is formed by a set of organizations { Org1, . . . , Orgn }
that cooperate through a communication infrastructure N, which provides soft-
ware services to organizations as well as general connectivity. Each organiza-
tion Orgi is connected to N through a gateway Gi, on which software services
offered by Orgi to other organizations are deployed. A user is a software or
human entity residing within an organization and using the cooperative system.

Among the different resources that are shared by organizations, data are
fundamental; in real world scenarios, an organization A may not request data
from an organization B if it does not “trust” B data, i.e., if A does not know
that the quality of the data that B can provide is high. As an example, in an
e-Government scenario in which public administrations cooperate in order to
fulfill service requests from citizens and companies [8], administrations very
often prefer asking citizens for data, rather than other administrations that
have stored the same data, because the quality of such data is not known.
Therefore, lack of cooperation may occur due to lack of quality certification.
Uncertified quality can also cause a deterioration of the data quality inside
single organizations. If organizations exchange data without knowing their
actual quality, it may happen that data of low quality spread all over the CIS.

On the other hand, CIS’s are characterized by high data replication, i.e.,
different copies of the same data are stored by different organizations. As
an example, in an e-Government scenario, the personal data of a citizen are
stored by almost all administrations. From a data quality perspective this is
a great opportunity: improvement actions can be carried out on the basis of
comparisons among different copies, in order either to select the most appro-
priate one or to reconcile available copies, thus producing a new improved copy
to be notified to all interested organizations. However, in such scenarios, the
different organizations can provide the same data with different quality levels;
thus any user of data may appreciate to exploit the data with the highest
quality level, among the provided ones.

Therefore only the highest quality data should be provided to users, lim-
iting the dissemination of low quality data. Moreover, the comparison of the
gathered data values might be used to enforce a general improvement of data
quality in all organizations.



94
CHAPTER 5. PUBLISH/SUBSCRIBE AT WORK: THE DAQUINCIS

PROJECT

Cooperative 
Gateway

Quality Notification 
Service (QNS)

Data Quality 
Broker (DQB)

Quality 
Factory (QF)

back-end systems

internals of the 
organization

Org1

Cooperative 
Gateway

Org2

Cooperative 
Gateway

Org2

Communication 
Infrastructure

Cooperative 
Gateway

Orgn

Cooperative 
Gateway

Orgn

Rating 
Service

Cooperative 
Gateway

Quality Notification 
Service (QNS)

Data Quality 
Broker (DQB)

Quality 
Factory (QF)

back-end systems

internals of the 
organization

Org1

Cooperative 
Gateway

Quality Notification 
Service (QNS)

Data Quality 
Broker (DQB)

Quality 
Factory (QF)

back-end systems

internals of the 
organization

Org1

Cooperative 
Gateway

Org2

Cooperative 
Gateway

Org2

Communication 
Infrastructure

Cooperative 
Gateway

Orgn

Cooperative 
Gateway

Orgn

Rating 
Service

Figure 5.1: The DaQuinCIS architecture

5.2 Managing Data Quality in CIS’s: The DaQuin-

CIS Architecture

Exploiting data replication to improve the overall quality of data in the system
requires on one hand the development of specific methodologies and models,
and on the other hand the design of proper software tools. In the context of the
DaQuinCIS project, we proposed an architecture for the management of data
quality in CIS’s. This architecture allows for the diffusion of data and related
quality and exploits data replication in order to improve the overall quality
of cooperative data. Each organization offers services to other organizations
on its own cooperative gateway, and also specific services to its internal back-
end systems. Therefore, cooperative gateways interface both internally and
externally through services. Moreover, the communication infrastructure itself
offers some specific services. Services are all identical and peer, i.e., they are
instances of the same software artifacts, and act both as servers and clients
of the other peers depending of the specific activities to be carried out. The
overall DaQuinCIS architecture is depicted in Figure 5.1.

The DaQuinCIS project spans several areas of expertise, from distributed
computing to information systems, to data integration. A complete description
of the project would involve concepts that are out of the scope of this thesis.
Then, for the sake of completeness and to better frame our contribution, we
give only a quick overview of the DaQuinCIS architectural components. We
first briefly present the data model underlying the architecture, as it is the
basis of the subscription model we introduced in the QNS.
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Figure 5.2: Example of local schemas for organizations in a CIS

5.2.1 The D2Q model

The DaQuinCIS architecture requires all cooperating organizations in a CIS
to export data and quality data according to a common model, referred to as
Data and Data Quality (D2Q) model. The model includes the definitions of
(i) constructs to represent data, (ii) a common set of data quality dimensions,
(iii) constructs to represent them and (iv) the association between data and
quality data.

Data quality dimensions are properties of data such as correctness or degree
of updating. The model exploits four dimensions gathered from the literature
to give a complete, unambiguous and simple description of the quality of data.
The D2Q model adopts an XML data view: an XML Document is a set of
data items, and an Document Type Definition (DTD) is the schema of such
data items, consisting of data and quality classes. In particular, a D2Q XML
document contains both application data, in the form of a D2Q data graph,
and the related data quality values, in the form of four D2Q quality graphs,
one for each quality dimension. Specifically, nodes of the D2Q data graph
are linked to the corresponding ones of the D2Q quality graphs through links.
Organizations in the CIS export local schemas as D2Q XML DTD’s. Readers
can refer to [98] for a detailed description of the model.
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Figure 5.3: Example of a D2Q data graph

Finally, we briefly revise a running example, also described in [98] for the
DaQuinCIS project, that we will use as an example for the QNS. Figure 5.2
shows three local schemas for three different organizations in a same CIS2.
Conceptual schemas are represented according to a hierarchical graph-based
structure that can be realized through DTD’s. Local schemas are represented
as edge-labelled graphs, with edge labels standing for conceptual elements
names.

In Figure 5.3, the D2Q data graph of the running example is shown: an
object instance APTA of the data class Enterprise is considered. The data
class has Code and EntName as properties of basic types and a property of type
set-of < Holder >; the data class Holder has all properties of basic types.

5.2.2 Architecture Description

In the following, we provide a brief description of each architectural component
in the DaQuinCIS architecture (Figure 5.1).

In order to produce data and quality data according to the D2Q model,
each organization deploys on its cooperative gateway a Quality Factory ser-
vice that is responsible for evaluating the quality of its own data. In practice,
the Quality Factory encapsulates the method for evaluating the quality of data
hosted inside an organization. Such methods are specific for each organiza-
tion: imposing a common evaluation method would violate the autonomy of

2The example is a simplified scenario derived from the Italian Public Administration
setting. Specifically, three agencies are considered: the Social Security Agency, referred to
as INPS (Istituto Nazionale Previdenza Sociale), the Accident Insurance Agency, referred
to as INAIL (Istituto Nazionale Assistenza Infortuni sul Lavoro), and the Chambers of
Commerce, referred to as CoC (Camere di Commercio). Interested readers can refer to [2]
for a precise description of the real-world scenario
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each organization, that is one basic feature of CIS’s. The design of the Quality
Factory has been addressed in [17].

The Data Quality Broker poses, on behalf of a requesting user, a data
request over other cooperating organizations, also specifying a set of quality
requirements that the desired data have to satisfy. Different copies of the same
data received as responses to the request are reconciled and a best-quality value
is selected and proposed to organizations, that can choose to discard their
data and to adopt higher quality ones; this process leads to an overall quality
improvement inside the cooperative system. If the requirements specified in
the request cannot be satisfied, then the broker initiates a negotiation with
the user that can optionally weaken the constraints on the desired data.

The Data Quality Broker is in essence a peer-to-peer data integration sys-
tem [65] which allows to pose quality-enhanced query over a global schema
and to select data satisfying such requirements. The Data Quality Broker is
described in [69].

The Quality Notification Service is a publish/subscribe engine, de-
ployed as a peer-to-peer system, used as a quality message bus between services
and/or organizations. More specifically, it allows quality-based subscriptions
for users to be notified on changes of the quality of data. For example, an or-
ganization may want to be notified if the quality of some data it uses degrades
below a certain threshold, or when high quality data are available. Similarly to
what is offered by the Data Quality Broker, also the function of the QNS leads
to the general improvement of the data in the CIS. The Quality Notification
Service is described in Section 5.3.

The Rating Service associates trust values to each data source in the
CIS. These values are used to determine the reliability of the quality evaluation
performed by organizations. The Rating Service is a centralized service, to be
provided by a third-party organization. The design of the Rating Service is
addressed in [96].

5.3 The Quality Notification Service

The Quality Notification Service (QNS) is a pub/sub service used to inform
interested users when changes in quality values occur within the CIS. A user
willing to be notified for quality changes subscribes to the Quality Notification
Service by submitting the features of the events to be notified for, through
a specific-purpose content-based subscription language. When a change in
quality happens, an event is published by the Quality Notification Service i.e.,
all the users which have a consistent subscription receive a notification.

The Quality Notification Service can be used in the CIS to control the
quality of critical data, e.g., in order to keep track of its quality changes and
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Figure 5.4: Quality Notification Service

be always aware when quality degrades under a certain threshold, which makes
it no longer suited for the use it is devoted to. The Quality Notification Service
can also be exploited by other architectural components to maintain updated
the information they use to perform their services.

In this section we first introduce the QNS specification, i.e., (i) the lan-
guage accepted by the Quality Notification Service to let users specify the
set of notifications they are interested in, and (ii) the form of quality change
notifications received by subscribed users; then we motivate and detail the
internal architecture of the service.

5.3.1 Specification

Figure 5.4 illustrates a high-level depiction of the Quality Notification Service,
and its relationships with users and with the Quality Factory. A quality change
occurs within an organization each time the value of a given quality dimension
of a property varies3. Quality changes are managed by the Quality Factory of
each specific organization in a way that depends on the internal policies and
infrastructures of the organization. Methods for evaluating quality of data
have been largely studied in the research area of information quality, a survey
of which can be found in [112].

Upon each quality change the Quality Factory reports to the Quality Noti-
fication Service the data object involved in the change (according to the data
representation of the global schema) along with the associated quality data.
As aforementioned, the Quality Notification Service is thus in charge of notify-
ing the new data to all interested users, according to the values of the quality
data.

3Let us remark that each attribute has an associated set of quality dimensions.
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Subscription language. The Quality Notification Service subscription lan-
guage has to allow quality-based subscriptions where quality dimensions are
constrained by threshold values. In order to provide users with a flexible
subscription language, the subscription granularity should allow to express in-
terest in quality changes of sets of data objects. As examples, a user could
be interested in monitoring accuracy changes of enterprises located in Rome
whose records are stored throughout the whole CIS, whether another user
could wish to subscribe for currency changes of a specific enterprise whose
records are stored in a specific organization. This can be obtained with a
content-based subscription model. However, with respect to a typical content-
based model, our subscription model must deal with the hierarchical nature
of the D2Q model, providing a slightly different semantics for what concerns
the selection of the data objects.

Therefore, a generic Quality Notification Service subscription is a triple in
the form:

sub∆Q = 〈δ[: S], exprD, exprQ〉

where:

❒ δ is a data class expressed on the global schema;

❒ S is an optional set of sources for the data class δ, i.e., organizations
containing data objects belonging to δ according to the mapping rules;

❒ exprD is an expression used to specify the set of data objects of class
δ whose quality changes are relevant to the user. It is a conjunction of
constraints on some properties of δ. A constraint is a triple 〈p, op, v〉
where p is a property of δ, op is an operator (e.g. =, <, >, ...) depending
on the type of p, and v is a (possibly empty) value of the same type of
p;

❒ exprQ is an expression used to select notifications for quality changes
occurred on data objects selected by 〈δ[: S], exprd〉 according to the
values of the quality data. Even this expression is a conjunction of
constraints, i.e., a triple 〈p.qd, op, t〉 where p.qd is a quality dimension of
property p of data class δ, op is a comparison operator ( =, <, >,≤,≥),
and v is a numeric value ranging from 0 to 1;

At least δ must be specified, while other parameters can be left empty (i.e.,
set to ⊥)4.

4For the sake of simplicity, we omit to present aspects related to user unsubscriptions.
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Once a user has subscribed for some notifications, he will receive them in
the same form they are produced by quality factory within each organization,
that is described below.

Notifications of quality changes. The Quality Factory component of each
organization pushes events to the Quality Notification Service in the following
form:

∆Qev
= 〈δ, d, {. . . 〈qd, v〉i . . .} 〉

where δ is a data class of the global schema, d is a data object of class δ, and
the last element is a set of pairs 〈qd, v〉, where qd is a quality dimension and
v is the value of the associated quality data, that express the new values of
the quality attributes of data object d.

Subscription Matching and Containment. As aforementioned, users
will receive only those notifications that match their subscriptions. A no-
tification N = 〈δN , dN , {. . . 〈qd, v〉i . . .} 〉 produced by a source s matches a
subscription S = 〈δS [: S], exprD, exprQ〉 iff :

1. the data classes of N and S coincide, i.e. δN = δS , and if S is specified
(i.e., S 6=⊥) then s ∈ S;

2. the data object dN satisfies exprD of S;

3. the set {. . . 〈qd, v〉i . . .} satisfies exprQ of S.

Notification matching against a set of subscriptions can be efficiently eval-
uated using well known algorithms, e.g., [1, 80].

We now introduce the concept of containment between subscriptions. As
shown in the following, subscription containment is useful in order to reduce
both the use of memory and the network traffic due to the services provided
by the Quality Notification Service. Intuitively, a subscription S1 contains
another subscription S2 if all notifications that match S2 also match S1. More
formally, given two subscriptions S1 = 〈δ1[: S1], exprD1

, exprQ1
〉 and S2 =

〈δ2[: S2], exprD2
, exprQ2

〉, then S1 contains S2 iff :

1. δ1 is an ancestor node of δ2 in the D2Q acyclic graph and if both S1 6=⊥
and S2 6=⊥ then S2 ⊆ S1;

2. for each data object d that satisfies exprD2
, d also satisfies exprD1

;

3. analogously, for each set {. . . 〈qd, v〉i . . .} that satisfies exprQ2
, also

exprQ1
is satisfied by {. . . 〈qd, v〉i . . .}.
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It is possible to show that subscription containment is a transitive rela-
tionship among subscriptions, i.e. if S1 contains S2 that contains S3 then
S1 contains S3. Furthermore, it is also possible to show that checking the
containment of a subscription within another requires polynomial time5.

Quality Notification Service Running Examples. In order to illustrate
the defined language and the notions of matching and containment, we now
present some examples based on the global schema of the running example.

Table 5.1: Examples of subscription to Quality Notification Service

# Subscription

S1 〈Enterprise/Holder,⊥,⊥〉
S2 〈Enterprise/Holder,⊥, Name.Accuracy ≤ medium 〉
S3 〈Enterprise/Holder, F iscalCode = “MCLMSM73H17H501F ′′, . . .

. . . Name.Accuracy ≤ medium 〉
S4 〈Enterprise/Holder : {INPS, INAIL}, F iscalCode = “MCLMSM73H17H501F ′′, . . .

. . . Name.Accuracy ≤ medium 〉

Consider the set of example subscriptions in Table 5.1. Subscription S1

refers to each quality change notifications for data objects belonging to the
class Holder (son of class Enterprise), from any data source in the system.
The following subscriptions limit the set of interesting quality change notifi-
cations. In particular, S2 subscribes for notifications of quality changes in the
Name attribute of objects of class Holder, when the accuracy of this attribute
falls under or is equal to medium. Subscription S3 further restricts the set of
data objects of interest to holders whose fiscal code is equal to a specific value.
Finally, subscription S4 is the same as the previous one, but involves only data
objects stored in two specific sources.

It is easy to see that subscription S2 is contained in subscription S1 and
contains S3 that in turn contains S4. Therefore S1 contains all others.

Concerning matching, a valid quality change event generated by a Quality
Factory might be:

〈Enterprise/Holder, Name = “M. Mecalla′′Address =
“V ia dei Gracchi 71, Roma′′FiscalCode =

“MCLMSM73H17H501F ′′, {〈name.Accuracy = low〉} 〉

The afore event is received by Quality Notification Service that notifies all
interested users. The notification has the same form of the event pushed by

5More precisely, if the complexity of checking if a constraint is contained within another
is constant, being n the sum of the number of constraints contained in two subscriptions,
then the check costs O(n2).
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QF. In the case of the example subscriptions given in Table 5.1, it is easy to
see that the notification matches S1, S2, and S3. Matching with subscription
S4 depends on the organization in which the quality change occurs.

5.4 QNS Design

The Quality Notification Service is implemented and deployed as a distributed
service. Each organization hosts an independent instance of the Quality No-
tification Service that adopts the architecture described in this section. A
Quality Notification Service instance accepts subscriptions only from users
inside the organization it resides in (i.e. its local users) and receives notifica-
tions from the local Quality Factory. Quality Notification Service instances
communicate among each other in a peer-to-peer fashion. That is, a Qual-
ity Notification Service 6 acts as a producer of information when it has to
propagate to other Quality Notification Services the notifications produced by
the Quality Factory of its organization. On the other hand, QNS acts as a
consumer of information when it receives notifications produced in other or-
ganizations’ Quality Notification Services, to be dispatched to its local users.
Clearly, a Quality Notification Service can be a producer only for data classes
of the global schema for which its organization is a source.

5.4.1 Overview and Motivations

The design of the internal architecture of the Quality Notification Service has
to face two main problems: (i) to cope with the heterogeneity of platforms
and network infrastructures building the system and (ii) to scale to the large
size we can expect in a CIS context.

Concerning heterogeneity, a standard technological solution, i.e. Web Ser-
vices [79], is exploited for the communications among Quality Notification
Service instances in order to achieve independence from the specific techno-
logical platform of each organization. In practice, the various Quality Notifi-
cation Service instances realize a distributed protocol for notification routing
by exchanging SOAP [27] messages over the HTTP protocol.

Concerning scale, the high number of possible users, each possibly issuing
several subscriptions, and the high rate of notifications possibly produced by
the Quality Factories are factors that could impact the performance of the
system, in terms of computational resources and network bandwidth. In par-
ticular, the high number of subscriptions that could be issued throughout the
whole system, imposes a high memory and computational overhead for stor-

6In the following, for simplicity we refer to a Quality Notification Service instance as “a
Quality Notification Service ” whenever this is not confusing.
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ing and matching each notification, while possible frequent notifications may
generate a large network traffic.

Both problems of heterogeneity and scale are faced through a layered ar-
chitecture, in which a layer (namely, the External Diffusion Layer, EDL) deals
with diffusing subscriptions and notifications among all organizations, while
another layer (namely, the Internal Interface Layer, IIL) deals with handling
subscriptions and notifications for all local users. The subscriptions of local
users in an organization are stored inside the IIL. That is, each Quality Notifi-
cation Service instance “knows” only its local users’ subscriptions but has only
a partial knowledge about the subscriptions issued by users of other organi-
zations. Knowledge about non-local subscriptions is propagated selectively by
exploiting containment relations, as we detail in the following section, limiting
memory consumption and network traffic.

5.4.2 Merge Subscriptions

When a Quality Notification Service acts as a producer, it triggers a notifi-
cation routing algorithm involving all the consumer Quality Notification Ser-
vices. As we pointed out in Chapter 2, the trivial solution for realizing this
routing algorithm under a complete absence of “knowledge” about subscrip-
tions, is to blindly flood all the notifications to all other Quality Notification
Services, in order to surely reach all interested users. This obviously would
cause much unnecessary network traffic as each notification would be received
also by Quality Notification Services with no interested local users.

To avoid this, the EDL of the Quality Notification Service in the generic
organization Oi maintains a particular subscription, namely the merge sub-
scription, denoted as Mi. Mi contains all and only the subscriptions of all
the local users of Oi and is computed from the union of the latter. For example
the merge of subscriptions S2, S3 and S4 in the examples of Table 5.1 is the
subscription S2 itself. Mi allows to receive all and only notifications matching
some subscriptions issued by some users of Oi.

The merge subscription of each consumer organization is sent to all the
producers of notifications possibly matching the merge subscription itself. On
the consumer side, the schema mapping is exploited to determine the set of
possible producers for a subscription. This allows for further reducing the
Quality Notification Service instances involved in the communication with a
given consumer only to those that can actually generate interesting notifica-
tions.

Upon a new notification, a Quality Notification Service acting as a pro-
ducer has to check whether the notification matches the merge subscription
of some other Quality Notification Services. Let us show this with the exam-
ple depicted in Figure 5.5. Consider a producer Quality Notification Service,
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Figure 5.5: Exploiting Merge Subscriptions

QNSCoC , and two consumers QNSINPS and QNSINAIL. Suppose QNSINPS

manages three users, respectively interested in subscriptions S1, S2 and S3 of
example in Table 5.1, while QNSINAIL manages two users, interested in sub-
scription S3 and S4. The merge subscriptions for QNSINPS and QNSINAIL

are respectively subscription S1 and S3. These are stored in QNSCoC . Now
consider the two following quality changes events generated in CoC for the
data class holder:

e1 : 〈Enterprise/Holder, Name = “M. Mecalla′′Address =
“V ia dei Gracchi 71, Roma′′FiscalCode =

“MCLMSM73H17H501F ′′, {〈name.Accuracy = low〉} 〉

e2 : 〈Enterprise/Holder, Name = “M. Scannapieco′′Address =
“V ia Mazzini 27, Pagani (SA)′′FiscalCode =

“SCNMNC74S70G230T”, {〈name.Accuracy = medium〉} 〉

e1 matches S1, S2 and S3, while e2 matches only S1. Due to the afore
propagation of merge subscriptions, QNSCoC can avoid the sending of e2 to
QNSINAIL as it can state from the merge subscriptions that QNSINAIL has
no users interested in e2. On the other hand, e1 is sent to both consumers
Quality Notification Services, as they all have users interested in it. However,
note that e2 is forwarded only to user U11 in QNSINPS and e1 is not for-
warded to user U22 in QNSINAIL. However, the additional matching check
required to determine the users of a notification is handled by consumer Qual-
ity Notification Services, independently from the producer.

It is easy to devise that subscription traffic is highly reduced due to the
use of merge subscriptions. Indeed, only changes in subscription that provoke
a change in a merge subscription of an organization have to be propagated
to producers. For example, if a new user in QNS1 subscribes to subscription
S2, this is not communicated to QNSp because it does not affect the merge
subscription, that remains S1.
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In overall, the use of merge subscriptions requires an additional compu-
tational step when a new subscription and a new notification are issued. As
valuable counterpart, the step allows to let flow between consumer and pro-
ducer organizations only the necessary subscriptions and notifications, cutting
off all the “useless” inter-organization network traffic.

Nevertheless, maintaining such a high number of SOAP connections could
be enough to overload some Quality Notification Services. In the following we
describe a mean to reduce the probability that this event occur.

5.4.3 Diffusion Trees

If a large number of Quality Notification Service consumers is interested in
notifications coming from the same producer Quality Notification Service, the
latter could be forced to open a large number of concurrent network connec-
tions to reach all of them. In the presence of a high rate of notifications, the
scalability of the system could result compromised. To reduce the impact of
this phenomena, each producer Quality Notification Service, once determined
all the consumers of a notification, does not directly send it to them, but it
rather calculates a diffusion tree, rooted at the producer and spanning all the
consumers. The fan out of each node of the tree is evaluated on the basis of
information about the network connectivity capabilities of each network node.

Each notification is thus sent from a node of the tree to its sons along
with the information about the subtree of further consumers interested in the
notification (see Figure 5.6). Therefore, Quality Notification Services at in-
termediate levels of the tree act as forwarders of the notification for the lower
levels. That is, upon receiving a notification, they also send it again to the
Quality Notification Services at the immediate lower level in the tree. This
approach enables (i) to limit the number of concurrent network connections
managed by a producer and (ii) to distribute the load of notification propaga-
tion among all consumers according to their capabilities.
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5.4.4 Quality Notification Service Internal Architecture

Figure 5.7 depicts the internal architecture of a generic Quality Notification
Service instance, and shows also the internal fine-grained functional compo-
nents of each of the Quality Notification Service layers. In the remainder of
this section we detail these components.

Internal Interface Layer (IIL). The IIL consumer side comprises the
following components:

❒ Interpreter : receives subscriptions from local users, interprets the sub-
scription language, and stores them into the Local Subscription Table,
i.e. a data structure storing all the subscriptions of all local users of an
organization;

❒ Local Matcher : receives quality change notifications from the quality
factory and from the EDL, and then matches them against the Local
Subscription Table in order to return notifications to interested local
users;

❒ Local Dispatcher : implements the dispatching mechanisms used to ac-
tually send notifications to local users.
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The implementation of the subscription and dispatching mechanisms de-
pend on the specific internal communication infrastructure of each organiza-
tion, i.e. the Interpreted and the Local Dispatcher can be customized for each
Quality Notification Service instance taking into account specific technological
issues (e.g. pre-existence of a publish/subscribe middleware);

On the producer side, the IIL receives quality change events from the
local Quality Factory of the organization. The data is first checked inside the
organization via the Local Matcher to be dispatched to interested local users.
The data is also transferred to components of the EDL to propagate it outside
the organization.

External Diffusion Layer (EDL). As aforementioned, this layer is re-
sponsible for inter-organization notification diffusion. We explained in section
5.4 that the communication among different organization is based on Web Ser-
vices technology. This means that each EDL instance exposes a Web Service
interface, containing two methods, namely notify() (on the consumer side)
and changeSub() (on the producer side), that are used to receive from other
Quality Notification Services a notification and a change of merge subscription,
respectively.

The producer side of the EDL of a Quality Notification Service instance
comprises the following components:

❒ External Matcher : it checks the Quality Notification Service instances to
which a notification has to be sent, by matching the notification against
the merge subscriptions of other Quality Notification Services. The Ex-
ternal Merge Table data structure maintains the merge subscriptions of
consumer organizations, received from the Merger component of their
Quality Notification Service (see below). As a consequence, such orga-
nizations are all and only the possible consumers (i.e. they have at least
one subscribed user) for data classes for which Oi is a producer. Figure
5.5 shows the External Merge Table for QNSCoC .

❒ Tree Builder : Determines the actual diffusion path followed by notifica-
tions and starts the notification diffusion. Notifications are propagated
by invoking the notify() method on consumer Quality Notification Ser-
vices. Each invocation contains also the specification of the remaining
parts of the diffusion tree to which the notification has to be forwarded
by the receiver, as shown in Figure 5.6.

The consumer side of the EDL of a Quality Notification Service instance
comprises the following components:

❒ Merger : determines the merge subscription for the organization, when
a subscribe/unsubscribe request occurs. A data structure, namely the



108
CHAPTER 5. PUBLISH/SUBSCRIBE AT WORK: THE DAQUINCIS

PROJECT

Merge Subscriptions Table, maintains the merge subscription of the or-
ganization as seen by each producer Quality Notification Service 7. The
Merger sends updates to producers whenever the merge subscription
changes. As aforementioned, producers are identified using the Schema
Mapper.

❒ Forwarder : responsible for sending the notification to all the Quality
Notification Services at lower levels of the diffusion tree, by invoking
their notify() method.

Let us conclude this section by pointing out the motivations that led us to
choose this design rather than one straightforwardly based on an application-
level network, where the EDL has the role of a broker, such as the one described
in Chapter 4. This solution, after being first took into consideration, was fi-
nally rejected as we did not believe it appropriate for this scenario. This deci-
sion was driven by the following observations: (i) differently from the general
model we considered in Chapter 4, where each broker could be the producer
for any notification, in this case, due to the schema mapping, each Quality No-
tification Service can produce only a subset of the overall notifications. Each
subscription change has to be communicated only to a small subset of other
Quality Notification Services; (ii) in an average CIS, the overall number of
organizations (and subsequently of Quality Notification Services) is expected
not to be higher than a few hundreds. In other words, the main scalability
metric is the number of subscriptions/notifications exchanged rather than the
size of the system.

In overall we can say that the existence of other items of the DaQuinCIS
framework (in particular, of the D2Q model, of the Schema Mapper, and of
the Quality Factory) has made possible these simplifications in the Quality
Notification Service design, that would not have been feasible in a completely
general model. In essence, this is what makes the difference between the
Quality Notification Service and a general-purpose pub/sub middleware.

5.5 Implementation and Simulation

The implementation of the QNS is currently has been written in Java, ex-
ploiting the JAX-RPC API [73] for the development of the web services inter-
action among the EDLs. Currently, we are including simple straightforward
algorithms [75] for evaluating containment and matching of subscriptions. A

7Let us remark that a merge subscription is, in the general case, obtained from the union
of a set of user subscriptions that do not satisfy containment. Therefore a merge subscription
can be represented as a set of user subscriptions, which are stored in the Merge Subscription
Table.
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future version will include specific optimizations of these algorithms for data
represented in XML [66].

In the following we present a performance study of the QNS, with 10 QNS
instances running and exchanging messages. The objective of the simulations
is to evaluate the number of SOAP messages and the subscription table size
saved thanks to the merge subscriptions technique, with respect to a trivial
solutions where all the subscription changes are sent and stored within all the
QNSs. Simulation scenarios were generated randomly over an example schema
for subscriptions and notifications (i.e., a weather report application). We also
considered a particular mapping for the schema where each organization hosts
only a part of the global schema. Subscriptions follow a Zipf distribution
for each attribute (including quality dimensions) while notifications follow a
uniform distribution for each attribute.

Figures 5.8(a) and 5.8(b) report the effect of merge subscriptions respec-
tively on the network traffic and on the average size of external merge tables of
each QNS instance. Plots show the percentage reduction with respect to the
trivial solution, respectively with and without considering the schema map-
ping (in the latter case, all organizations hold the entire schema). Network
traffic is measured in terms of overall number of SOAP messages sent, while
merge table size is measured in terms of number of subscriptions. Improve-
ments due to the use of merge subscriptions are clear from the Figure, showing
in both cases a reduction that reaches the 75% of the values obtained in the
basic case. To focus on the effect of the schema mapping, Figure 5.9 shows
a distribution of the sizes of subscription tables in all the organizations (each
curve corresponds to a different organization).

Finally, Figure 5.10 shows the effect of merge subscription on the SOAP
traffic due to notifications. In the trivial case a notification is sent once for
each distinct subscriber, while when using merge subscription, a notification
is sent from a QNS to another only once for all the subscribers served by it.
Plots were produced changing the number of publication issued while keeping
a fixed number of subscriptions (100 per organization). The two curves plot
the number of notifications actually delivered to subscribers (dashed line) and
the ones sent from one QNS to another, when merge subscriptions are used. In
practice, this is the comparison between the SOAP traffic due to notifications
obtained in the basic solution and the optimized one, showing that merge
subscriptions allow to dramatically reduce the SOAP traffic in the system.

5.6 Related Work

Only few systems and architectures for the management of data quality in
distributed systems have been proposed in the literature [114, 97, 63]. None
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of them includes a pub/sub-like mechanism such as the QNS. Descriptions of
practical experiences with pub/sub system can be found in [11, 81, 35]. Two
example applications exploiting a pub/sub system are also presented in [76]
as a case study for REBECA. However, the QNS is rather a domain-specific
application than an actually deployed system, though we plan to experiment
its usage on real-world data in future work. Differently from our approach,
where the design of the QNS is tailored to the applicative domain, in all the
aforementioned work pub/sub is used as a general middleware service.

Finally, for what concerns the specific design of the QNS, it can resemble
the two-level daemon architecture in TIB/RV. The main difference is that we
are considering a content-based model instead of the simple topic-based model
in TIB/RV and this makes more challenging managing subscription traffic in
the higher level of the hierarchy. Moreover, TIB/RV does not consider the
integration issue, that we tackled by realizing an architecture based on web
services.

5.7 Concluding Remarks

The DaQuinCIS project is an interesting meeting point of different research
areas. In particular, under the point of view of large-scale distributed systems,
we explored which challenges could from the data quality management and
from the cooperative context to the problem of designing a scalable pub/sub
service. The result is the design of the QNS, in which we adapted some ideas
form the pub/sub solutions we considered in previous Chapters. In particular,
merge subscriptions are a coarse-grained form of content-based routing while
with diffusion trees we realized a simplified form of self-organizing system.
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Chapter 6

Conclusions

The publish/subscribe paradigm is largely recognized as one of the most effec-
tive way to realize flexible and scalable large-scale distributed applications.
The advantages of the paradigm and its peculiar features have been dis-
cussed several times and now are consolidated concepts. However, realizing an
Internet-scalable Notification Service still remains a big challenge, though it
has been tackled in the past by several researchers. Starting from this observa-
tion, in this thesis we proposed a set of contributions aiming, on one hand, at
identifying and classifying the key ideas underlying the pub/sub paradigm, on
the other, to suggest new problems and new directions in which the research
on pub/sub can be driven.

6.1 Contributions and Future Work

In the following a summary of the contributions of the thesis is given. For
each of them we also envision the possible future developments.

Understanding pub/sub systems In Chapter 2 we presented the state of
the art in the publish/subcribe research area. With respect to previous sur-
veys [40, 71] we focused on a detailed analysis of the internal mechanisms of
pub/sub, considering the consequence of the choice of the subscription mod-
els and architectural models and pointing out the trade-offs arising between
the different solutions for routing notifications and subscriptions. We also in-
troduced the novel concept of subscription assignment, that allows to clearly
distinguish the different architectural and routing solutions adopted from early
systems to more recent pub/sub incarnations.

Modelling pub/sub systems In Chapter 3 we presented two models that
represent the behavior of a pub/sub system under two points of view: a

113
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computational model, capturing the exact semantics of the system and its
non-deterministic nature, and an analytical model, for the evaluation of the
probability that a notification is not actually delivered to subscribers, because
of non-determinism. Experimental studies showed that the analytical model
gives a good evaluation of this probability, given the operative parameters N ,
the number of participants in the Notification Service, and α, the propaga-
tion speed of updates for notifications and subscriptions inside the Notification
Service. At the current state of the work we assume that the evaluation of
this latter parameter is done experimentally. However, in the future work we
plan to extend the model in order to more precisely characterize α, providing
some analytical expression that allows evaluation starting from the deployment
characteristics of the system.

Self-organizing Pub/sub Systems In Chapter 4 we presented a novel self-
organization algorithm, namely SOCBR, for content-based pub/sub systems
built as an application-level network of brokers. The algorithm rearranges
the TCP connections among brokers with the aim of increasing the system’s
associativity, a metric representing commonality of interest among subscribers.
We performed an extensive simulation study, realized by implementing a full
content-based pub/sub system enhanced with the self-organization algorithm,
running on top of the J-Sim simulator.

Experimental results show clearly that, firstly, increasing the associativ-
ity produces a reduction in the TCP hops metric when performing routing
of notifications and, secondly, the self-organizing algorithm allows to reduce
the overall application-level network traffic of content-based routing when the
rate of notification publications is roughly ten times higher than subscriptions
rate (a common situation for pub/sub systems). We show that the benefits
outweigh the costs of self-organization starting from very low relative rates
and reaching improvements of 30% in the overall number of TCP hops.

We also presented pbSOCBR, a network-aware version of SOCBR that
limits the reconfiguration of the application-level network, by changing its
topology only into one that do not spoil the average network-level latency of
notification routing. Adding network-awareness to pub/sub systems without
relying on an underlying peer-to-peer overlay network is a novel achievement
for the pub/sub research area.

In the future work we plan to evolve our simulation prototype into a full,
stand-alone pub/sub system based on the SOCBR and pbSOCBR algorithms.
The basic step toward this direction is the inclusion of more efficient algorithms
for the computation of associativity. Another idea in this direction could be the
inclusion of an on-line clustering of subscriptions: this allow to greatly simplify
content-based routing, and probably self-organization itself, by introducing
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the notion of groups. However, clustering obviously introduces an error, by
aggregating into a same group subscriptions that are not exactly equal. Then,
a notification could be routed to subscribers that are not actually interested in
it, introducing some useless hops. This could raise some interesting research
issues for the future work such as the evaluation of the impact of this error over
the overall benefits of self-organizations and the comparison with the results
presented in this thesis using a precise evaluation of similarity.

As another direction for the future work, we plan to exploit the results of
the analytical model as a feedback for the self-organization process. The idea
is the following: the model has to be specialized in order to calculate the value
of α for a particular application-level topology. α should reflect the quality
of the mapping between the application-level topology and the network-level
topology. Thus, self-organization will be driven by two, independent factors:
i) trying to enhance the overall associativity of the system and ii) trying at
the same time not to decrease the value of α.

Pub/sub for Data Quality Notification In Chapter 5 we presented the
design of a pub/sub system tailored for managing data quality issues. This
work was made in the context of the DaQuinCIS project, where we propose an
architecture for the management of data quality in Cooperative Information
Systems. CISs are often characterized by a high degree of data replication:
that is, organizations typically provide the same information with distinct
quality levels and this enables providing users with data of the highest available
quality. Furthermore, the comparison of data values might be used to enforce
a general improvement of data quality in all organizations. The DaQuinCIS
architecture allows the diffusion of data and related quality and exploits data
replication to improve the overall quality of cooperative data.

In this context we focused on the design of a specific-purpose pub/sub
service for data quality notification, namely the Quality Notification Service.
Available pub/sub infrastructures do not allow to meet all the requirements
that a QNS implementation should satisfy, in particular scaling to a large num-
ber of users and coping with platform heterogeneity, because of the generic
assumptions they have been built for that do not allow for context-specific
optimizations. QNS addresses both these problems through a layered archi-
tecture that (i) encapsulates the technological infrastructure specific of each
organization, (ii) adopts the standard Web-service technology to implement
inter-organization communications, and (iii) embeds solutions and algorithms
(namely, merge subscriptions and diffusion trees) to reduce the use of physical
and computational resources.
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6.2 Future Directions

We conclude the thesis by proposing some other ideas for possible directions
for future research in pub/sub. For example, the realization of efficient and
dynamic filter-driven assignment policy is a problem that still has to be com-
pletely solved. The FDA approach in our opinion is a promising direction
of research, because it can result in very efficient routing protocols and ef-
fective load balance among the brokers. However, current solutions [83, 110]
still rely on too many restrictive assumptions, especially when considering a
content-based subscription model.

But probably the major research challenges are related to the problem of
information diffusion over mobile environments. More specifically, the open
question is how to realize an efficient and scalable pub/sub dissemination in
a network composed by mobile devices. Many practical problems are related
to this setting (e.g. unpredictable losses in connectivity, limited power of
devices, etc.) making it an exciting test-bed for researchers. Though several
contributions for a mobile pub/sub already have been presented [57, 4, 26],
this is probably where much of the future research will be directed.
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