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Today

• Administrivia
• Neural	networks	&	Backpropagation	(Part	IV)
• R-CNN,	by	Syed
• Recap	and	more	discussions



Coming	up	due	(02/02	Tuesday,	12pm)

• Assignment	3:	Review	the	following	paper

{Major}	Karpathy,	Andrej,	and	Li	Fei-Fei.	"Deep	visual-semantic	
alignments	for	generating	image	descriptions."	arXiv preprint	
arXiv:1412.2306 (2014).

Template	for	paper	review:	
http://www.cs.ucf.edu/~bgong/CAP6412/Review.docx



An	assignment	with	no	due	dates

• See	“Paper	Presentation”	on	UCF	webcourse

• Sharing	your	slides
• Refer	to	the	originals	sources	of	images,	figures,	etc.	in	your	slides
• Convert	them	to	a	PDF	file
• Upload	the	PDF	file	to	“Paper	Presentation”	after	your	presentation



Borrowing	slides	of	others	for	the	paper

• Highly	encouraged
• Some	authors	release	their	slides	for	their	own	papers
• Save	your	time	on	preparing	slides
• Give	you	more	time	on	understanding	the	paper

• Acknowledgement!



Next	week:	
Image	captioning	&	attention	model

Tuesday
(02/02)

Harish Ravi
Prakash

Karpathy, Andrej, and Li Fei-Fei. “Deep visual-semantic alignments for
generating image descriptions.” arXiv preprint arXiv:1412.2306
(2014).

& Secondary papers
Thursday
(02/04)

Karan Daei-
Mojdehi

Xu, Kelvin, Jimmy Ba, Ryan Kiros, Aaron Courville, Ruslan
Salakhutdinov, Richard Zemel, and Yoshua Bengio. “Show, attend and
tell: Neural image caption generation with visual attention.” arXiv
preprint arXiv:1502.03044 (2015).

& Secondary papers



Beginning	next	class

• Make	good	presentations	--- #3	course	objective
- Title,	authors	(full	name),	authors’	institutes,	your	name	and	email
- Motivation	of	the	research	(1—2	slides)
- Problem	statement	(1—2	slides)
- Main	contributions	of	the	paper
- Approach	outline	(1	slide)
- Details	of	the	proposed	approach
- Experiments
- Related	work	(1—3	slides)
- Conclusion:	take-home	message	(1—2	slides)
- Strengths	&	weaknesses	of	the	paper	(1—2	slides)
- Overall	rating	&	why	(how	you	weigh	the	strengths	and	weaknesses)	(1	slide)
- Future	directions	(1—3	slides)

40	mins	only
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Neural	networks	&	Backpropagation	(Part	IV)

Image	credit:	Farid E Ahmed

• Review	the	neural	network	for	binary	classification
• Estimating	parameters	of	the	networks
• Loss	functions



Today

• Administrivia
• Neural	networks	&	Backpropagation	(Part	IV)
• R-CNN,	by	Syed
• Recap	and	more	discussions



A	little	background

• Object	detection:	one	of	the	gold	standard	problems	in	vision
• PASCAL	VOC:	one	of	the	gold	standard	benchmarks	for	detection
• Ross	B.	Girshick:	one	of	the	lifetime	achievement	winners
• Search	for	“deformable	part	model”	to	learn	more

• AlexNet wins	ILSVRC	2012	object	recognition—another	gold	problem
• DeCaff shows	transferrability of	CNN	features



Many	slides	borrowed	from	Ross















Alternatives	to	warping

• Good	work	=	innovative	idea	+	exhaustive	search





Non-maximum	suppression

Image	credit:	http://www.pyimagesearch.com/2015/02/16/faster-non-maximum-suppression-python/



Iterate	scoring	&	
regression?



In	summary:	R-CNN	at	test	time

• INPUT:	an	image
• 1.	Extract	detection	proposals	(cf.	Samer’s presentation	on	01/26)
• 2.	Warp	proposals	to	227-by-227
• 3.	Extract	CNN	features	for	each	proposal	(region)	by	Caffe
• For	class	c=1,	2,…	20
• 4.	Output	a	detection	score	for	each	proposal	by	SVM(proposal,	class	c)
• 5.	Nonmaximum	suppression	using	the	scores	of	class	c
• 6.	Regression	for	the	survived	proposals

• OUTPUT:	bounding	 boxes	each	with	a	class	label	&	a	detection	score



What	to	do:	R-CNN	at	training	time

• INPUT:	an	image
• 1.	Extract	detection	proposals	(cf.	Samer’s presentation	on	01/26)
• 2.	Warp	proposals	to	227-by-227
• 3.	Extract	CNN features	for	each	proposal	(region)	by	Caffe
• For	class	c=1,	2,…	20
• 4.	Output	a	detection	score	for	each	proposal	by	SVM(proposal,	class	c)
• 5.	Nonmaximum	suppression	using	the	scores	of	class	c
• 6.	Regression for	the	survived	proposals

• OUTPUT:	bounding	 boxes	each	with	a	class	label	&	a	detection	score



Optional	reading

• Technical	report	at	http://arxiv.org/abs/1311.2524
• Ross‘	Github repository:	https://github.com/rbgirshick/rcnn



Course	project	1:	R-CNN

• INPUT:	an	image
• 1.	Extract	detection	proposals	(cf.	Samer’s presentation	on	01/26)
• 2.	Warp	proposals	to	227-by-227
• 3.	Extract	CNN features	for	each	proposal	(region)	by	Caffe
• For	class	c=1,	2,…	20
• 4.	Output	a	detection	score	for	each	proposal	by	SVM(proposal,	class	c)
• 5.	Nonmaximum	suppression	using	the	scores	of	class	c
• 6.	Regression for	the	survived	proposals

• OUTPUT:	bounding	 boxes	each	with	a	class	label	&	a	detection	score



Course	project	1:	R-CNN

• Get	familiar	with	the	state-of-the-art	object	detection	pipeline
• Learn	about	PASCAL	VOC	
• Know	how	to	benchmark	different	algorithms
• Benchmark	datasets
• Task	specification
• Evaluation	procedure	and	metrics



Ross Girshick, Jeff Donahue, Trevor Darrell, Jitendra Malik

Rich Feature Hierarchies for 
Accurate Object Detection and 

Semantic Segmentation



PASCAL VOC detection history
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A rapid rise in performance
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Complexity and the plateau
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SIFT, HOG, LBP, ...
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R-CNN: Regions with CNN features
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Feature learning with CNNs
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Fig. 1. Correspondence between the hierarchy model by Hubel and Wiesel, and the neural network of the neocognitron 

shifted in parallel from cell to cell. Hence, all the cells in 
a single cell-plane have receptive fields of the same 
function, but at different positions. 

We will use notations Us~(k~,n ) to represent the 
output of an S-cell in the kr th  S-plane in the l-th 
module, and Ucl(k~, n) to represent the output of a C-cell 
in the kr th  C-plane in that module, where n is the two- 
dimensional co-ordinates representing the position of 
these cell's receptive fields in the input layer. 

Figure 2 is a schematic diagram illustrating the 
interconnections between layers. Each tetragon drawn 
with heavy lines represents an S-plane or a C-plane, 
and each vertical tetragon drawn with thin lines, in 
which S-planes or C-planes are enclosed, represents an 
S-layer or a C-layer. 

In Fig. 2, a cell of each layer receives afferent 
connections from the cells within the area enclosed by 
the elipse in its preceding layer. To be exact, as for the 
S-cells, the elipses in Fig. 2 does not show the connect- 
ing area but the connectable area to the S-cells. That is, 
all the interconnections coming from the elipses are 
not always formed, because the synaptic connections 
incoming to the S-cells have plasticity. 

In Fig. 2, for the sake of simplicity of the figure, 
only one cell is shown in each cell-plane. In fact, all the 
cells in a cell-plane have input synapses of the same 
spatial distribution as shown in Fig. 3, and only the 
positions of the presynaptic cells are shifted in parallel 
from cell to cell. 

R3 ~I 

modifioble synapses 

) unmodifiable synopses 

Since the cells in the network are interconnected in 
a cascade as shown in Fig. 2, the deeper the layer is, the 
larger becomes the receptive field of each cell of that 
layer. The density of the cells in each cell-plane is so 
determined as to decrease in accordance with the 
increase of the size of the receptive fields. Hence, the 
total number of the cells in each cell-plane decreases 
with the depth of the cell-plane in the network. In the 
last module, the receptive field of each C-cell becomes 
so large as to cover the whole area of input layer U0, 
and each C-plane is so determined as to have only one 
C-cell. 

The S-cells and C-cells are excitatory cells. That is, 
all the efferent synapses from these cells are excitatory. 
Although it is not shown in Fig. 2, we also have 

Fig. 3. Illustration showing the input interconnections to the cells 
within a single cell-plane 

Fig. 2. Schematic diagram illustrating the 
interconnections between layers in the 
neocognitron 

Fukushima 1980 
Neocognitron
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spatial distribution as shown in Fig. 3, and only the 
positions of the presynaptic cells are shifted in parallel 
from cell to cell. 
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Since the cells in the network are interconnected in 
a cascade as shown in Fig. 2, the deeper the layer is, the 
larger becomes the receptive field of each cell of that 
layer. The density of the cells in each cell-plane is so 
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total number of the cells in each cell-plane decreases 
with the depth of the cell-plane in the network. In the 
last module, the receptive field of each C-cell becomes 
so large as to cover the whole area of input layer U0, 
and each C-plane is so determined as to have only one 
C-cell. 

The S-cells and C-cells are excitatory cells. That is, 
all the efferent synapses from these cells are excitatory. 
Although it is not shown in Fig. 2, we also have 
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within a single cell-plane 
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Rumelhart, Hinton, Williams 1986
“T” versus “C” problem
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“T” versus “C” problem

Figure 2: An illustration of the architecture of our CNN, explicitly showing the delineation of responsibilities
between the two GPUs. One GPU runs the layer-parts at the top of the figure while the other runs the layer-parts
at the bottom. The GPUs communicate only at certain layers. The network’s input is 150,528-dimensional, and
the number of neurons in the network’s remaining layers is given by 253,440–186,624–64,896–64,896–43,264–
4096–4096–1000.

neurons in a kernel map). The second convolutional layer takes as input the (response-normalized
and pooled) output of the first convolutional layer and filters it with 256 kernels of size 5⇥ 5⇥ 48.
The third, fourth, and fifth convolutional layers are connected to one another without any intervening
pooling or normalization layers. The third convolutional layer has 384 kernels of size 3 ⇥ 3 ⇥
256 connected to the (normalized, pooled) outputs of the second convolutional layer. The fourth
convolutional layer has 384 kernels of size 3 ⇥ 3 ⇥ 192 , and the fifth convolutional layer has 256
kernels of size 3⇥ 3⇥ 192. The fully-connected layers have 4096 neurons each.

4 Reducing Overfitting

Our neural network architecture has 60 million parameters. Although the 1000 classes of ILSVRC
make each training example impose 10 bits of constraint on the mapping from image to label, this
turns out to be insufficient to learn so many parameters without considerable overfitting. Below, we
describe the two primary ways in which we combat overfitting.

4.1 Data Augmentation

The easiest and most common method to reduce overfitting on image data is to artificially enlarge
the dataset using label-preserving transformations (e.g., [25, 4, 5]). We employ two distinct forms
of data augmentation, both of which allow transformed images to be produced from the original
images with very little computation, so the transformed images do not need to be stored on disk.
In our implementation, the transformed images are generated in Python code on the CPU while the
GPU is training on the previous batch of images. So these data augmentation schemes are, in effect,
computationally free.

The first form of data augmentation consists of generating image translations and horizontal reflec-
tions. We do this by extracting random 224⇥ 224 patches (and their horizontal reflections) from the
256⇥256 images and training our network on these extracted patches4. This increases the size of our
training set by a factor of 2048, though the resulting training examples are, of course, highly inter-
dependent. Without this scheme, our network suffers from substantial overfitting, which would have
forced us to use much smaller networks. At test time, the network makes a prediction by extracting
five 224 ⇥ 224 patches (the four corner patches and the center patch) as well as their horizontal
reflections (hence ten patches in all), and averaging the predictions made by the network’s softmax
layer on the ten patches.

The second form of data augmentation consists of altering the intensities of the RGB channels in
training images. Specifically, we perform PCA on the set of RGB pixel values throughout the
ImageNet training set. To each training image, we add multiples of the found principal components,

4This is the reason why the input images in Figure 2 are 224⇥ 224⇥ 3-dimensional.
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CNNs for object detection

Figure 1. The 50 object instances in the NORB dataset. The left side contains the training instances
and the right side the testing instances for each of the 5 categories.

In the textured and cluttered datasets, the objects were
placed on randomly picked background images. In those ex-
periments, a 6-th category was added: background images
with no objects (results are reported for this 6-way classifi-
cation). In the textured set, the backgroundswere placed at a
fixed disparity, akin to a back wall orthogonal to the camera
axis at a fixed distance. In the cluttered datasets, the dispar-
ities were adjusted and randomly picked so that the objects
appeared placed on highly textured horizontal surfaces at
small random distance from that surface. In addition, a ran-
domly picked “distractor” object from the training set was
placed at the periphery of the image.
• normalized-uniform set: 5 classes, centered, unper-
turbed objects on uniform backgrounds. 24,300 train-
ing samples, 24,300 testing samples. See figure 1.

• jittered-uniform set: 5 classes, random perturbations,
uniform backgrounds. 243,000 training samples (10
drawings) and 24,300 test samples (1 drawing)

• jittered-textured set: 6 classes (including one back-
ground class) random perturbation, natural back-
ground textures at fixed disparity. 291,600 train-
ing samples (10 drawings), 58,320 testing samples (2
drawings). See figure 2.

• jittered-cluttered set: 6 classes (including one back-
ground class), random perturbation, highly cluttered
background images at random disparities, and ran-
domly placed distractor objects around the periphery.
291,600 training samples (10 drawings), 58,320 test-
ing samples (2 drawings). See figure 2.

Occlusions of the central object by the distractor occur oc-
casionally, as can be seen in figure 2. Most experiments
were performed in binocular mode (using left and right im-
ages), but some were performed in monocular mode. In
monocular experiments, the training set and test set were
composed of all left and right images used in the corre-
sponding binocular experiment. Therefore, while the num-
ber of training samples was twice higher, the total amount

of training data was identical. Examples from the jittered-
textured and jittered-cluttered training set are shown in fig-
ure 2.

3. Experiments

The following classifiers were tested on raw image pairs
from the normalized-uniform dataset: linear classifier, K-
Nearest Neighbor (Euclidean distance), pairwise Support
Vector Machines with Gaussian kernels, and Convolutional
Networks [7]. With 18,432 input variables and 24,300 sam-
ples, this dataset is at the upper limit of practicality for
template-matching-basedmethods such as K-NN and SVM
(in fact, special algorithms had to be implemented to make
them practical). The K-Nearest Neighbor and SVM meth-
ods were also applied to 95-dimensional vectors of PCA
coefficients extracted from the 2 × 96× 96 binocular train-
ing images. All the methods were also applied to Laplacian-
filtered versions of the images, but the results were uni-
formly worse than with raw images and are not reported.
The Convolutional Network was trained and tested on

the normalized-uniform dataset, as well as on the jittered-
uniform and jittered-textured datasets. The jittered training
sets were much too large to be handled by the K-NN and
SVM methods within reasonable limits of CPU time and
memory requirements. In the following sections, we give
brief descriptions of the methods employed. All the algo-
rithms were implemented with the Lush environment [3].
The SVM implementation used the Torch library [6] in-
terfaced to Lush, while the Convolutional Net implementa-
tion used Lush’s gblearn2 package.

3.1. Principal Component Analysis

Computing the Principal Components of the dataset for
the PCA-based K-NN and SVM was a major challenge be-
cause it was impossible to manipulate (let alone diagonal-
ize) the 18,432×18,432 covariance matrix (2 × 96 × 96

LeCun, Huang, Bottou 2004
NORB dataset
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Fig. 1. Top left: one image (4 MPixels) corresponding to one of the 50 high power fields repre-
sented in the dataset. Our detected mitosis are circled green (true positives) and red (false posi-
tives); cyan denotes mitosis not detected by our approach. Top right: details of three areas (full-
size results on the whole dataset in supplementary material). Note the challenging appearance of
mitotic nuclei and other very similar non-mitotic structures. Bottom: overview of our detection
approach.

After several pairs of convolutional and MP layers, one fully connected layer fur-
ther mixes the outputs into a feature vector. The output layer is a simple fully connected
layer with one neuron per class (two for this problem), activated by a softmax function,
thus ensuring that each neuron’s output activation can be interpreted as the probability
of a particular input belonging to that class.

Training a detector Using ground truth data, we label each pixel of each training
image as either mitosis (when closer than d pixels to the centroid of a mitosis) or non-
mitosis (elsewhere). Then, we build a training set in which each instance maps a square
window of RGB values sampled from the original image to the class of the central
pixel. If a window lies partly outside of the image boundary, the missing pixels are
synthesized by mirroring.

The mitosis detection problem is rotationally invariant. Therefore, additional train-
ing instances are generated by transforming windows within the training set by applying
arbitrary rotations and/or mirroring. This is especially important considering that there
are extremely few mitosis examples in the training set.

Processing a testing image To process an unseen image I , we apply the DNN to
all windows whose central pixel is within the image boundaries. Pixels outside of the
image boundaries are again synthesized by mirroring. This yields a probability map

Cireşan et al. 2013
Mitosis detection

Sermanet et al. 2013
Pedestrian detection

Vaillant, Monrocq, LeCun 1994
Multi-scale face detection

...

mask
regression
layerDBN

full object mask left object mask top object mask

...

...

Figure 1: A schematic view of object detection as DNN-based regression.

DNN

DNN

object box 
extraction

object box 
extraction

refine

scale 1

scale 2

small set of boxes covering image merged object masks 

Figure 2: After regressing to object masks across several scales and large image boxes, we perform
object box extraction. The obtained boxes are refined by repeating the same procedure on the sub
images, cropped via the current object boxes. For brevity, we display only the full object mask,
however, we use all five object masks.

3 DNN-based Detection

The core of our approach is a DNN-based regression towards an object mask, as shown in Fig. 1.
Based on this regression model, we can generate masks for the full object as well as portions of
the object. A single DNN regression can give us masks of multiple objects in an image. To further
increase the precision of the localization, we apply the DNN localizer on a small set of large sub-
windows. The full flow is presented in Fig. 2 and explained below.

4 Detection as DNN Regression

Our network is based on the convolutional DNN defined by [14]. It consists of total 7 layers, the
first 5 of which being convolutional and the last 2 fully connected. Each layer uses a rectified linear
unit as a non-linear transformation. Three of the convolutional layers have in addition max pooling.
For further details, we refer the reader to [14].

We adapt the above generic architecture for localization. Instead of using a softmax classifier as a
last layer, we use a regression layer which generates an object binary mask DNN(x;⇥) 2 RN ,
where ⇥ are the parameters of the network and N is the total number of pixels. Since the output
of the network has a fixed dimension, we predict a mask of a fixed size N = d ⇥ d. After being
resized to the image size, the resulting binary mask represents one or several objects: it should have
value 1 at particular pixel if this pixel lies within the bounding box of an object of a given class and
0 otherwise.

The network is trained by minimizing the L2 error for predicting a ground truth mask m 2 [0, 1]N

for an image x:

min
⇥

X

(x,m)2D

||(Diag(m) + �I)1/2(DNN(x;⇥)�m)||22,

where the sum ranges over a training set D of images containing bounding boxed objects which are
represented as binary masks.

Since our base network is highly non-convex and optimality cannot be guaranteed, it is sometimes
necessary to regularize the loss function by using varying weights for each output depending on the
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Szegedy, Toshev, Erhan 2013
PASCAL detection (VOC’07 mAP 30.5%)



Can we break through the PASCAL plateau
with feature learning?



R-CNN: Regions with CNN features
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Classify regions
(linear SVM)



R-CNN at test time: Step 1
aeroplane? no.

...
person? yes.

tvmonitor? no.

...

CNN

Input
image

Extract region
proposals (~2k / image)

Proposal-method agnostic, many choices
  - Selective Search [van de Sande, Uijlings et al.]   (Used in this work)
  - Objectness [Alexe et al.]
  - Category independent object proposals [Endres & Hoiem]
  - CPMC [Carreira & Sminchisescu] 
Active area, at this CVPR
  - BING [Ming et al.] – fast
  - MCG [Arbelaez et al.] – high-quality segmentation
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R-CNN at test time: Step 2
aeroplane? no.
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tvmonitor? no.
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CNN

Input
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Compute CNN
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227 x 227



1. Crop b. Scale (anisotropic)

R-CNN at test time: Step 2
aeroplane? no.

...
person? yes.

tvmonitor? no.

...

CNN

Input
image

Extract region
proposals (~2k / image)

Compute CNN
features

c. Forward propagate
Output: “fc7” features



R-CNN at test time: Step 3
aeroplane? no.

...
person? yes.

tvmonitor? no.

...

CNN

Input
image

Extract region
proposals (~2k / image)

Compute CNN
features

Warped proposal 4096-dimensional
fc7 feature vector

linear classifiers
(SVM or softmax)

person?  1.6

horse?  -0.3

...

...

Classify
regions



Linear regression

on CNN features

Step 4: Object proposal refinement

Original
proposal

Predicted
object bounding box

Bounding-box regression



metric: mean average precision (higher is better)

VOC 2007 VOC 2010

DPM v5 (Girshick et al. 2011)

UVA sel. search (Uijlings et al. 2013)

Regionlets (Wang et al. 2013)

SegDPM (Fidler et al. 2013)

R-CNN

R-CNN + bbox regression

33.7% 29.6%

35.1%

41.7% 39.7%

40.4%

54.2% 50.2%

58.5% 53.7%

R-CNN results on PASCAL

Reference systems
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ImageNet detection

New challenge introduced in 2013

PASCAL-like image complexity

200 object categories



R-CNN and OverFeat

R-CNN
   – developed using PASCAL VOC
   – tested on PASCAL VOC: s-o-t-a
   – no results on ILSVRC 2013 (until now)

OverFeat  [Sermanet et al. 2014]

   – developed using ILSVRC 2013
   – tested on ILSVRC 2013: s-o-t-a
   – no results on PASCAL VOC

No apples-to-apples comparison



R-CNN on ImageNet detection
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Get the R-CNN arXiv Tech Report at http://bit.ly/rcnn-tr



Detection speed & scalability

20 classes

200 classes

0s 2.5s 5s 7.5s 10s 12.5s
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2.1s

2.1s
0.005s

0.026s

Selective search
Cropping & resizing
CNN feature computation (GPU)
Region classification
NMS

Hardware: Intel Core i7-3930K 3.2Ghz and NVIDIA Tesla K20c
We thank NVIDIA for generous hardware donations.
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N  = # classes



Detection speed & scalability
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Hardware: Intel Core i7-3930K 3.2Ghz and NVIDIA Tesla K20c
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Top bicycle FPs (AP = 72.8%)
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Figure 7: False positive trends with rank. Left: stacked area plot showing fraction of FP of each type
as the total number of FP increase. Right: same, but shown as line plots.
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Figure 8: Examples of top bicycle false positives
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False positive type distribution
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Oth = other / dissimilar classes

Sim = similar classes
Loc = localization

Analysis software: D. Hoiem, Y. Chodpathumwan, and Q. Dai. 
Diagnosing Error in Object Detectors. ECCV, 2012.
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False positive #15
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False positive #15
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False positive #15

1949 French comedy by Jacques Tati



Training R-CNN

Bounding-box labeled detection data is scarce

Key insight:
Use supervised pre-training on a data-rich 

auxiliary task and transfer to detection



R-CNN training: Step 1

Supervised pre-training
Train a SuperVision CNN* for the 1000-way

ILSVRC image classification task

Auxiliary task: 
ILSVRC 2012 classification

(1.2 million images)

train CNN

*Network from Krizhevsky, Sutskever & Hinton. NIPS 2012
Also called “AlexNet”



R-CNN training: Step 2

Fine-tune the CNN for detection
Transfer the representation learned for ILSVRC 

classification to PASCAL (or ImageNet detection)

Target task:
PASCAL VOC detection

(~25k object labels)

fine-tune CNN



R-CNN training: Step 2

Fine-tune the CNN for detection
Transfer the representation learned for ILSVRC 

classification to PASCAL (or ImageNet detection)

Target task:
PASCAL VOC detection

(~25k object labels)

fine-tune CNN

Try Caffe!  http://caffe.berkeleyvision.org
  - Clean & fast CNN library in C++ with Python and MATLAB interfaces
  - Used by R-CNN for training, fine-tuning, and feature computation



R-CNN training: Step 3

Train detection SVMs
(With the softmax classifier from fine-tuning

mAP decreases from 54% to  51%)

training labelsPASCAL VOC

object proposals CNN features~ 2k windows / 
image

per-class
SVM



What did the network learn?

Figure 2: An illustration of the architecture of our CNN, explicitly showing the delineation of responsibilities
between the two GPUs. One GPU runs the layer-parts at the top of the figure while the other runs the layer-parts
at the bottom. The GPUs communicate only at certain layers. The network’s input is 150,528-dimensional, and
the number of neurons in the network’s remaining layers is given by 253,440–186,624–64,896–64,896–43,264–
4096–4096–1000.

neurons in a kernel map). The second convolutional layer takes as input the (response-normalized
and pooled) output of the first convolutional layer and filters it with 256 kernels of size 5⇥ 5⇥ 48.
The third, fourth, and fifth convolutional layers are connected to one another without any intervening
pooling or normalization layers. The third convolutional layer has 384 kernels of size 3 ⇥ 3 ⇥
256 connected to the (normalized, pooled) outputs of the second convolutional layer. The fourth
convolutional layer has 384 kernels of size 3 ⇥ 3 ⇥ 192 , and the fifth convolutional layer has 256
kernels of size 3⇥ 3⇥ 192. The fully-connected layers have 4096 neurons each.

4 Reducing Overfitting

Our neural network architecture has 60 million parameters. Although the 1000 classes of ILSVRC
make each training example impose 10 bits of constraint on the mapping from image to label, this
turns out to be insufficient to learn so many parameters without considerable overfitting. Below, we
describe the two primary ways in which we combat overfitting.

4.1 Data Augmentation

The easiest and most common method to reduce overfitting on image data is to artificially enlarge
the dataset using label-preserving transformations (e.g., [25, 4, 5]). We employ two distinct forms
of data augmentation, both of which allow transformed images to be produced from the original
images with very little computation, so the transformed images do not need to be stored on disk.
In our implementation, the transformed images are generated in Python code on the CPU while the
GPU is training on the previous batch of images. So these data augmentation schemes are, in effect,
computationally free.

The first form of data augmentation consists of generating image translations and horizontal reflec-
tions. We do this by extracting random 224⇥ 224 patches (and their horizontal reflections) from the
256⇥256 images and training our network on these extracted patches4. This increases the size of our
training set by a factor of 2048, though the resulting training examples are, of course, highly inter-
dependent. Without this scheme, our network suffers from substantial overfitting, which would have
forced us to use much smaller networks. At test time, the network makes a prediction by extracting
five 224 ⇥ 224 patches (the four corner patches and the center patch) as well as their horizontal
reflections (hence ten patches in all), and averaging the predictions made by the network’s softmax
layer on the ten patches.

The second form of data augmentation consists of altering the intensities of the RGB channels in
training images. Specifically, we perform PCA on the set of RGB pixel values throughout the
ImageNet training set. To each training image, we add multiples of the found principal components,

4This is the reason why the input images in Figure 2 are 224⇥ 224⇥ 3-dimensional.
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256⇥256 images and training our network on these extracted patches4. This increases the size of our
training set by a factor of 2048, though the resulting training examples are, of course, highly inter-
dependent. Without this scheme, our network suffers from substantial overfitting, which would have
forced us to use much smaller networks. At test time, the network makes a prediction by extracting
five 224 ⇥ 224 patches (the four corner patches and the center patch) as well as their horizontal
reflections (hence ten patches in all), and averaging the predictions made by the network’s softmax
layer on the ten patches.

The second form of data augmentation consists of altering the intensities of the RGB channels in
training images. Specifically, we perform PCA on the set of RGB pixel values throughout the
ImageNet training set. To each training image, we add multiples of the found principal components,

4This is the reason why the input images in Figure 2 are 224⇥ 224⇥ 3-dimensional.

5

What did the network learn?

feature position   receptive field
256

6

6

pool5 feature map
x

y
x

y

← feature channels →

Visualize images that activate pool5 a feature

227 pixels

2276

6 cells

“stimulus”



pool5 feature: (4,5,110) (top 1 − 96)

0.8 0.8 0.8 0.7 0.7 0.7 0.7 0.7 0.6 0.6 0.6 0.6

0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6

0.6 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5

0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.4 0.4

0.4 0.4 0.4 0.4 0.4 0.4 0.4 0.4 0.4 0.4 0.4 0.4

0.4 0.4 0.4 0.4 0.4 0.4 0.4 0.4 0.4 0.4 0.4 0.4

0.4 0.4 0.4 0.4 0.4 0.4 0.4 0.4 0.4 0.4 0.4 0.4

0.4 0.4 0.4 0.4 0.4 0.4 0.4 0.4 0.4 0.3 0.3 0.3



pool5 feature: (3,5,129) (top 1 − 96)
0.9 0.9 0.8 0.8 0.8 0.8 0.8 0.8 0.8 0.8 0.8 0.8

0.8 0.8 0.8 0.7 0.7 0.7 0.7 0.7 0.7 0.7 0.7 0.7

0.7 0.7 0.7 0.7 0.7 0.7 0.7 0.7 0.7 0.7 0.7 0.7

0.7 0.7 0.7 0.7 0.7 0.7 0.7 0.7 0.7 0.7 0.7 0.7

0.7 0.7 0.7 0.7 0.7 0.7 0.7 0.7 0.7 0.7 0.7 0.7

0.7 0.7 0.7 0.7 0.7 0.7 0.7 0.7 0.7 0.7 0.7 0.7

0.7 0.7 0.7 0.7 0.7 0.7 0.6 0.6 0.6 0.6 0.6 0.6

0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6



pool5 feature: (3,3,42) (top 1 − 96)
0.9 0.8 0.8 0.7 0.7 0.7 0.7 0.7 0.7 0.6 0.6 0.6

0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6

0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6

0.6 0.6 0.6 0.6 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5

0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5

0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5

0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5

0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5



pool5 feature: (4,2,26) (top 1 − 96)

0.8 0.8 0.8 0.7 0.7 0.7 0.7 0.6 0.6 0.6 0.6 0.6

0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6

0.6 0.6 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5

0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5

0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5

0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5

0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5

0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5



pool5 feature: (1,4,138) (top 1 − 96)
0.9 0.8 0.8 0.8 0.8 0.8 0.7 0.7 0.7 0.7 0.7 0.7

0.7 0.7 0.7 0.7 0.7 0.7 0.7 0.7 0.7 0.7 0.7 0.7

0.7 0.7 0.7 0.7 0.7 0.7 0.7 0.6 0.6 0.6 0.6 0.6

0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6

0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6

0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6

0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6

0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6 0.6



Semantic segmentation

full fgCPMC segments
(Carreira & Sminchisescu)



Semantic segmentation

full fgCPMC segments
(Carreira & Sminchisescu)

VOC 2011 test

Bonn second-order pooling (Carreira et al.)

R-CNN fc6 full+fg  (no fine-tuning)

47.6%

47.9%

Improved to 50.5% in our upcoming ECCV’14 work: 
Simultaneous Localization and Detection. Hariharan et al.



Take away
- Dramatically better PASCAL mAP

- R-CNN outperforms other CNN-based methods 
on ImageNet detection

- Detection speed is manageable (~11s / image)

- Scales very well with number of categories 
(30ms for 20 → 200 classes!)

- R-CNN is simple and completely open source



Get the code and models!
bit.ly/rcnn-cvpr14

http://bit.ly/rcnn-cvpr14
http://bit.ly/rcnn-cvpr14


Supplementary slides follow



Ablation: skip fine-tuning

Auxiliary task: 
ILSVRC 2012 classification

(1.2 million images)

train CNN

Target task:
PASCAL VOC detection

(~25k object labels)

fine-tune CNN

training labelsPASCAL VOC

object proposals CNN features~ 2k windows / 
image

per-class
SVM

Step 1: pre-train Step 2: fine-tune Step 3: train SVMs

pool5 fc6 fc7
Figure 2: An illustration of the architecture of our CNN, explicitly showing the delineation of responsibilities
between the two GPUs. One GPU runs the layer-parts at the top of the figure while the other runs the layer-parts
at the bottom. The GPUs communicate only at certain layers. The network’s input is 150,528-dimensional, and
the number of neurons in the network’s remaining layers is given by 253,440–186,624–64,896–64,896–43,264–
4096–4096–1000.

neurons in a kernel map). The second convolutional layer takes as input the (response-normalized
and pooled) output of the first convolutional layer and filters it with 256 kernels of size 5⇥ 5⇥ 48.
The third, fourth, and fifth convolutional layers are connected to one another without any intervening
pooling or normalization layers. The third convolutional layer has 384 kernels of size 3 ⇥ 3 ⇥
256 connected to the (normalized, pooled) outputs of the second convolutional layer. The fourth
convolutional layer has 384 kernels of size 3 ⇥ 3 ⇥ 192 , and the fifth convolutional layer has 256
kernels of size 3⇥ 3⇥ 192. The fully-connected layers have 4096 neurons each.

4 Reducing Overfitting

Our neural network architecture has 60 million parameters. Although the 1000 classes of ILSVRC
make each training example impose 10 bits of constraint on the mapping from image to label, this
turns out to be insufficient to learn so many parameters without considerable overfitting. Below, we
describe the two primary ways in which we combat overfitting.

4.1 Data Augmentation

The easiest and most common method to reduce overfitting on image data is to artificially enlarge
the dataset using label-preserving transformations (e.g., [25, 4, 5]). We employ two distinct forms
of data augmentation, both of which allow transformed images to be produced from the original
images with very little computation, so the transformed images do not need to be stored on disk.
In our implementation, the transformed images are generated in Python code on the CPU while the
GPU is training on the previous batch of images. So these data augmentation schemes are, in effect,
computationally free.

The first form of data augmentation consists of generating image translations and horizontal reflec-
tions. We do this by extracting random 224⇥ 224 patches (and their horizontal reflections) from the
256⇥256 images and training our network on these extracted patches4. This increases the size of our
training set by a factor of 2048, though the resulting training examples are, of course, highly inter-
dependent. Without this scheme, our network suffers from substantial overfitting, which would have
forced us to use much smaller networks. At test time, the network makes a prediction by extracting
five 224 ⇥ 224 patches (the four corner patches and the center patch) as well as their horizontal
reflections (hence ten patches in all), and averaging the predictions made by the network’s softmax
layer on the ten patches.

The second form of data augmentation consists of altering the intensities of the RGB channels in
training images. Specifically, we perform PCA on the set of RGB pixel values throughout the
ImageNet training set. To each training image, we add multiples of the found principal components,

4This is the reason why the input images in Figure 2 are 224⇥ 224⇥ 3-dimensional.
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Pre-trained CNN + SVMs (no FT)
VOC 2007 VOC 2010

Regionlets (Wang et al. 2013)

SegDPM (Fidler et al. 2013)

R-CNN pool5

R-CNN fc6

R-CNN fc7

R-CNN FT pool5

R-CNN FT fc6

R-CNN FT fc7

41.7% 39.7%

40.4%

44.2%

46.2%

44.7%

47.5%

53.2%

54.1% 50.2%

metric: mean average precision (higher is better)



Compare with fine-tuned R-CNN
VOC 2007 VOC 2010

Regionlets (Wang et al. 2013)

SegDPM (Fidler et al. 2013)

R-CNN pool5

R-CNN fc6

R-CNN fc7

R-CNN FT pool5

R-CNN FT fc6

R-CNN FT fc7

41.7% 39.7%

40.4%

44.2%

46.2%

44.7%

47.3%

53.1%

54.2% 50.2%

metric: mean average precision (higher is better)

fin
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False positive analysis

Performance layer-by-layer, with fine-tuning. We now
look at results from our CNN after having fine-tuned its pa-
rameters on VOC 2007 trainval. The improvement is strik-
ing (Table 2 rows 4-6): fine-tuning increases mAP by 8.0
percentage points to 54.2%. The boost from fine-tuning is
much larger for fc6 and fc7 than for pool5, which suggests
that the pool5 features learned from ImageNet are general
and that most of the improvement is gained from learning
domain-specific non-linear classifiers on top of them.

Comparison to recent feature learning methods. Rela-
tively few feature learning methods have been tried on PAS-
CAL VOC detection. We look at two recent approaches that
build on deformable part models. For reference, we also in-
clude results for the standard HOG-based DPM [18].

The first DPM feature learning method, DPM ST [26],
augments HOG features with histograms of “sketch token”
probabilities. Intuitively, a sketch token is a tight distri-
bution of contours passing through the center of an image
patch. Sketch token probabilities are computed at each pixel
by a random forest that was trained to classify 35⇥35 pixel
patches into one of 150 sketch tokens or background.

The second method, DPM HSC [28], replaces HOG with
histograms of sparse codes (HSC). To compute an HSC,
sparse code activations are solved for at each pixel using
a learned dictionary of 100 7 ⇥ 7 pixel (grayscale) atoms.
The resulting activations are rectified in three ways (full and
both half-waves), spatially pooled, unit `2 normalized, and
then power transformed (x sign(x)|x|↵).

All R-CNN variants strongly outperform the three DPM
baselines (Table 2 rows 8-10), including the two that use
feature learning. Compared to the latest version of DPM,
which uses only HOG features, our mAP is more than 20
percentage points higher: 54.2% vs. 33.7%—a 61% rela-
tive improvement. The combination of HOG and sketch to-
kens yields 2.5 mAP points over HOG alone, while HSC
improves over HOG by 4 mAP points (when compared
internally to their private DPM baselines—both use non-
public implementations of DPM that underperform the open
source version [18]). These methods achieve mAPs of
29.1% and 34.3%, respectively.

3.3. Detection error analysis

We applied the excellent detection analysis tool from
Hoiem et al. [21] in order to reveal our method’s error
modes, understand how fine-tuning changes them, and to
see how our error types compare with DPM. A full sum-
mary of the analysis tool is beyond the scope of this pa-
per and we encourage readers to consult [21] to understand
some finer details (such as “normalized AP”). Since the
analysis is best absorbed in the context of the associated
plots, we present the discussion within the captions of Fig-
ure 4 and Figure 5.
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Figure 4: Distribution of top-ranked false positive (FP) types.
Each plot shows the evolving distribution of FP types as more FPs
are considered in order of decreasing score. Each FP is catego-
rized into 1 of 4 types: Loc—poor localization (a detection with
an IoU overlap with the correct class between 0.1 and 0.5, or a du-
plicate); Sim—confusion with a similar category; Oth—confusion
with a dissimilar object category; BG—a FP that fired on back-
ground. Compared with DPM (see [21]), significantly more of
our errors result from poor localization, rather than confusion with
background or other object classes, indicating that the CNN fea-
tures are much more discriminative than HOG. Loose localiza-
tion likely results from our use of bottom-up region proposals and
the positional invariance learned from pre-training the CNN for
whole-image classification. Column three shows how our simple
bounding box regression method fixes many localization errors.

3.4. Bounding box regression

Based on the error analysis, we implemented a simple
method to reduce localization errors. Inspired by the bound-
ing box regression employed in DPM [15], we train a linear
regression model to predict a new detection window given
the pool5 features for a selective search region proposal.
Full details are given in the supplementary material. Re-
sults in Table 1, Table 2, and Figure 4 show that this simple
approach fixes a large number of mislocalized detections,
boosting mAP by 3 to 4 points.

4. Semantic segmentation

Region classification is a standard technique for seman-
tic segmentation, allowing us to easily apply R-CNN to the
PASCAL VOC segmentation challenge. To facilitate a di-
rect comparison with the current leading semantic segmen-
tation system (called O2P for “second-order pooling”) [4],
we work within their open source framework. O2P uses
CPMC to generate 150 region proposals per image and then
predicts the quality of each region, for each class, using
support vector regression (SVR). The high performance of
their approach is due to the quality of the CPMC regions

Analysis software: D. Hoiem, Y. Chodpathumwan, and 
    Q. Dai. “Diagnosing Error in Object Detectors.” ECCV, 2012.

No fine-tuning



False positive analysis

Performance layer-by-layer, with fine-tuning. We now
look at results from our CNN after having fine-tuned its pa-
rameters on VOC 2007 trainval. The improvement is strik-
ing (Table 2 rows 4-6): fine-tuning increases mAP by 8.0
percentage points to 54.2%. The boost from fine-tuning is
much larger for fc6 and fc7 than for pool5, which suggests
that the pool5 features learned from ImageNet are general
and that most of the improvement is gained from learning
domain-specific non-linear classifiers on top of them.

Comparison to recent feature learning methods. Rela-
tively few feature learning methods have been tried on PAS-
CAL VOC detection. We look at two recent approaches that
build on deformable part models. For reference, we also in-
clude results for the standard HOG-based DPM [18].

The first DPM feature learning method, DPM ST [26],
augments HOG features with histograms of “sketch token”
probabilities. Intuitively, a sketch token is a tight distri-
bution of contours passing through the center of an image
patch. Sketch token probabilities are computed at each pixel
by a random forest that was trained to classify 35⇥35 pixel
patches into one of 150 sketch tokens or background.

The second method, DPM HSC [28], replaces HOG with
histograms of sparse codes (HSC). To compute an HSC,
sparse code activations are solved for at each pixel using
a learned dictionary of 100 7 ⇥ 7 pixel (grayscale) atoms.
The resulting activations are rectified in three ways (full and
both half-waves), spatially pooled, unit `2 normalized, and
then power transformed (x sign(x)|x|↵).

All R-CNN variants strongly outperform the three DPM
baselines (Table 2 rows 8-10), including the two that use
feature learning. Compared to the latest version of DPM,
which uses only HOG features, our mAP is more than 20
percentage points higher: 54.2% vs. 33.7%—a 61% rela-
tive improvement. The combination of HOG and sketch to-
kens yields 2.5 mAP points over HOG alone, while HSC
improves over HOG by 4 mAP points (when compared
internally to their private DPM baselines—both use non-
public implementations of DPM that underperform the open
source version [18]). These methods achieve mAPs of
29.1% and 34.3%, respectively.

3.3. Detection error analysis

We applied the excellent detection analysis tool from
Hoiem et al. [21] in order to reveal our method’s error
modes, understand how fine-tuning changes them, and to
see how our error types compare with DPM. A full sum-
mary of the analysis tool is beyond the scope of this pa-
per and we encourage readers to consult [21] to understand
some finer details (such as “normalized AP”). Since the
analysis is best absorbed in the context of the associated
plots, we present the discussion within the captions of Fig-
ure 4 and Figure 5.
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Figure 4: Distribution of top-ranked false positive (FP) types.
Each plot shows the evolving distribution of FP types as more FPs
are considered in order of decreasing score. Each FP is catego-
rized into 1 of 4 types: Loc—poor localization (a detection with
an IoU overlap with the correct class between 0.1 and 0.5, or a du-
plicate); Sim—confusion with a similar category; Oth—confusion
with a dissimilar object category; BG—a FP that fired on back-
ground. Compared with DPM (see [21]), significantly more of
our errors result from poor localization, rather than confusion with
background or other object classes, indicating that the CNN fea-
tures are much more discriminative than HOG. Loose localiza-
tion likely results from our use of bottom-up region proposals and
the positional invariance learned from pre-training the CNN for
whole-image classification. Column three shows how our simple
bounding box regression method fixes many localization errors.

3.4. Bounding box regression

Based on the error analysis, we implemented a simple
method to reduce localization errors. Inspired by the bound-
ing box regression employed in DPM [15], we train a linear
regression model to predict a new detection window given
the pool5 features for a selective search region proposal.
Full details are given in the supplementary material. Re-
sults in Table 1, Table 2, and Figure 4 show that this simple
approach fixes a large number of mislocalized detections,
boosting mAP by 3 to 4 points.

4. Semantic segmentation

Region classification is a standard technique for seman-
tic segmentation, allowing us to easily apply R-CNN to the
PASCAL VOC segmentation challenge. To facilitate a di-
rect comparison with the current leading semantic segmen-
tation system (called O2P for “second-order pooling”) [4],
we work within their open source framework. O2P uses
CPMC to generate 150 region proposals per image and then
predicts the quality of each region, for each class, using
support vector regression (SVR). The high performance of
their approach is due to the quality of the CPMC regions

After fine-tuning



False positive analysis

Performance layer-by-layer, with fine-tuning. We now
look at results from our CNN after having fine-tuned its pa-
rameters on VOC 2007 trainval. The improvement is strik-
ing (Table 2 rows 4-6): fine-tuning increases mAP by 8.0
percentage points to 54.2%. The boost from fine-tuning is
much larger for fc6 and fc7 than for pool5, which suggests
that the pool5 features learned from ImageNet are general
and that most of the improvement is gained from learning
domain-specific non-linear classifiers on top of them.

Comparison to recent feature learning methods. Rela-
tively few feature learning methods have been tried on PAS-
CAL VOC detection. We look at two recent approaches that
build on deformable part models. For reference, we also in-
clude results for the standard HOG-based DPM [18].

The first DPM feature learning method, DPM ST [26],
augments HOG features with histograms of “sketch token”
probabilities. Intuitively, a sketch token is a tight distri-
bution of contours passing through the center of an image
patch. Sketch token probabilities are computed at each pixel
by a random forest that was trained to classify 35⇥35 pixel
patches into one of 150 sketch tokens or background.

The second method, DPM HSC [28], replaces HOG with
histograms of sparse codes (HSC). To compute an HSC,
sparse code activations are solved for at each pixel using
a learned dictionary of 100 7 ⇥ 7 pixel (grayscale) atoms.
The resulting activations are rectified in three ways (full and
both half-waves), spatially pooled, unit `2 normalized, and
then power transformed (x sign(x)|x|↵).

All R-CNN variants strongly outperform the three DPM
baselines (Table 2 rows 8-10), including the two that use
feature learning. Compared to the latest version of DPM,
which uses only HOG features, our mAP is more than 20
percentage points higher: 54.2% vs. 33.7%—a 61% rela-
tive improvement. The combination of HOG and sketch to-
kens yields 2.5 mAP points over HOG alone, while HSC
improves over HOG by 4 mAP points (when compared
internally to their private DPM baselines—both use non-
public implementations of DPM that underperform the open
source version [18]). These methods achieve mAPs of
29.1% and 34.3%, respectively.

3.3. Detection error analysis

We applied the excellent detection analysis tool from
Hoiem et al. [21] in order to reveal our method’s error
modes, understand how fine-tuning changes them, and to
see how our error types compare with DPM. A full sum-
mary of the analysis tool is beyond the scope of this pa-
per and we encourage readers to consult [21] to understand
some finer details (such as “normalized AP”). Since the
analysis is best absorbed in the context of the associated
plots, we present the discussion within the captions of Fig-
ure 4 and Figure 5.
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Figure 4: Distribution of top-ranked false positive (FP) types.
Each plot shows the evolving distribution of FP types as more FPs
are considered in order of decreasing score. Each FP is catego-
rized into 1 of 4 types: Loc—poor localization (a detection with
an IoU overlap with the correct class between 0.1 and 0.5, or a du-
plicate); Sim—confusion with a similar category; Oth—confusion
with a dissimilar object category; BG—a FP that fired on back-
ground. Compared with DPM (see [21]), significantly more of
our errors result from poor localization, rather than confusion with
background or other object classes, indicating that the CNN fea-
tures are much more discriminative than HOG. Loose localiza-
tion likely results from our use of bottom-up region proposals and
the positional invariance learned from pre-training the CNN for
whole-image classification. Column three shows how our simple
bounding box regression method fixes many localization errors.

3.4. Bounding box regression

Based on the error analysis, we implemented a simple
method to reduce localization errors. Inspired by the bound-
ing box regression employed in DPM [15], we train a linear
regression model to predict a new detection window given
the pool5 features for a selective search region proposal.
Full details are given in the supplementary material. Re-
sults in Table 1, Table 2, and Figure 4 show that this simple
approach fixes a large number of mislocalized detections,
boosting mAP by 3 to 4 points.

4. Semantic segmentation

Region classification is a standard technique for seman-
tic segmentation, allowing us to easily apply R-CNN to the
PASCAL VOC segmentation challenge. To facilitate a di-
rect comparison with the current leading semantic segmen-
tation system (called O2P for “second-order pooling”) [4],
we work within their open source framework. O2P uses
CPMC to generate 150 region proposals per image and then
predicts the quality of each region, for each class, using
support vector regression (SVR). The high performance of
their approach is due to the quality of the CPMC regions

After bounding-
box regression



ImageNet LSVR Challenge

– Image classification
         (not detection)

– 1000 classes  
         (vs. 20)

– 1.2 million training labels  
         (vs. 25k) bus anywhere?

[Deng et al. CVPR’09]



ILSVRC 2012 winner
“SuperVision” Convolutional Neural Network (CNN)

Figure 2: An illustration of the architecture of our CNN, explicitly showing the delineation of responsibilities
between the two GPUs. One GPU runs the layer-parts at the top of the figure while the other runs the layer-parts
at the bottom. The GPUs communicate only at certain layers. The network’s input is 150,528-dimensional, and
the number of neurons in the network’s remaining layers is given by 253,440–186,624–64,896–64,896–43,264–
4096–4096–1000.

neurons in a kernel map). The second convolutional layer takes as input the (response-normalized
and pooled) output of the first convolutional layer and filters it with 256 kernels of size 5⇥ 5⇥ 48.
The third, fourth, and fifth convolutional layers are connected to one another without any intervening
pooling or normalization layers. The third convolutional layer has 384 kernels of size 3 ⇥ 3 ⇥
256 connected to the (normalized, pooled) outputs of the second convolutional layer. The fourth
convolutional layer has 384 kernels of size 3 ⇥ 3 ⇥ 192 , and the fifth convolutional layer has 256
kernels of size 3⇥ 3⇥ 192. The fully-connected layers have 4096 neurons each.

4 Reducing Overfitting

Our neural network architecture has 60 million parameters. Although the 1000 classes of ILSVRC
make each training example impose 10 bits of constraint on the mapping from image to label, this
turns out to be insufficient to learn so many parameters without considerable overfitting. Below, we
describe the two primary ways in which we combat overfitting.

4.1 Data Augmentation

The easiest and most common method to reduce overfitting on image data is to artificially enlarge
the dataset using label-preserving transformations (e.g., [25, 4, 5]). We employ two distinct forms
of data augmentation, both of which allow transformed images to be produced from the original
images with very little computation, so the transformed images do not need to be stored on disk.
In our implementation, the transformed images are generated in Python code on the CPU while the
GPU is training on the previous batch of images. So these data augmentation schemes are, in effect,
computationally free.

The first form of data augmentation consists of generating image translations and horizontal reflec-
tions. We do this by extracting random 224⇥ 224 patches (and their horizontal reflections) from the
256⇥256 images and training our network on these extracted patches4. This increases the size of our
training set by a factor of 2048, though the resulting training examples are, of course, highly inter-
dependent. Without this scheme, our network suffers from substantial overfitting, which would have
forced us to use much smaller networks. At test time, the network makes a prediction by extracting
five 224 ⇥ 224 patches (the four corner patches and the center patch) as well as their horizontal
reflections (hence ten patches in all), and averaging the predictions made by the network’s softmax
layer on the ten patches.

The second form of data augmentation consists of altering the intensities of the RGB channels in
training images. Specifically, we perform PCA on the set of RGB pixel values throughout the
ImageNet training set. To each training image, we add multiples of the found principal components,

4This is the reason why the input images in Figure 2 are 224⇥ 224⇥ 3-dimensional.

5

ImageNet Classification with Deep Convolutional Neural Networks.
Krizhevsky, Sutskever, Hinton.  NIPS 2012.

input 5 convolutional layers fully connected



Impressive ImageNet results!

But... does it generalize to other datasets and tasks?
[See also: DeCAF. Donahue et al., ICML 2014.]

Spirited debate at ECCV 2012

1000-way image classification

metric: classification error rate  (lower is better)

Top-5 error
Fisher Vectors (ISI)
5 SuperVision CNNs

7 SuperVision CNNs

26.2%
16.4%

15.3% now: ~12%



Bounding-box regression
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Comparison with DPM

Cor: 65%
Loc: 13%

Sim: 18%
Oth: 1%BG: 4%

animals

Cor: 25%

Loc: 12%
Sim: 43%

Oth: 9%
BG: 12%

animalsR-CNN DPM v5

animals animals



Localization errors dominate

Cor: 65%
Loc: 13%

Sim: 18%
Oth: 1%BG: 4%

animals

animals vehicles furniture

Cor: 70%

Loc: 15%

Sim: 6%Oth: 3%BG: 6%

vehicles

Cor: 52%

Loc: 18%

Sim: 8%

Oth: 11%
BG: 10%

furniture

background
dissimilar 

classes
similar 
classes localization

Analysis software: D. Hoiem, Y. Chodpathumwan, and Q. Dai. 
Diagnosing Error in Object Detectors. ECCV, 2012.


	lec6
	rcnn-cvpr14-slides

