
CAP	6412	Advanced	
Computer	Vision

http://www.cs.ucf.edu/~bgong/CAP6412.html

Boqing Gong
April 7th,	2016



Today

• Administrivia
• A	guest	lecture	by	David	Hill	on	LSTM
• Attribute	in	computer	vision,	by	Abdullah	and	Samer



A	request	from	Shreyas

• “...	with	my	highest	respects	to	your	teaching,	I	would	like	to	suggest	
that	instead	of	paper	presentations	for	the	next	month	can	you	ask	
the	class	to	present	demos	of	the	concepts	in	computer	vision	and	
machine	learning?.	Like	programming	demos of	implementing	RNN,	
CNN,	LSTM	or	other	topics which	may	interest	students	in	the	class.”

• Topics	for	(every	first	30	mins of)	the	remaining	classes	
• Demos
• Gated	recurrent	unit,	&	continuous-time	RNN?
• Fundamental	concepts	in	state-of-the-art	computer	vision	research
• Popular	“shallow”	methods	in	computer	vision



A	request	from	UCF

• “Please	announce	to	your	students	that	the	student	evaluation	of	
course	instruction	(SPI)	is	now	available.	They	will	be	available	for	the	
next	15	days	or	until	7:00	am	on	the	day	that	the	final	exam	period	
begins	(whichever	comes	first).	Also,	please	tell	them	that	the	online	
questionnaire	includes	ONLY	eleven	(11)	questions	(9	multiple	choice	
and	2	open	comment	questions).”
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LSTM Implementation in 
Keras
David Hill



What is Keras
A deep learning Python library built on top of Theano

Can run in GPU or CPU mode

Supports complex graphical models including CNN’s and RNN’s

Most models can be prototyped in 4 to 5 lines



Installing Keras from Scratch (Ubuntu 14.04)
apt-get install python-pip
apt-get install python-numpy python-scipy
apt-get install python-dev python-pip python-nose 
apt-get install g++ libopenblas-dev git
pip install Theano
pip install pyyaml

pip install h5py
pip install keras



Keras Documentation
http://keras.io/

http://keras.io/
http://keras.io/


Our Problem: Automatic Caption Generation
Given an image, produce a human-like caption. (MS COCO)

a man racing on a motorbike

a motorcycle rider drives fast around a 
curve on a track

a person wearing a red and white 
uniform is racing a motorcycle with the 
number 58 on it

Image Human Captions:



Our Problem: Automatic Caption Generation

a man in a red helmet is riding a 
motorcycle on a track

Image Generated Caption:



How do you do this?
Show and Tell, Vinyals et. al 2015

Extract CNN features from the images.

Use an LSTM to generate captions conditioned on the CNN features.
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Model Diagram V2
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That’s It!



LSTM Diagram



The	source	code	from	David

• http://www.cs.ucf.edu/~bgong/CAP6412/lstm.py
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Upload	slides	to	“Presentation	2”

• See	“Paper	Presentation	2”	on	UCF	webcourse

• Sharing	your	slides
• Refer	to	the	originals	sources	of	images,	figures,	etc.	in	your	slides
• Convert	them	to	a	PDF	file
• Upload	the	PDF	file	to	“Paper	Presentation”	after	your	presentation
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Motivation

• Attribute predictions are interesting for a range of applications like image 
retrieval, querying databases by semantic propositions, tracking-by-detection, 
and robotic applications that require semantic information of persons for 
interaction.



Problem Statement

Attribute recognition approaches have to address three challenges: 

(i) Most attributes require fine-grained information, i.e., they need to be decided 
based on small sub-regions of the input image. 

(ii) For most input images, some attributes are not decidable. 

In some cases, it is not possible to decide an attribute, because of

occlusion, image boundaries, or any other reason.

(iii) In practice, many attributes of interest are dependent or 

correlated.



Main Contributions

(i) A method to jointly train a recognition model for all attributes is proposed. The 
resulting approach outperforms all published methods on two public benchmarks. 

(ii) The effect of modeling the N/A class is investigated, and different options for 
handling it during training are evaluated. 

(iii) A novel benchmark PARSE-27k is introduced, which is a larger well-aligned 
attribute dataset, and it is used to perform extensive evaluation to examine the 
performance relevant factors of our model.
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1. The Proposed Method.

A network can comprise multiple loss layers for different attributes. 

For every training example forwarded through the network, one then computes 
the losses and backpropagates the sum of their gradients.



One particular challenge is that most training examples contain at least one N/A 
label: 

1. Many approaches exclude the N/A labels prior to training, but this is only 
feasible if one trains separate models for each attribute.

2. Another solution would be to introduce an N/A class. 

But the N/A label only expresses that the attribute’s proposition is not decidable 
(due to the limited observer), while it certainly has an actual value in reality.



3.  For example, a person in reality either carries a bag in her hand or not. If the 
observer cannot make a decision, it is natural to say that there is simply no 
information available.



The model has one loss for each attribute, which are all accumulated during 
backpropagation.

Even if some labels of a particular example are N/A ( set the gradient to 0, muting 
its influence in training).

The other labels will still help further the training process.



1.1 KL Loss

It is a measure of the difference between two probability distributions P and Q. 

P typically represents the "true" distribution of data, observations, or a precisely calculated theoretical 
distribution, while Q typically represents a theory, model, description, or approximation of P.

In other words, it is the amount of information lost when Q is used to approximate P.

In words, it is the expectation of the logarithmic difference between the probabilities P and Q.
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where our target P for example xi is specified as follows:

P(xi = yes) = ℓ; P(xi = no) = 1 − ℓ,

• During backpropagation, a gradient of 0 for any N/A example. 

Yet, for valid labels it yields gradients equivalent to log-likelihood. 

This generalizes to the multinomial case using softmax.



1.2 Important Aspects:

(1) The attribute recognition problem is not an N-way classification like in the 
ImageNet challenge.

It can be seen as a structured prediction problem not a multi-class problem. 

(2) The model shares a large part of its parameters (weights) across all target 
attributes, and only uses a single shared training step. This enables the 
correlations implicitly.



1.3 Implementation:

• Due to the large number of parameters, CNNs are prone to overfit on smaller 
datasets. 

• This can be alleviated to some extent by pre-training the weights on a large-scale 
task, followed by training on the target task.

• This procedure, known as fine-tuning, leverages auxiliary tasks and transfers 
feature representations.



• CaffeNet is trained on the 1.2M images from the ImageNet ILSVRC-2012 1000-
way classification.

• The original loss layers (red box) are replaced with additional fully-connected 
layers and loss (green box). 

• The layout of the first layers remains completely unchanged. 





• Stochastic gradient descent is used to optimize both the newly introduced 
weights and the pre-trained weights. 

• The training does update the weights in the first layers, but at a smaller learning 
rate (1/10) than the newly added weights. 

• This is in contrast to previous work keep the first layers fixed during training for 
the target task. 



1.4 Details of the Model

1. Preprocessing step:

warping the input image to 256 × 256 pixels. 

2. During training, apply several data augmentation techniques: 

a. Resizing the original input’s bounding box in multiple scales to add more training examples.

b. Adding horizontally mirrored duplicates during training. 

For attributes that are variant to mirroring, adapt the labels accordingly. 

c. PCA jittering 

PCA of the covariance matrix of all RGB values in the training set is computed, yielding three eigenvalues ei and 
corresponding eigenvectors vi .

Then in each training iteration, sample a value α ∼ N (0, 0.1) and jitter every pixel p in the example image with

�̂ = � +��. �
 . �




=
��
 �
!�

=
�
 
!

+ ��"
�""
�#"
�$"

+ +��#
�"#
�##
�$#

+ ��$
�"$
�#$
�$$



For training: 

a. Randomly 227 × 227 sub-windows are cropped from the input image. 

b. A step-wise reduction of the learning-rate, which implies a factor 10 decrease 
every 20,000 updates (with a batch-size of 64 examples). 

c. Training is continuing until a plateau on the validation loss that is unchanged by 
a further decrease in learning-rate.



d. The regularization weight decay of λ = 0.005.
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η Learning rate

� Momentum

λ Weight decay



1.5 Forced Choice vs. Reject Option

Forced Choice Reject Option

N/A labels Discard N/A labels Can predict them

Application Image retrieval (retrieving all images of a collection 

where persons are wearing sunglasses).

Applications in robotics, tracking-by-

detection, and intelligent vehicles 

need to rely on the predictions and 

would be better off not acting on 

uncertain outcomes.

Evaluation Average Precision (AP) Balanced Error Rate (BER)



Reject Option

Reject Region Softmax Hierarchical Softmax

Softmax for two classes:
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For two class model, the activations in 

the range [0,1].

N/A is predicted by defining a region by a 

threshold δ (Bernoulli variable)

0.5 – δ ≤ a ≤ 0.5 + δ

Train with a standard softmax loss 

function with N+1 outputs.

Consider N/A is a class.

This is surprisingly effective, even though 

one could argue that the N/A labels do 

not form a class of their own.

p(A) the probability of the attribute is 

decidable.

p(B) the probability of the attribute is 

true.

p(A,B) = p(B|A) p(A)

A network of two loss layers per attribute 

is used, one logistic loss for A and one 

softmax loss for B. 

P(A)

P(~A)

P(B|A)

P(~B|A)



2. Datasets

A. HATDB (Human Attributes Database) B. Berkeley – Attributes of People

train-val-test 3500, 3500 and 2344 train-test 4013 and 4022

27 binary attributes. 9 binary attributes.

Different crops (upper-body, head-only, full-body). Different crops (upper-body, full-body).

Various resolution and poses. Various resolution and poses.



C. New Dataset – PARSE-27k

Pedestrian Attribute Recognition on Sequences containing 27k annotated examples 
(PARSE-27k). 

PARSE-27k is based on 8 video sequences of varying length taken by a moving 
camera in a city environment. 

Every 15th frame of the sequences was processed by the DPM (Deformable Part 
Models) pedestrian detector. 

The obtained bounding boxes were manually annotated with 10 attribute labels.

All attributes additionally may be labeled with an N/A value, so the binary 
attributes have 2+1 possible labels. 



PARSE-27k has a careful train (50%), val (25%) and test (25%) split. 

PARSE-27k has less variance with respect to pose and crop.



3. Experimental Evaluation:

• All models are trained to yield an N-class answer, using the KL-loss.

• 3.1. Experiments on PARSE-27k Dataset

• Training:

• a learning rate of 0.0001. 

• The model without data augmentation requires a weight decay of 0.05 to 
regulate the overfitting. 

• With data augmentation, the higher variance in the dataset reduces the need for 
regularization, and a weight decay of 0.0005 to work well.



• Combining binary attributes into an CAN model improves the performance.

• But, binary attributes appearances are highly dependent on the orientation.

• The attributes can indirectly influences each other by adapting the weights in the 
lower layers.



• The data augmentation techniques increase the mAP by 7 points. 

• The PCA jittering yields another 2 mAP points.

• Data augmentation and especially the PCA jittering result  models that are not 
prone to overfit.

• When training without data augmentation, the training parameters need to be 
adapted due to heavy overfitting, which cannot be alleviated by adapting the 
weight decay.



• The adding of these hidden layers further increases the performance of the 
model by 1.2 mAP points.



• There is no advantage for training an SVM on top of CNN activation features.



3.2 Experiments on HATDB

• Train models to predict 27 separate binary attributes. 

• The dataset proposes a train-val-test split. 

• Training continues until there is no improvement in validation loss. 

• The learning rate is set to 0.001 and the weight decay to 0.005, which gave best 
results.

• The PCA jittering based data augmentation is not used, as a quick experiment 
showed worse performance. 



• Ensemble learning is a method for generating multiple versions of a CNN and 
using them to get an aggregated prediction. 

• It is necessary to train a CNN with different initialization, in order to obtain a 
series of ensembles of the same CNN architecture. The ensemble method can 
deliver outstanding performance in reducing the testing error.

• Since then output is numerical, an obvious procedure of ensemble learning is 
averaging the prediction over the CNN trained under the same number of 
epochs.



• The ACNH model does not rely on modeling parts or context explicitly. 

• In contrast, a single holistic model is trained end-to-end (in the sense that the 
whole input window is processed at once, instead of individual sub-models for 
separate parts). 



3.3 Experiments on Berkeley Attributes of People

• The same training setup as for the training on HATDB is used.

PANDA uses aligned model, so it outperforms the proposed model in some 

attributes. 



4. Evaluation – Reject Option.

• The balanced error rate (BER), defined as the mean of the per-class errors. Let K 
be the number of classes, and C be the confusion matrix such that the row Cj∗
holds the predictions for groundtruth class j, then
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BER is the average of the proportion of wrong classifications in each class
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5. Conclusion

• A method to jointly train a CNN model for multiple attributes that naturally 
handles N/A labels in the ground-truth is proposed. 

• The model achieves better results than previous best methods on two public 
benchmarks.

• At the same time, it is less complex, i.e., does not rely on multi-level pipelines or 
external information. 



6. Future Work

• A pose-aligned model could again improve results when combined with the ACN 
model.

• Apply image proposal for input image, then use these attributes to decide which 
of these proposals are humans.



Thank you
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