Undirected Graphs

Graphs are composed of two components: vertices and edges.

Vertices are essentially points. (They are also referred to as nodes.) Typically, they will be labeled on a graph.

In an undirected graph, edges are simply lines in between pairs of vertices. 

So, for example, in a graph with n vertices, the maximum number of edges is nC2 = n(n-1)/2. This is the number of edges in a complete graph. A complete graph is a graph where there exists an edge between all pairs of vertices.

We will define the degree of each vertex of a graph to be the number of edges that are incident to that vertex.

A walk in a graph is a sequence of edges that can be traversed one by one. (This essentially means that the endpoint of an edge in a path has to be the starting point of the next edge in the path.) It is permissible for a walk to start and end in the same place. (Or, of course, start and end in different places.)

A graph is connected if there exists a path in between all pairs of vertices.

Here is an example of a undirected graph:

Directed Graphs

The only difference between a directed graph and an undirected one is how the edges are defined. In an undirected graph, an edge is simply defined by the two vertices it connects. But, in a directed graph, the “direction” of the edge matters. 

For example, let’s say a graph has two vertices v and w. In a directed graph with these two vertices, we would be allowed to have more than one edge. We could have an edge from v TO w, and another one from w TO v. In essence, each edge not only connects a pair of vertices, but also has a direction associated with it. 

Using a formal definition, the set of edges of a directed graph G can be defined as a subset of the Cartesian product V x V, where V is the set of vertices.

All of the other definitions listed for undirected graphs apply to directed ones.

Also, when we talk about the degree of a vertex in a directed graph, we have to distinguish between the “in” degree and the “out” degree. At each vertex, edges are either coming in or going out. The in degree of a vertex is simply the sum of the number of edge coming in to that vertex. The out degree is defined similarly.

Paths, Cycles, Trails, and Circuits  

A walk which contains no repeated vertices is a path. A path is called a cycle if the first and last vertices visited are the same. 

One interesting thing to note is that if you have a walk in a graph that travels from vertex a to vertex b repeating some vertices, then you must have a path that also goes from a to b. Why?

A trail is a walk which contains no repeated edges. A circuit is a trail that begins and ends at the same vertex.

The mathematician Euler who lived in Konigsberg showed that it was impossible to walk through the entire town using each of the 7 bridges in the town exactly once and end up where you started from.

An Euler circuit is defined as a circuit in a graph where each edge is traversed exactly once.

A graph can have an Euler circuit only if the degree of each vertex is even. To see this, note that every vertex you enter, you must also leave, using a different edge in your path. Thus, for each time a vertex is visited, you can “subtract” a degree of 2 from that vertex of the edges that have yet to be visited.

It turns out that this is a sufficient and necessary condition. What that means is that if a graph has an even degree at each vertex, it definitely has an Euler circuit.

Although I won’t show you a proof of this, let me show you an algorithm that always finds an Euler circuit in a graph that has one:

1) Pick a vertex to start at.

2) Find a small cycle that starts and ends at that vertex. In doing so, “erase” each edge that you travel on.

3) Pick one of the vertices in your small cycle from step 2 with degree > 0. 

4) Now, with this vertex, find a small cycle that starts and ends at that vertex. And as before, “erase” each edge that you travel on. Before you move on, you must “splice” this new cycle into the old one, creating a cycle starting and ending from at the original start vertex that has each edge that has been traversed so far exactly once.

5) Now repeat steps 3 and 4 until you have “erased” all edges in the original graph. Your listed cycle starting and ending at your start vertex should now include every vertex exactly once based on how it was constructed. This, is an Euler circuit for the original graph.

The easiest way to illustrate this algorithm is through an example:

Since this class is supposed to be in preparation for other computer science classes, I should probably add some graph information that is relevant to the study of computer science.

I only have one lecture to look at graphs, but I think it should be clear enough to you all that graphs can be used to model real life problems. Especially if we are allowed to use weighted graphs. A weighted graph is the following:

In addition to having edges that connect vertices, each edge has a weight or a “cost” associated with it. Both undirected and directed graphs can be weighted graphs. Perhaps the most natural example of a weighted graph is a standard road map with each road between cities labeled with distances. Can you think of another type of map with different “weights” that might be more useful to a driver?

As far as computer science goes, if we are going to come up with algorithms to manipulate graphs, we MUST have a reasonable way to store a graph inside of a computer’s memory.

In particular, let me show you a couple different representations of graphs, using arrays.

1) Adjacency matrix: a square 2 dimensional array with each dimension of size n, where n is the total number of vertices in the graph. Each array index represents a particular vertex. (In particular, if your vertices are v0, v1, ..., vn-1, each of these is represented by array indexes 0, 1, ..., n-1, respectively.) The element A[i,j] = 1, IF there is an edge in between vi and vj. Otherwise, this value is 0. For an undirected graph, the sum of the elements in the array of the corresponding adjacency matrix should be even. Why?

2) Incidence Matrix: a matrix where one dimension is the number of vertices and the other is the number of edges. (Typically, we imagine this matrix labeled with each vertex for all the columns and with each edge for each of the rows.) In this particular set up, we have A[i,j] = 1 iff ei is incident on vj, where the edges in the graph are e0, ... em-1 and the vertices are v1, ... vn-1. (Assume that there are n vertices and m edges in the graph.) Each edge has exactly 2 vertices incident to it. Thus, the sum of the values of each row should be 2.

How efficient do you think each of these storage systems are? Depending on the density of the graph (which can roughly be defined as the % of possible edges that are actually part of the graph), how would you choose which representation to use for a program? Can you think of other ways to store this information? How would you accommodate directed and weighted graphs?

One sort of neat use of an adjacency matrix is the following:

Let A be the adjacency matrix for a graph G. Then, each entry A[i,j] also represents the number of paths from vi to vj of length 1. Now, consider computing the matrix A2. Let matrix B = A2. It turns out that B[i,j] equals the number of paths from from vi to vj of length 2. In general, if you consider the matrix An, the entry in element An[i,j] will equal the number of paths from vi to vj of length n.

If anyone can figure out why this is the case, they’ll be exempt from the next quiz and earn 5 extra credit points. You must come to my office and explain your answer to me to earn this.

Handshaking Lemma

We also know that the sum of the degrees of the vertices of a graph is 2 times the number of edges. Why?
This is typically called the handshaking lemma, which basically says in any situation where x number of people shake hands with each other, the total number of handshakes summed over all of these people must be an even number.

The Temptation Island view of looking at the handshaking lemma would be if you asked everyone in the world(or just the island) how many people they’ve had sex with (or how many times they have had sex), and added up all the responses, you’d have to get an even number, (unless you include threesomes, in the mix, of course!!!)

