Solution to Homework# 3

Q1.  A0B2C4DEF0

  A0     1010 0000

+B2
1011 0010


0101 0010

carry

+ 1


0101 0011

C4 
1100 0100


0001 0111

carry

 +1


0001 1000

DE       1101 1110


1111 0110

F0        1111 0000


1110 0110

carry                   1


1110 0111

Taking 1’s complement of 1110 0111 we get 0001 1000 which is 18 hex.



Q.2

3.7 A buffer is set aside big enough to hold the arriving datagram, which may arrive in

fragments. The difficulty is to know when the entire datagram has arrived. Note

that we cannot simply count the number of octets (bytes) received so far because

duplicate fragments may arrive.

a. Each hole is described by a descriptor consisting of hole.first, the number of the

first octet in the hole, relative to the beginning of the buffer, and hole.last, the

number of the last octet. Initially, there is a single hole descriptor with

hole.first = 1 and hole.last = some maximum value. Each arriving fragment is

characterized by fragment.first and fragment.last, which can be calculated from

the Length and Offset fields.

1. Select the next hole descriptor from the hole descriptor list. If there are no

more entries, go to step eight.

2. If fragment.first is greater than hole.last, go to step one.

3. If fragment.last is less than hole.first, go to step one.

(If either step two or step three is true, then the newly arrived fragment

does not overlap with the hole in any way, so we need pay no further

attention to this hole. We return to the beginning of the algorithm where

we select the next hole for examination.)

4. Delete the current entry from the hole descriptor list.

(Since neither step two nor step three was true, the newly arrived fragment

does interact with this hole in some way. Therefore, the current descriptor

will no longer be valid. We will destroy it, and in the next two steps we will

determine whether or not it is necessary to create any new hole descriptors.)

5. If fragment.first is greater than hole.first, then create a new hole descriptor

"new-hole" with new-hole.first equal to hole.first, and new-hole.last equal to

fragment.first minus one.

(If the test in step five is true, then the first part of the original hole is not

filled by this fragment. We create a new descriptor for this smaller hole.)

6. If fragment.last is less than hole.last and fragment.more fragments is true,

then create a new hole descriptor "new-hole", with new-hole.first equal to

fragment.last plus one and new-hole.last equal to hole.last.

(This test is the mirror of step five with one additional feature. Initially, we

did not know how long the resembled datagram would be, and therefore

we created a hole reaching from zero to (effectively) infinity. Eventually,

we will receive the last fragment of the datagram. At this point, that hole

descriptor which reaches from the last octet of the buffer to infinity can be

discarded. The fragment which contains the last fragment indicates this fact

by a flag in the internet header called "more fragments". The test of this bit

creating in this statement prevents us from creating a descriptor for the

unneeded hole which describes the space from the end of the datagram to

infinity.)

7. Go to step one.

8. If the hole descriptor list is now empty, the datagram is now complete. Pass

it on to the higher level protocol processor for further handling. Otherwise,

return.

b. The hole descriptor list could be managed as a separate list. A simpler

technique is to put each hole descriptor in the first octets of the hole itself. The

descriptor must contain hole.last plus pointer to the predecessor and successor

holes.

Q.3

3.8 The original datagram includes a 20-octet header and a data field of 4460 octets. The

Ethernet frame can take a payload of 1500 octets, so each frame can carry an IP

datagram with a 20-octet header and 1480 data octets. Note the 1480 is divisible by

8, so we can use the maximum size frame for each fragment except the last. To fit

4460 data octets into frames that carry 1480 data octets we need:

3 datagrams 1480 octets = 4440 octets, plus

1 datagram that carries 20 data octets (plus 20 IP header octets)

The relevant fields in each IP fragment:

Total Length = 1500

More Flag = 1

Offset = 0

Total Length = 1500

More Flag = 1

Offset = 185

Total Length = 1500

More Flag = 1

Offset = 370

Total Length = 40

More Flag = 0

Offset = 555

Q.4

3.9 For computing the IP checksum, the header is treated as a sequence of 16-bit words.

and the 16-bit checksum field is set to all zeros. The checksum is then formed by

performing the one's complement addition of all words in the header, and then

taking the one's complement of the result. We can express this as follows:

A = W(1) +' W(2) +' . . . +' W(M)

C = A

where

+' = one's complement addition

C = 16-bit checksum

A = one's complement summation made with the checksum value set to 0

A = one's complement of A

M = length of block in 16-bit words

W(i) = value of ith word

Suppose that the value in word k is changed by Z = new_value – old_value. Let A"

be the value of A after the change and C" be the value of C after the change. Then

A" = A +' Z

C" = (A +' Z) = C +' Z

