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We address issues related to privacy protection in location-based services (LBSs). Most
existing privacy-preserving LBS techniques either require a trusted third-party (anonymiz-
er) or use cryptographic protocols that are computationally and communicationally expen-
sive. Our design of privacy-preserving techniques is principled on not requiring a trusted
third-party while being highly efficient in terms of time and space complexities. The prob-
lem has two interesting and challenging characteristics: First, the degree of privacy protec-
tion and LBS accuracy depends on the context, such as population and road density, around
a user’s location. Second, an adversary may violate a user’s location privacy in two ways: (i)
based on the user’s location information contained in the LBS query payload and (ii) by
inferring a user’s geographical location based on the device’s IP address. To address these
challenges, we introduce CAP, a context-aware privacy-preserving LBS system with inte-
grated protection for both data privacy and communication anonymity. We have imple-
mented CAP and integrated it with Google Maps, a popular LBS system. Theoretical
analysis and experimental results validate CAP’s effectiveness on privacy protection, LBS
accuracy, and communication QoS (Quality-of-Service).

� 2012 Elsevier B.V. All rights reserved.
1. Introduction

Location-based service (LBS) provides a user with
contents customized by the user’s current location, such
as the nearest restaurants/hotels/clinics, which are
retrieved from a spatial database stored remotely in the
LBS server. LBS not only serves individual mobile users,
but also plays an important role in public safety, transpor-
tation, emergency response, and disaster management.
With an increasing number of mobile devices featuring
built-in Global Positioning System (GPS) technology, LBS
has experienced rapid growth in the past few years.
According to the ABI research report [1], the number of
. All rights reserved.
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GPS-enabled LBS subscribers is projected to reach 315 mil-
lion by 2013.

A request for LBS can be considered a query over the LBS
server’s spatial database. For example, a query for the ten
nearest four-star hotels can be expressed as the following
SQL-like top-k query:

SELECT TOP 10 FROM Hotel
WHERE STARRATING = 4
ORDER BY DISTANCE (Hotel.Location, userLoc) ASC;

where userLoc is the user’s location. Notice that the user’s
location is specified as a constant in the ranking function
and should be sent along with the query to the LBS server.

Despite the benefits provided by LBS, users may not be
willing to provide their current location to the LBS server
due to concerns on location privacy. Such concerns can
be attributed to the seriousness of location disclosure
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and misuse: For example, an adversary may learn a user’s
political and religious affiliations based on the locations,
where the user regularly visits. In recent years, there have
been several reports on the abuse of LBS by individuals and
companies to intrude others’ privacy [32,44].

The objective of a privacy-preserving LBS is to protect
the privacy of a user’s location while maintaining a high le-
vel of LBS accuracy (e.g., the rank of a 4-star hotel in the
above example). It has received growing attention from
the research community. A k-anonymity based framework
was proposed to protect location privacy by using a trusted
third-party called the anonymizer [14,18,24,30]. With this
framework, a user sends her location to the centralized
anonymizer, which subsequently generates a k-anony-
mized [45] cloaking region that covers not only this user,
but also k � 1 other users. Then, the anonymizer transmits
the cloaking region to the LBS server as the constant in the
LBS query, and forwards the query answer to the user. This
framework prevents the LBS server from distinguishing a
user among at least k � 1 others.

Unfortunately, in real systems, it may be difficult, if not
impossible, to find a trusted third-party anonymizer, espe-
cially one which has a large user base to shrink the cloak-
ing region for better LBS privacy. To the best of our
knowledge, the only existing work which removes the
requirement of a trusted third-party is a private informa-
tion retrieval (PIR)-based approach [15]. Nonetheless, this
approach has two critical drawbacks. First, it can only be
applied to LBS servers which support the PIR-based
protocol. Second, as a common problem for PIR-based
techniques, it may incur high computational and commu-
nication overhead unaffordable to mobile devices and the
LBS server. Indeed, it was shown that PIR may incur even
higher communication overhead than an oblivious transfer
of the entire server-side database [42]. Such a cost may
become prohibitive for the LBS server if it needs to process
concurrently a large number of LBS queries.

In this paper, we investigate a privacy-preserving tech-
nique that is efficient in terms of both time and space com-
plexities, does not require a trusted third-party, and is
transparent to the LBS server so that it can be readily inte-
grated into existing LBS systems. Such a technique may
have to make a tradeoff between the privacy protection
and LBS accuracy. Nonetheless, it should provide effective
guarantees on both measures.

A straightforward method for efficient privacy protec-
tion is to randomly perturb a user’s location based on
pre-determined noise distributions on longitude and lati-
tude. This method is, in principle, similar to the randomi-
zation approach for privacy-preserving data mining [50].
Nonetheless, it is unlikely to suffice for LBS because, with
a pre-determined noise distribution, the levels of privacy
protection and LBS accuracy largely depend on the ‘‘con-
text’’, such as road and population density, around a user’s
location. For example, intuition suggests that, to achieve
the same level of privacy and LBS accuracy, a user should
(or could) deviate more from her real location in a rural
area than in a downtown area.

Thus, a critical challenge for privacy-preserving LBS is to
achieve context-aware privacy protection. The existing k-
anonymity framework does so by leveraging the anony-
mizer’s global knowledge of user distribution (so that the
cloaking region is automatically larger in a rural area
which has fewer users). Without a trusted third-party,
we must acquire the context information from other
sources. A simple solution is for each mobile device to store
a complete topology map and retrieve it before perturba-
tion to compute the adjacent area’s context. However, this
may lead to computational and storage overhead unafford-
able to mobile devices that are not designated GPS naviga-
tion systems.

In this paper, we introduce CAP, a Context-Aware Priva-
cy-preserving LBS system. The main idea behind CAP is a
dimension-reducing projection of every 2-d geographical
location to a 1-d space, such that (i) every point in the 1-
d space has homogeneous context (e.g., equal road/popula-
tion density) and (ii) adjacent locations remain close after
the projection. We refer to such a projection as a Various-
grid-length Hilbert Curve (VHC)-mapping. With CAP, a user
first projects her current location to the 1-d space based on
VHC-mapping, and then randomly perturbs the 1-d value
based on a pre-determined noise distribution. The per-
turbed value is then mapped back to the 2-d space accord-
ing to an inverse VHC-mapping and transmitted as the
user’s location to the LBS server.

VHC-mapping is designed to provide guarantees on
both privacy protection and LBS accuracy, which are inde-
pendent of the context of a user’s location. It is also very
efficient in terms of both the time and space complexities:
The VHC-map itself is computed offline based on a real-
world topology map, but only has minimal storage space
and retrieval cost. For example, a VHC-map of Texas, USA
is about 1/2000 the size of a topology map, and only re-
quires 4 KB to store. Furthermore, the usage of perturba-
tion technique ensures transparency to the LBS server,
and enables CAP to be readily integrated into existing
LBS systems.

In the design of CAP, we also investigate the network
anonymity for user’s location privacy. The premise here
is that a user’s location may be derived from her IP address
based on public information about base stations’ locations
and IP addresses, an example of which is the IP address
locator at http://www.geobytes.com/. When 802.11b base
stations are used, a user may be positioned within a small
radius of 50 m. As a result, location privacy may be brea-
ched through not only an LBS query, but also the traffic
that carries the query. To tackle this problem, we use Tor
[9], a popular anonymous communication network over
Internet, to hide a user’s IP address. Unfortunately, we
found that Tor suffers from serious QoS (e.g., response
time) degradation, which may be unbearable for mobile
(e.g., driving) applications with a short response time. To
solve the problem, we introduce a set of new routing algo-
rithms for Tor, which are able to reduce the latency and
maximize the throughput. Additionally, we evaluate the
tradeoff between communication QoS and anonymity for
the proposed routing algorithms.

To the best of our knowledge, CAP is the first real pri-
vacy-preserving LBS system that provides an efficient and
context-aware solution for both data privacy and commu-
nication anonymity without the presence of a trusted
third-party. We have implemented CAP in both SUSE Linux

http://www.geobytes.com/
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11.0 and Mac OS X Operating Systems, and are porting the
system to Linux and OS X-based mobile devices. More
information about the system implementation can be
found at http://seas.gwu.edu/�nzhang10/cap.

The remainder of the paper is organized as follows. In
Section 2, we formally specify the problem and present
the architecture of CAP. Section 3 is devoted to the devel-
opment of VHC-mapping. In Section 4, we report the
experimental evaluation results of CAP. In Section 5, we
present the front-end interface of a prototypical system
of CAP and demonstrate some results using Google Maps.
In Section 6, we review the related work. Finally, we con-
clude the paper in Section 7.
Fig. 1. Baseline architecture of CAP.
2. System overview of CAP

In this section, we present an overview of CAP, our con-
text-aware privacy-preserving LBS system. The focus is on
the system infrastructure of CAP and its performance
measures.

2.1. Parties

There are two parties in the system: a user who uses the
LBS and a server which provides the service. In practice, the
user may be a mobile device, such as a laptop, PDA, cell
phone, etc., which obtains her location from a positioning
device such as a GPS receiver. In Section 6.2, we will over-
view some existing position techniques, including GPS.
Examples of LBS server include point-of-interest search en-
gines such as Google Maps (http://maps.google.com).

The interactions between these two parties can be sta-
ted as follows: The user issues an LBS query to the server.
The LBS query is a top-k query with ranking function spec-
ified as the distance to the user’s current location. After
receiving the LBS query, the server executes it against a
spatial database and returns the answer to the user.

Due to privacy concerns, the user is unwilling to dis-
close her location to the server. Thus, the user’s objective
is to obtain the relatively accurate LBS query answer with-
out disclosing her real location. The server is supposed to
correctly answer the received LBS query. Besides, the
objective of a malicious server is to compromise the user’s
location. In this paper, we refer to a malicious server as an
adversary.

2.2. System architecture

Fig. 1 illustrates the baseline architecture of CAP. Recall
that there are two possible ways for a user’s location to be
disclosed: (i) through the location information included in
the LBS query or (ii) through the user’s network (e.g., IP)
address. CAP has two components, (i) location perturbing
and (ii) anonymous routing, principled on eliminating these
two disclosure channels, respectively.

The location perturbing component perturbs the user’s
location included in the LBS query. It also rearranges the
results returned by the LBS server based on the original
user’s location, in order to provide better data utility. The
anonymous routing component hides the user’s network
identity by routing the LBS query through relaying nodes
in an anonymous communication network, Tor, before
sending the query to the LBS server.

In this paper, we focus on developing the location per-
turbing component, as it addresses the main challenge of
context-aware location perturbation. We shall describe
the detailed design of our location perturbing component
in Section 3. For the anonymous routing component, please
refer to Appendix B for its detailed design and a demon-
stration of how the design reduces the overhead of anony-
mous routing.

2.3. Performance measures

The performance of a privacy-preserving LBS system
should be measured in terms of the accuracy of LBS query
answer, the privacy protection of user’s location, and the
communication QoS (e.g., query response time). We define
these three measures respectively, as follows.

2.3.1. Accuracy measure
Since an LBS query is essentially a top-k query over a

spatial database, we consider the accuracy measures for
top-k queries. A number of measures have been proposed,
including the rank distance (i.e., the difference between
the returned and the true rank of a returned tuple), the
true positive rate (i.e., the probability that a tuple in the re-
sult is indeed a true top-k tuple), the score distance (e.g.,
the extra distance driven according to the returned tuples),
etc. [2]. In the theoretical analysis part of this paper, we
adopt the rank distance as the accuracy measure. Nonethe-
less, in the experimental results, we shall evaluate other
possible measures, including the true positive rate.

Definition 2.1. The average rank distance of a privacy-
preserving scheme that perturbs userPos from x to R(x) is

lrðxÞ ¼ AVGt2qðRðxÞÞðjrankðt; qðxÞÞ � rankðt; qðRðxÞÞjÞ;

where AVG(�) represents the average value, q(x) and q(R(x))
are the LBS query answers when userPos = x and R(x),
respectively, and rank(t,q(x)) is the rank of tuple t in the re-
turned answer q(x).

http://seas.gwu.edu/~nzhang10/cap
http://seas.gwu.edu/~nzhang10/cap
http://maps.google.com


Fig. 2. Examples of VHC-mapping.

1 The 2-d space can be defined by latitude/longitude or by earth-
centered, earth-fixed (ECEF) Cartesian coordinates. We neglect altitude for
the purpose of this paper.
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2.3.2. Privacy measure
Our privacy measure is principled on the same anonym-

ity standard as k-anonymity. The difference, however, is
that our system does not feature a trusted third-party
which has a global view of active users. Thus, our measure
is defined over the population among which the user is
hidden. This is similar to the usage of historic footprints
of active users for the k-anonymity definition in [48].

Definition 2.2. A privacy-preserving scheme which per-
turbs userPos from x to R(x) satisfies N-camouflage iff there
exists a region C of population at least N, such that for any
subregion C0 # C, Pr{x 2 C0jR(x)} = jC0j/jCj, where j � j is the
area of the region.

According to the definition, a privacy-preserving scheme
satisfies N-camouflage iff no adversary can distinguish
between any two locations in a region of population N.

2.3.3. QoS measure
Since an LBS user may be constantly moving, the over-

head of LBS query processing is important for the utility
of LBS. Such an overhead is a combination of three parts:
(i) the location perturbing component, (ii) the random
routing protocol of anonymous routing network and (iii)
the query processing at the LBS server. Since CAP is trans-
parent to the LBS server, we do not discuss Part (iii) in the
paper. We shall discuss how we minimize Part (i) overhead
in the design of location perturbing component in Section
3. For Part (ii), we shall show how our anonymous routing
component provides a smaller overhead than the direct
application of Tor in Appendix B.

3. Location perturbing based on VHC-mapping

We focus on the location perturbing component of CAP
in this section. We begin with introducing our basic ideas,
and then substantiating the ideas of VHC-mapping, our
main technique for this component.

3.1. Key idea

Recall that the location perturbing component perturbs
a user’s position included in an LBS query before sending
the query to the LBS server. The objective is to provide
‘‘context-aware’’ perturbation without incurring the cost
of storing and retrieving a full-scale topology map in a
mobile device. Our key idea is to pre-compute a projection
from the original space (of latitude and longitude) to a new
space, such that the following three requirements should
be met.

� Locality-preserving: The projection is locality-preserv-
ing, i.e., two nearby points in the original space are also
close in the projected space, and vice versa.
� Constant-density: All points in the new space have

homogenous ‘‘context’’, i.e., population density.
� Efficiency of storage and retrieval: The projection must be

stored with space orders of magnitude smaller than the
topology map, and can be efficiently computed.
After projecting a user’s location to the new space, we
apply homogeneous perturbation to all mapped points in
the new space, project the perturbed points back to the ori-
ginal 2-d space, and then output result as the perturbed
location.

Fig. 2a provides a simple illustration of the projection
on 1-d data, where the population density is defined based
on 10 people A–F. In the original space, the population den-
sity near B, C, or D is higher than A, E, or F. The mapping is
designed such that every point in the new space has equal
density. Thus, the same noise applied to B, C, or D will be-
come smaller after being mapped back to the original
space. This is consistent with our intuition that, in order
to provide universal privacy and accuracy guarantees for
all locations, smaller perturbation should be applied a
higher-density area.

3.2. VHC-mapping

We now introduce the Various-size-grid Hilbert Curve
(VHC)-mapping, our main technique for the projection to
homogeneous-context space. We will first describe the
construction of VHC-mapping, and then discuss how it sat-
isfies the above-mentioned three requirements.

3.2.1. Construction of VHC-mapping
The construction of VHC-mapping must refer to context

information such as road or population density. In the de-
sign of CAP, we choose road density as input because (i)
economic studies show that road and population densities
are strongly correlated, following (approximately) a linear
relationship [17] and (ii) in practice, road density informa-
tion is readily available and usually more accurate than
population information. Specifically, to calculate the road
density of an area, we use the information provided by
the US Census Bureau Topological Integrated Geographic
Encoding and Referencing (TIGER) system which contains
information about roads for every county in the US. None-
theless, our design of VHC-mapping can be easily adapted
to population density as well.

Without loss of generality, we consider the original 2-d
space1 as a square. VHC-mapping involves a recursive parti-
tioning of the square into various-size cells according to
context information. Each cell is either partitioned into 4
equal-size square cells, or not (further) partitioned (i.e.,
becomes a base cell), based on the following rule:



Fig. 3. VHC-mapping for the state of texas.
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Min-Density Rule: Partition a cell into four equal-size
subcells iff the total road length2 in the original space covered
by the cell is at least l times the edge length of the cell, where
l > 1 is a pre-determined granularity ratio.

An example of the partitioning result is shown in
Fig. 2b. One can see from this figure that the base cells have
three possible sizes. According to the min-density rule, a
larger base cell represents an area with lower road density.
The key rationale behind the usage of min-density rule is
that it assures no cell is ‘‘overcrowded’’ with a very large
total road length (i.e., very large population) – as we shall
show in the perturbation design, this prevents a location at
a high-density area from receiving too large a perturbation
to remain useful for LBS.

After the partitioning process, we construct the mapped
1-d space as a variation of the Hilbert space-filling curve
[35] to connect all various-size cells in the original 2-d
space. Fig. 2b depicts an example of such a Hilbert curve,
while Fig. 2c demonstrates a real implementation on the
map of Baltimore, MD with granularity ratio l = 20. At a
larger scale, Fig. 3 depicts a real various-grid-length Hilbert
curve for the state of Texas with granularity ratio l = 20.
An intuitive observation from the figure is that the denser
regions represent large cities (e.g., Dallas, Austin, San Anto-
nio, Houston, El Paso) while the sparser regions represent
the rural areas.

The VHC-mapping is then constructed as follows: A 2-d
point in the original space is mapped to its (geographically)
nearest point on the 1-d Hilbert curve. The 1-d point, after
being perturbed by additive noise, is mapped back to the
original space by randomly selecting a 2-d point, which
can be mapped to the 1-d perturbed point. One can see that
VHC-mapping is a dimension-reducing mapping which
causes information loss because multiple 2-d points may
be mapped to the same 1-d point. As a result, the inverse
mapping from the perturbed 1-d point to the 2-d space
has to involve randomness on choosing one of the 2-d
points that can be mapped to the perturbed 1-d point. No-
tice that the error caused by such information loss is smal-
ler in high-density areas than low-density ones.
2 When there are multiple roads in the cell, the total road length is the
sum of the lengths of all roads in the cell.
3.2.2. Justification
We now explain how VHC-mapping satisfies the three

requirements we outlined in Section 3.1: (i) locality-pre-
serving, (ii) constant-density, and (iii) efficiency of storage
and retrieval.

First, a well-known property of Hilbert space-filling
curve is locality preserving, e.g., two adjacent points in
the projected space are likely to be close in the original
space. Thus, VHC-mapping satisfies the locality-preserving
requirement. Notice that there are also other space filling
curves with the locality preserving property. We will dis-
cuss the possibility of using these alternatives with VHC-
mapping and justify our selection of the Hilbert curve at
the end of this section.

Next, for the constant-density requirement, there are
two key observations: First, due to the min-density rule,
the total road length covered by each base cell is at most
l times the edge length of the cell. Second, due to our con-
struction of the VHC, the length of the Hilbert curve cov-
ered by a base cell is approximately the same as the edge
length of the cell. As such, intuitively, every point on the
Hilbert curve (i.e., in the projected space) can be consid-
ered as corresponding to about l points on the roads in
the original space. Thus, the road density is approximately
constant for all points in the projected space. This fulfills
the constant-density requirement.

Lastly, we consider the third requirement on the effi-
ciency of storing and conducting VHC-mapping. VHC-map-
ping can be stored as a 4-tree based on the partitioning of
the original space, where each node is either a leaf node (if
corresponding to a base cell) or a node with four children
(if further partitioned). Fig. 4b depicts an example of such
a 4-tree for the VHC-mapping in Fig. 4a. We can see from
the figure that base cells of different sizes are correspond-
ing to leaf nodes at different layers of the tree.

Since each node either is a leaf node or has 4 children,
we only need to store 1-bit information to indicate
whether it is a leaf. Fig. 4c shows an example of such
encoding scheme for the tree in Fig. 4b. Since a 4-tree with
n leaf nodes has at most 4n/3 (total) nodes, the space re-
quired by the serialized map file is at most 4n/3 bits.

Based on the 4-tree, VHC-mapping can be retrieved and
used as follows: First, we reconstruct the 4-tree from the
serialized map file and traverse every leaf node to assign
its corresponding range in the 1-d projected space. In par-
ticular, a leaf node at level i is corresponding to a range of
length d/2i, where d is the edge length of the entire map.
This step has time complexity of O(n). Then, we can con-
duct VHC-mapping by searching for the corresponding leaf
node (i.e., base cell) of the original 2-d location. The time
complexity is O(logn). The inverse mapping of a 1-d loca-
tion in the projection space back to the original space can
be conducted through a binary search on all leaf nodes.
The time complexity is O(logn).

3.3. Algorithms for VHC-mapping

We now present two detailed algorithms for our ap-
proach: One is the offline construction and storage of
VHC-mapping. The other is the online retrieval of VHC-
mapping and the perturbation of a user’s locations.



Fig. 4. 4-Tree for storage of VHC-mapping.
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Algorithm 1. VHC-Build: Offline Construction

Require: Map, C as the (rectangle) boundary of the
map
1:
 Store Ck BUILDTREE(C) as the HC-mapping file.

2:
 function BUILDTREEC

3:
 if total road length in C P l� edge length of

C then

4:
 Partition C equally into Cnw, Cne, Cse, Csw.

5:
 for i = nw, ne, se, sw do

6:
 return 0kBuildTreeðCiÞ

7:
 end For

8:
 else

9:
 return 1
10:
 end if

11:
 end Function
Algorithm VHC-Build depicts the offline construction
and storage of VHC-mapping. In this algorithm, we use k
to represent the concatenation operation. We partition
the original map recursively based on the min-density rule
(Line 3) and store the 4-tree into a bit stream BUILDTREE(C)
(Line 6).
Algorithm 2. VHC-Perturb: Online Location Perturbation

Require: Pre-computed VHC-mapping file hcFile
1: Load a 4-tree T of the partition from hcFile and

traverse the tree to assign the 1-d value range for
each base cell.

2: Wait until receiving userPos for perturbation.
3: Find the mapped value F(userPos) based on the 1-d

value range of the base cell which contains userPos.
4: Generate random noise r according to uniform

distribution on [�r,r].
5: Compute R(userPos) = F�1(F(userPos) + r) by

searching for the base cell which contains 1-d value
F(userPos) + r. Output R(userPos).

6: Goto 2

Algorithm VHC-Perturb depicts the online retrieval of
VHC-mapping for the perturbation of a user’s location.

As a sample run of this algorithm, consider the example
depicted in Fig. 2. We start with a 2-d location userPos in
Fig. 2b, and map it to the closest point on the Hilbert Curve
(i.e., red line). The coordinate of this mapped point then be-
comes the 1-d point F(userPos) in the algorithm. We then
add a homogeneous noise r to F(userPos), and map the re-
sult back to the 2-d space (i.e., as F�1(F(userPos) + r)) to
generate the perturbed location. Notice that r can be gen-
erated from an arbitrary pre-determined noise distribu-
tion. For the purpose of this paper, we consider the noise
of uniform distribution on [�r,r]. The theorems shown
in the next subsection for accuracy and privacy guarantees
will provide guidelines for the parameter setting of r.

Algorithm VHC-Build is executed offline and has compu-
tational complexity of O(n). The computational complexity
of Algorithm VHC-Perturb is O(n) for the retrieval of VHC-
mapping file (i.e., Line 1) and O(logn) for the subsequent
perturbation of each location.

3.4. LBS accuracy and privacy guarantees

We now analyze the performance of the location per-
turbing component based on the accuracy and privacy
measures defined in Section 2.

Suppose that POIs are independent and identically dis-
tributed (i.i.d.) with uniform distribution on the roads.
Let kPOI be the density of POI (i.e., (# of POIs)/(length of
road)). Recall that r and l are the perturbation range and
the granularity ratio, respectively. We have the following
theorem on accuracy guarantee.

Theorem 3.1 (Accuracy Guarantee). With Algorithm VHC-
Perturb and k = 1, for any location x, the expected value of the
average rank distance satisfies

EðlrðxÞÞ 6 lrkPOI; ð1Þ

when the granularity ratio l is sufficiently small.

The proof of this theorem can be found in Appendix A.
One can see from the theorem that the derived accuracy
bound is independent of road density (i.e. context). This
is consistent with our objective of providing a universal
accuracy guarantee for locations with different contexts.
Also, the accuracy bound is proportional to the product
of the perturbation range r and the granularity ratio l. No-
tice that rl can be intuitively understood as the perturba-
tion range in terms of road length in the 2-d rectangle
defined by the user’s original and perturbed 2-d locations.

Recall from Section 3 that the road and population den-
sity approximately follow a linear relationship. Let kPOP be
the ratio between population and road density (i.e., popu-
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lation/length of road). For privacy guarantee, we have the
following theorem.

Theorem 3.2 (Privacy Guarantees). For any given location,
Algorithm VHC-Perturb achieves N-camouflage, where

N ¼ 2lrkPOP; ð2Þ

when the granularity ratio l is sufficiently small.
Please refer to Appendix A for the proof of the above

theorem. The theorem shows that VHC-mapping achieves
the objective of providing a universal privacy guarantee
for locations with different contexts.

3.5. Discussion: other techniques for dimension–reduction
mapping

In this subsection, we first briefly overview the existing
techniques for dimensionality-reduction mapping, and
then explain why the Hilbert curve technique, which we
have adopted in this paper, is better suited for VHC-map-
ping (refer Section 3.2) as compared to other exiting
dimensionality-reduction techniques, due to its locality-
preserving property.

3.5.1. Overview of exiting techniques
Generally speaking, the dimensionality-reduction map-

ping techniques intend to achieve independence from space
dimensionality by mapping the multi-dimensional space
into a 1-d space.3 The most widely used technique for such
mapping is Space-filling curve (SFC) [41]. Graphically, an
SFC depicts the traversal path of a continuously moving point.
It has a certain order of traversal and can be observed as con-
necting the points inside the grids cells (2-d space) in a non-
repeating fashion. In practice, an SFC is realized as an interval
on a real number line. Thus, an integer value on the curve rep-
resents, or is mapped from, a point in the multi-dimensional
space. Such mapping is locality-preserving, i.e., two nearby
points in the multi-dimensional space will also be close to
each other on the 1-d space, and vice versa. There are many
different types of SFCs that use recursive partitioning ap-
proach4: Hilbert, Peano, Gray, etc., to name a few.

3.5.2. Justification of hilbert curve technique
The mathematical analysis provided in [4,12,28,31]

indicates that Hilbert curve preserves better locality as
compared to other SFCs. In particular, the Jump property,
as defined in [28], of an SFC reflects its locality-preserving
property. A Jump is said to happen when the distance be-
tween two consecutive points (i.e., points connecting the
grids) is greater than the length of the side of a grid cell.
Simply, without Jump(s), the neighbors in 1-d space are
guaranteed to be neighbors in 2-d space. Thus, for the
VHC-mapping (recall from Section 3.2), we choose Hilbert
SFC which has no Jump(s) in contrast with Peano or Gray
SFC. Please refer to [28] for detailed analysis.
3 These techniques enable data compression, i.e., encoding information
using fewer bits.

4 The 2-d space (a larger grid) is recursively partitioned into four smaller
grid cells, which can be further divided into smaller grid cells until a
specific criterion is met.
Another SFC technique called iDistance proposed in [23]
works as follows. First, the 2-d space is split into a set of
partitions. Second, within each partition, a reference point
is selected. Third, based on the distance from this reference
point, any 2-d point inside the partitioned can be mapped
onto a 1-d space. Clearly, this approach is inherently inef-
fective since multiple points in 2-d space may be mapped
to same value in 1-d space and vice versa. Hence, we know
that two nearby points in the 1-d space may be mapped
highly apart from each other in the 2-d space. Thus, iDis-
tance is not feasible for VHC-mapping because it does not
preserve the locality from 2-d space to 1-d space.

Recall that in Section 3.2, we introduced the algorithms
based on Hilbert curve that recursively partitions the 2-d
space under consideration into four equally sized sub-grids
along the center points of the x and y axes. We now discuss
another alternative, the Median partitioning (MP) [6,13], a
multi-dimensional space partitioning technique.

MP recursively partitions a 2-d space into two sub-
spaces along the median of the 2-d points contained with-
in. For example, to partition a space containing following
2-d points {(2,3), (5,4), (9,6), (4,7), (8,1), (7,2), (10,4)}
along the y axis, MP will choose the point (7,2) as median.
However, differently from the VHC-mapping, MP will par-
tition the 2-d space along either the x or the y axis, alter-
nately choosing between them with each recursive
partition. For example, a 2-d space when partitioned along
the y axis will result in a left and a right sub-space. The left
sub-space will then be partitioned along the x axis to gen-
erate top and bottom sub-spaces. The top sub-space will
then be partitioned along the y axis, resulting in left and
right sub-spaces. This process of partitioning continues till
specific criterion is met.

Yiu et al. in [49], proposed an interesting application of
MP to location data privacy. However, MP cannot be di-
rectly used for VHC-mapping in CAP. Similar to the Hilbert
curve, the projected 1-d space for a region (2-d space) par-
titioned using MP must be self-oriented in order to retain
its (1-d space’s) continuity. However, in MP, it would
impossible to apply a generalized rule for traversal of the
projected 1-d space in a self-oriented and continuous
manner. To merit the locality-preserving property, the
projected space must necessarily be continuous, thus
rendering MP infeasible for CAP. Additionally, the point
of partition (i.e., the median) in MP cannot be determined
statically, in contrary to the case of Hilbert curve and thus
VHC-mapping.5 Thus, to retrieve the mapping in the future,
we must additionally store (i.e, serialize into a file) the
median point information along with the data structure for
partitions (Recall the Section 3.2.2). This will result in a very
high storage overhead, which would be impractical for
mobile devices (PDAs, mobile phones etc.).
4. Experimental results

In this section, we present the implementation and
experimental evaluation of CAP. We will first introduce
5 Recall that the 2-space is simultaneously partitioned along the center
points of the x and the y axes only.
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the implementation and the experimental setup, and then
present the results for the location perturbing and anony-
mous routing components, respectively.
4.1. Implementation and experimental setup

We have implemented a prototypical CAP system for
Mac OS X and Linux operating system with support for
GPS and integration with Tor. We are currently working
on the support for cellular phone and PDA mobile clients.
The positioning device we used is a SiRF Star III GPS recei-
ver, which is connected to the laptop via USB interface [8].
The GPS data is retrieved through gpsd [46]. The location
perturbation component of CAP was implemented using
C++ and the Boost library [7]. Qt library and Google Maps
APIs (http://code.google.com/apis/maps/) were used for
GUI development to demonstrate the integration of CAP
with existing LBS systems. For the anonymous routing
component, we revised Tor version 0.1.1.26. The mobile
client is connected to the Internet via 802.11b protocol.
The LBS server is running on a desktop machine with
3.2 GHz Intel Core Duo CPU, 3 GB RAM, and Suse 10.3 oper-
ating system.

We performed our experiments on the map of Middle-
sex county, Massachusetts, USA. The map was retrieved
from the 2006 s edition of the Topological Integrated
Geographic Encoding and Referencing (TIGER) system
published by the US Census Bureau. The map can be down-
loaded as a zipped TIGER/Line file from http://www2.
census.gov/geo/tiger/tiger2006se/MA. The size of the zip
file is 13 MB.

We downloaded 800 POIs, including restaurants, hotels,
clinics, and supermarkets in the county from http://www.
gps-data-team.com/poi/. We randomly selected 1000
different co-ordinate points (latitude and longitude), lying
in areas with different road densities (e.g., downtown, rur-
al areas, suburbs, etc.), as possible user locations.
Fig. 5. 2-d Perturbation distance vs. r.
4.2. Evaluation of location perturbing component

In this section, we evaluate and compare the perfor-
mance of the location perturbing component using the
proposed VHC-mapping technique and the Naive
technique (i.e., by adding random noise directly without
conducting the mapping process between 2-d and 1-d
spaces). We demonstrate that VHC-mapping performs
much better as compared to the Naive technique. Specifi-
cally, we show that VHC-mapping’s, and thus CAP’s, perfor-
mance with an LBS is fairly consistent across locations with
different road densities as opposed to the Naive technique.
In this section, we refer to the POIs returned as the result of
LBS query, i.e., the POIs with respect to the perturbed loca-
tion, as returned POIs, while the ones with respect to the
original location as real POIs.

Recall that the ‘‘Online Location Perturbation’’
algorithm (the Algorithm VHC-Perturb in Section 3.3) uses
random noise generated from a uniform distribution
[�r,r]. We evaluate the performance of location perturb-
ing component by changing the noise parameter r. We
also evaluate the change of storage requirement by varying
the granularity ratio l (recall the ‘‘Min-Density rule’’ from
Section 3).

In order to test against locations with diverse road den-
sities, we define the road density index of a location as the
level of the leaf node that contains this location (root has
level 1). The depth of the tree is 13 when l = 8, which is
used in most experiments. Generally, the road density in-
creases in exponential order with the road density index.

Fig. 5 depicts the relationship between the average 2-d
perturbation distance, i.e., the distance between the origi-
nal and the perturbed location, and the noise parameter
r for locations with various road densities. The 2-d pertur-
bation distance is the Euclidean distance between the ori-
ginal and perturbed locations. Besides, we tested with
Manhattan distance [25] and obtained the similar results.
As we can observe, the 2-d perturbation distance for a rural
location (e.g., road density index = 5) is much greater com-
pared to a downtown location (e.g., road density in-
dex = 13). This confirms that a rural location merits a
larger perturbation than a downtown location.

Fig. 6 depicts the comparison between the VHC-map-
ping technique and the Naive technique. Recall that the
Naive technique uses universal random noise to perturb
a user’s location directly, regardless of the context. We
have used the same noise parameter value, r = 2, for both
techniques. One can clearly observe that in contrast with
the Naive technique, the VHC-mapping applies context-
aware perturbation, i.e., higher perturbation is applied to
locations with lower road density.

We evaluate the accuracy of location perturbing com-
ponent for a scenario, where we issue a top-10 query for
the nearest POI. In particular, we use two metrics to mea-
sure the LBS accuracy: (i) Rank Distance, i.e., the average
value of the difference between the rank of the real nearest
POI, and its rank in the list of returned POIs, and (ii) True
Positives Rate, i.e., the fraction of top-10 real POIs, which
are contained in the list of returned POIs as well.

It can be observed from Fig. 7 that the LBS accuracy de-
grades (i.e., rank distance increases) when we increase the
noise levels. However, there is no significant difference in
LBS accuracy for locations with different road densities as
observed from Fig. 8. Fig. 9 demonstrates a similar degra-
dation in the LBS accuracy as in Fig. 7. Nevertheless, on
average 70–80% of real POIs are contained in the list of re-
turned POIs, even when high levels of noise are used. Sim-

http://code.google.com/apis/maps/
http://www2.census.gov/geo/tiger/tiger2006se/MA
http://www2.census.gov/geo/tiger/tiger2006se/MA
http://www.gps-data-team.com/poi/
http://www.gps-data-team.com/poi/


Fig. 6. Naive technique vs. VHC-mapping.

Fig. 7. lr (Top-10) vs. r.

Fig. 8. lr (Top-10) vs. road density index.

Fig. 9. True positives rate (Top-10) vs. r.

Fig. 10. True positives rate (Top-10) vs. road density index.

Fig. 11. Extra miles vs. r.
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ilar to the observations made in Fig. 8, the LBS accuracy in
Fig. 10 is fairly equal in amount across locations with dif-
ferent road densities.

To estimate the real-world experience of CAP users, we
consider the additional distance traveled by a user to reach
the returned nearest POI (in comparison with the real
nearest POI). Fig. 11 depicts the relationship between extra
miles to be traveled and noise parameter r. It can be ob-
served that a user will have to travel longer for a higher le-
vel of privacy protection desired. However, it would be
more useful to have guarantees on extra distance to be
traveled given a particular level of privacy is desired. In
other words, we are interested in observing the value of
extra miles to be traveled as a fraction of the 2-d perturba-
tion distance. This is depicted in Fig. 12, where for all the
different values of noise parameter r, the extra distance
to be traveled is approximately 65% of the 2-d perturbation
distance.

Recall that the granularity ratio l controls the size of
the 4-tree (i.e., the VHC-mapping), and thus the size of bin-
ary map file. Fig. 13 depicts the relationship between the
storage cost of the 4-tree/binary map file and the granular-
ity ratio l. As we can observe, the storage cost decreases
exponentially when l increases. In particular, when
l = 10, we only need 5000 bits for Middlesex county and
500 bits for District of Columbia to store the 4-tree/binary
map file. This is much smaller than the size of the original
TIGER/Line map. The retrieval of the VHC-map requires
less than 0.1 s in our system, and the perturbation of a
user’s location requires less than 1 ms.



Fig. 18. Extra miles vs. r (Naive technique).

Fig. 12. Extra miles (%) vs. r.

Fig. 13. Binary map file size vs. l.

Fig. 14. lr (Top-10) vs. r (Naive technique).

Fig. 15. lr (Top-10) vs. road density index (Naive technique).

Fig. 16. True positives rate (Top-10) vs. r (Naive technique).

Fig. 17. True positives rate (Top-10) vs. road density index (Naive
technique).

6 Here, readers must notice that the rank distance of 10 indicates that
nearest POI tuple (for the original location) is absent in the results obtained
for the perturbed location.
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Figs. 14–17 depict the performance of the Naive tech-
nique with LBS. We use the same metrics for evaluation
as for the VHC-mapping technique. It can be observed from
Fig. 14 that the LBS accuracy considerably worsens with
higher levels of noise as compared to Fig. 7, even more
for locations with higher road densities. This is substanti-
ated6 in Fig. 15. As opposed to observations made from
Fig. 8, the LBS accuracy degrades for locations around down-
town (road density index 13 and 11) when the Naive tech-
nique is used. This fact is corroborated in Figs. 16 and 17.
In contrast to Fig. 9, the true positives rate drops very shar-
ply with higher noise levels in Fig. 16, especially for road



Fig. 19. Extra miles (%) vs. r (Naive technique).

Fig. 20. Front-end for CAP.

7 A GPS receiver can be built-in or connected through USB interface,
Bluetooth etc.

8 Setting the slider at the center as shown in Fig. 20 will achieve a
deviation of approximately 0.5 miles.
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density index 13, 11 and 9. This can be observed even more
clearly from Fig. 17, where the true positive rate remains
fairly equal for lower noise levels across downtown as well
as rural locations. However, the performance worsens con-
siderably for all kinds of locations.

The extra traveling distance, as observed in Fig. 18,
would render the Naive technique completely impractical
for users in downtown (road density index 13 and 11)
who prefer walking or bicycling to the POI. Even for the
users who are driving around downtown, an extra travel
of approximately two miles might be an overkill. From
Fig. 19, it can be observed that for locations around down-
town, the extra traveling distance forms a major portion of
the traveling distance to the returned nearest POI. This
indicates that the real nearest POI is much closer to the
user’s location as compared to the returned nearest POI.
5. CAP interface

The front-end interface for CAP is shown in Fig. 20.
Firstly, users of CAP are provided with following two op-
tions in order to obtain their current location: (i) they
can opt to use a GPS receiver,7 or (ii) they can choose to
input address manually as shown in Fig. 20. Notice that
CAP will use geocoding services to obtain location.

Secondly, the front-end interface allows a user to search
for all kinds of points-of-interest (e.g., hotel, restaurant,
grocery etc.). Additionally, since users can have varying
privacy preferences, they can conveniently set their de-
sired privacy level by using the slider shown in Fig. 20. No-
tice that setting a higher privacy level will result in a more
deviation from the original location.8

Adding to the flexibility of CAP, the front-end interface
allows users to choose anonymous communication, i.e.,
by selecting ‘‘Use Tor’’ in Fig. 20. Using this option will
prevent location exposure based on the device’s network
identity, but has to induce minor amount of time delay
in receiving search results. Further, a user can opt to view
her current location by choosing ‘‘Display Location’’.

The users will view their search results in Google Maps,
a content-rich LBS. As shown in Fig. 21, the (blue) down ar-
row and (green) up arrow markers show the original and
the perturbed location of the user, and the (red) numbered
round markers show POIs, respectively. In contrast with
Fig. 22, the down arrow and the up arrow markers are very
close to each other in Fig. 21. This difference is attributed
to the selection of different levels of privacy. It can be
clearly seen that LBS accuracy is inversely proportional to
the privacy level.

Recall that we re-arrange the received point-of-interest
(POI) list according to the user’s original location. The (red)
round markers are numbered 1–10 indicating the order of
their distance from the original location (down arrow). The
list of POIs on the right in Fig. 21 demonstrates the re-ar-
ranged list. Users also have an option to re-tune their de-
sired privacy level, as shown at the top in Fig. 21.
6. Related work

6.1. Location privacy

There are a large number of researches on location pri-
vacy and anonymity. In the following, we will review most
related research. Existing schemes on preserving location
privacy in LBS can be generally classified into two catego-
ries: trusted third-party based and user based schemes.

Most research on trusted third-party based schemes
adopts a k-anonymity based framework. In this frame-



Fig. 21. Integration with Google Maps LBS.

Fig. 22. Using higher level of privacy.

Fig. 23. Two cases for rank error.
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Fig. 24. Tor network.
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work, a trusted third-party called anonymizer is used to
protect location privacy [14,18,19,29,48]. For example,
Gruteser et al. in [19] studied the k-area cloaking schemes
in which the space is divided into a set of zones and each
zone has at least k-sensitive areas. Therefore, the adversary
cannot infer which area the user visits. Gruteser et al. in
[18] defined k-anonymity in LBS and proposed an algo-
rithm to adjust location resolution based on anonymity
requirements. This scheme can safeguard that a user is
indistinguishable from other k � 1 users. However, it has
been shown that when users are in the dense area and
move to different directions, the algorithms for k-anonym-
ity become very complicated and the desired anonymity
may be degraded. A recent work proposed an interesting
extension of the k-anonymity model to include the historic
footprints of users [48].

To relax the trusted third-party assumption, Mokbel
et al. in [29] studied a scheme that leverages the peer-to-
peer concept. However, the management of trust relation-
ships among autonomous peers in LBS remains an open is-
sue. Another recent work removed the requirement of
trusted third-party by using a private information retrieval
(PIR) based scheme [15]. Most research on user-driven
schemes adopts various obfuscation techniques at the user
side aimed at protecting location privacy [3,10]. For exam-
ple, Duckham el al. in [10] studied the scheme to protect a
Fig. 25. Downlo
user’s real location by inserting some faked locations.
Ardagna et al. in [3] studied the perturbation-based
scheme. The location perturbation can be either land-
mark-based [21,43] or grid-based[16].

There has also been research on protecting location pri-
vacy by hiding users’ network identities, such as network
address. For example, Hu et al. in [22] presented a frame-
work which uses random identity addresses such as IP
and MAC addresses and adopts random silent periods in
which mobile nodes do not transmit or receive frames.
Not much work has been done on the QoS for anonymous
communication networks. Rennhard et al. in [38] empiri-
cally analyzed the performance of web browsing in an
anonymous communication network using a synchronized
dummy message generation scheme. McCoy et al. in [27]
plainly presented some results of Tor’s performance mea-
surement, including router geopolitical distributions, cir-
cuit latency and throughput. Snader et al. in [40]
proposed to use bandwidth measurement algorithms and
schemes that allow users to choose either higher perfor-
mance or higher anonymity.
6.2. Positioning techniques

Positioning systems can be classified as outdoor and in-
door systems due to their vastly different requirements
and techniques. The most popular outdoor positioning sys-
tem is GPS [11]. Many cellular mobile networks allow for
the tracking of powered-on handsets through the operator
base transceiver stations. The indoor positioning systems
commonly use extensive infrastructures. The typical exam-
ples of systems are Active Badge [47], Active Bat [20] from
University of Cambridge, and Cricket [37] from MIT. These
indoor positioning systems can provide good space resolu-
tion since they are based on an extensive infrastructure
ad time.



Table 1
Downloading time comparison (unit: second).

Weighted routing Diff Diff/CA (65 KB/s) Diff/CA (610 KB/s) Diff/CA (620 KB/s)

Median 20.0422 9.2733 8.9566 7.3709 5.2343
Mean 24.3192 15.0296 12.0749 8.6298 5.711
CI lower limit 19.9743 12.9606 9.8527 6.9204 5.1213
CI upper limit 30.0927 18.4387 14.6869 10.6894 6.4669

Fig. 26. Gini coefficient of differential QoS routing algorithms.
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and a large number of sensors deployed in an area to pro-
vide position data, much as GPS does.

Many indoor positioning systems, including RADAR [5],
LANDMARC [33], Lighthouse [39] and VORBA [34], rely on
measurements of signal strength, and can be used with
existing wireless data infrastructures. For example, the
positioning systems, RADAR [5], LANDMARC [33], utilize
a signal map provided by a dense grid of base stations cov-
ering an area and they sample the signal strength on this
dense grid in order to provide good space resolution. The
systems, Lighthouse [39] and VORBA [34], rely on special
base stations with a revolving directional antenna, and
use triangulation and trilateration techniques based on
the measured signal strength and direction.
7. Conclusion

In this paper, we developed CAP to address two chal-
lenging issues in privacy-preserving LBS: (i) protection of
user location privacy from both location data and (ii) net-
work communication perspectives. CAP seamlessly inte-
grates both the location perturbation and anonymous
routing components. We measure CAP in terms of location
privacy, LBS query accuracy, and communication QoS of
the entire system. Its effectiveness is demonstrated by the-
oretical analysis, simulations, and experiments with an
implemented prototype. Our work is the first end-to-end
solution to protect location privacy and improve the accu-
racy of LBS while taking the communication QoS into con-
sideration. We believe that this paper lays the foundation
for ongoing studies of privacy-preserving LBS.
Acknowledgement

This work was supported in part by the National Sci-
ence Foundation under Grants 1117297, 0915834,
0852673, 0852674, 1116644, 0942113, 0958477 and
0943479 and 1117175. Any opinions, findings, conclusions,
and/or recommendations expressed in this material, either
expressed or implied, are those of the authors and do not
necessarily reflect the views of the sponsor listed above.

Appendix A. Proof of theorems

Theorem 3.1 (Accuracy Guarantee). With algorithm VHC-
Perturb and k = 1, for any location x, the expected value of the
average rank distance satisfies

EðlrðxÞÞ 6 lrkPOI: ð3Þ

when the granularity ratio l is sufficiently small.
Proof (Sketch). There are two factors that may contribute
to the rank distance: the perturbation applied on the 1-d
data point, and the mapping to the Hilbert curve.

We consider the 1-d perturbation first. Let X and R(X) be
the user’s original and perturbed 1-d locations, respec-
tively. Let Y be the POI which has the 1-d location closest to
R(X), and thus is returned by the query. Fig. 23 depicts the
two possible arrangements of X, R(X) and Y. In each case,
the bold line depicts the range of locations which,
compared with Y, are closer to X but further from R(X).
That is, the bold lines represent locations which should be
ranked before Y without perturbation. Clearly, the rank
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distance contributed by 1-d perturbation is the number of
POIs in the ranges of the bold lines.

For Fig. 23a, the length of the bold line is

h1 ¼ 2dðX;YÞ � 2dðRðXÞ;YÞÞ ¼ 2dðX;RðXÞÞ; ð4Þ

where d(�, �) is the distance between two 1-d locations. For
Fig. 23b, the length of the bold line is

h2 ¼ 2dðX;YÞ 6 2dðX;RðXÞÞ: ð5Þ
Notice that the expected distance between X and R(X) is

EðdðX;RðXÞÞÞ ¼ r
2
: ð6Þ

Thus, the expected number of POIs on the bold line is at
most

Eðmaxðh1;h2ÞÞlkPOI ¼ lrkPOI: ð7Þ
We then consider the rank distance contributed by the
dimension–reduction mapping – i.e., the expected number
of POIs which, compared with Y, are closer to the user’s loca-
tion in the 2-d space but further on the 1-d Hilbert curve.
Due to the distance-preserving property of Hilbert curve,
when the granularity ratio l becomes smaller, the expected
number of such POIs decreases and tends to 0. Thus, when
the granularity ratio l is sufficiently small, the expected va-
lue of the average rank distance becomes lrkPOI. h
Theorem 3.2 (Privacy Guarantees). For any given location,
Algorithm VHC-Perturb achieves N-camouflage, where

N ¼ 2lrkPOP; ð8Þ
when the granularity ratio l is sufficiently small.
Proof. The overall VHC-mapping perturbation algorithm
can be summarized by a three-step process, X ? F(X) ?
F0(X) ? R(X), where X is the user’s original location, F(�) is
the mapping from 2-d to 1-d space, F0(X) = F(X) + r (r is
the random noise uniformly distributed on [ � r,r]), and
R(X) = F�1(F0(X)) is the user’s perturbed 2-d location.
Clearly, X ? F(X) ? F0(X) ? R(X) forms a Markov chain.

When the granularity ratio l is sufficiently small, the
corresponding road density of each point on the 1-d curve
tends to be constant. As such, a user’s location has uniform
distribution on the 1-d curve. Accordingly, given F0(X), no
adversary can distinguish between any point on the range
[F0(X) � r, F0(X) + r].

The population on the 2-d region corresponding to the
1-d range of [F0(X) � r, F0(X) + r] is 2rlkPOP. Thus, given
F0(X), no adversary can violate N-camouflage with N =
2lrkPOP.

Since X ? F(X) ? F0(X) ? R(X) forms a Markov chain,
given R(X), no adversary can violate such an N-camouflage
either. Thus, Algorithm VHC-Perturb achieves N-camou-
flage with N = 2lrkPOP. h
Appendix B. Anonymous routing component

B.1. Design of anonymous routing component

In a practical LBS, a mobile’s request should be served in
a timely fashion. Otherwise, it may no longer be useful
when the mobile device has already left the location,
where the request was made. Recall from Fig. 1, the anon-
ymous communication network also contributes to the
overhead of LBS query processing. We now discuss how
to tune up the communication QoS of the anonymous rout-
ing component in CAP.

In CAP, Tor [9] is used for anonymous communication
between clients and servers. The challenge of tuning up
Tor for an LBS system is how to optimize its QoS while pre-
serving anonymity. Tor has suffered serious performance
degradation because of its random path selection algo-
rithms [36,40]. In the following, we first briefly overview
Tor and then introduce our approaches to address the chal-
lenge stated above.

B.1.1. Tor network
Tor is an overlay network on the Internet providing

anonymous communication. Fig. 24 depicts the basic
architecture of Tor.

There are four entities within the Tor network-.

� Client: A client uses an onion proxy (OP) installed on
her local machine and connects to services through
Tor, e.g., the mobile client in Fig. 1.

� Server: In the context of CAP, it is the LBS server.
� Tor routers (Onion Router): The special proxy which

relays the application data for the client to the ser-
ver. TLS connections are built between Tor routers
for link encryption.

� Directory servers: Servers holding information
regarding the Tor routers. The client downloads
the router information from the directory servers
and caches it locally.

Tor uses a type of source routing to achieve the commu-
nication anonymity between the client and server. Within
the Tor network, to browse a web server while hiding the
connection, a client chooses a series of Tor routers from
the Tor router directory. The sequence of ordered Tor rou-
ters is denoted as path. The number of Tor routers is the
path length (default is 3). The client negotiates session keys
with the chosen routers, one by one, using the Diffie–Hell-
man handshake protocol and forms a circuit.

The client packs application data into fixed-size cells
that are transmitted over the circuit. Therefore, a set of
sequential TCP connections are used to relay packets from
the source to the destination. Since Tor routers use do-
nated bandwidth from users, who may limit it using the
leaky bucket mechanism, the end-to-end throughput will
be limited by the bottleneck segment [26]. We found that
despite Tor’s weighted bandwidth path selection algo-
rithms, there is a high probability that a node with poor
bandwidth will be chosen because of the existence of a
large number of Tor routers with small-bandwidth [36].

B.1.2. QoS improvement
We propose mechanisms for differential QoS in the Tor

network in order to improve its QoS. In particular, the Tor
routers could be partitioned into classes with either high or
low donated bandwidth. Paths drawn from the class of
high-bandwidth routers can provide better performance.
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Paths can be chosen for flow requests based on a particular
flow request’s priority. In this way, high priority flows (e.g.,
LBS query request and response) will obtain a high band-
width and low priority flows will obtain a low bandwidth.
So long as user’s requirements can be met with differential
QoS, this will make more effective use of bandwidth.

Therefore, the anonymous routing component in Fig. 1
will control Tor’s routing in order to achieve differential
QoS for Tor clients. We have implemented the two simple
path selection algorithms in favor of differential QoS in the
Tor network. The first algorithm is shown in Algorithm 1,
which provides the differential routing with two priorities.
This algorithm can be easily extended to support priorities
larger than two. To provide a better QoS for LBS, a mobile
client can choose the top priority, where a user prefers a
path throughput greater or equal to MinBW.

Algorithm 1. Differentiated Routing (Diff)
Require: User specified minimum path throughput
MinBW

1: Build a pool of Tor nodes whose bandwidth is
greater or equal to MinBW.

2: Use weighted random algorithm and build a circuit
through the pool. Record used Tor nodes in existing
circuits and future circuits will not use those used
Tor nodes.

The actual path throughput under Algorithm 1 may be
much lower than MinBW because of congestion on the
Internet as numerous flows share the Tor nodes world-
wide. To overcome this problem, we propose the second
routing algorithm (Diff/CA), which considers the conges-
tion avoidance as shown in Algorithm 2. Recall that Tor
can create circuits proactively and wait for user connec-
tions. To avoid congestion, This algorithm creates circuits
proactively, measuring the path throughput until it meets
bandwidth requirement. This incurs a delay in circuit cre-
ation and our experiments show that the delay is within a
reasonable range.
Algorithm 2. Differentiated Routing with Congestion
Avoidance (Diff/CA)
Require: User specified minimum path throughput
capacity MinBW and tolerable throughput TolBW.

1: Build a pool of Tor nodes whose bandwidth is
greater or equal to MinBW.

2: Use weighted random algorithm and build a circuit
through the pool. Measure the circuit throughput
until its bandwidth is greater or equal to TolBW.

To further improve performance, we can reduce the
path length [36]. However, this may degrade the anonym-
ity that Tor provides. There is a tradeoff between QoS and
anonymity degree, which will be further evaluated in Sec-
tion 5.3.2.
B.2. Evaluation of anonymous routing component

In the following, we will demonstrate the communica-
tion QoS of the anonymous routing component for CAP
along with the anonymity of the proposed routing algo-
rithms in Section B.1.

B.2.1. Efficiency of communication
Fig. 25 depicts the cumulative distribution function

(CDF) and probability density function (PDF) of time down-
loading the map image of 208,310 bytes from TIGER under
the anonymous routing algorithms we proposed in Section
B. Diff/CA (6 20 KB/s) refers to differential routing with
congestion avoidance whose tolerable throughput is
20 KB/s. Table 1 gives the mean, median and confidence
interval (95%) (CI) of the downloading time for different
routing algorithms for Tor.

We have a few observations from Fig. 25 and Table 1.
First, the performance of Tor’s default routing algorithm,
weighted routing, can be intolerable for performance sen-
sitive service such as LBS. The largest downloading time
of the map image is 134.49 s. Second, the differential rout-
ing and the differential routing with congestion avoidance
presented in Section B.1.2 can significantly improve the
performance over Tor. With Diff/CA (620 KB/s), the median
downloading time is 5.23 s compared with the weighted
routing’s 20.04 s.

From the experiments, we can see that because Tor uses
donated computers with limited bandwidth, its perfor-
mance varies from time to time. In the design of a pri-
vacy-preserving LBS system such as CAP, we could
reduce the LBS related communication load through Tor
in order to further improve the overall system
performance.

B.2.2. Anonymity of communication
We also evaluate the anonymity of the proposed rout-

ing algorithms. Similar to [40], we use Gini coefficient as a
measure for the equality of routers being chosen for a path.
Intuitively, if a routing algorithm is skewed, the adversary
will focus on compromising more popular routers. Fig. 26
shows the Gini coefficient for differential QoS routing algo-
rithms with two priorities: high priority and low priority.
The x axis refers to what bandwidth range of routers we
choose for a path. High priority corresponds to the high-
end router range while low priority corresponds to the
low-end router range. For example, when x is 100 KB/s,
the range of routers with bandwidth P100 KB/s is the
high-end router range while the range of routers with
bandwidth <100 KB/s is the low-end router range. The
numbers in the parenthes are the numbers of routers in
the two ranges respectively.

We make the following observations from Fig. 26. When
we choose high performance routers, the Gini coefficient
decreases. A smaller Gini coefficient represents a higher
equality. That is, routers in the high performance range
will be more equally chosen. However, the number of rou-
ters in the high performance range also decreases. There is
a tradeoff here. We can see that within the range of routers
whose bandwidth is greater than 100 KB/s, the Gini coeffi-
cient is 0.64 and the number of routers within that range is
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415. There are 770 routers left in the low-end router range
and the corresponding Gini coefficient is 0.26. Both ranges
have reasonable Gini coefficients and a reasonable number
of routers in their sets. Hence, we recommend such prio-
ries for practical and general Tor routing algorithms. The
Diff/CA routing algorithm has similar Gini coefficients
since it only considers the traffic burstiness of the Internet
and other parameters are similar to the Diff routing
algorithm.
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