
Int. J. Security and Networks, Vol. 2, Nos. 1/2, 2007 137

Analysis of flow-correlation attacks in
anonymity network

Ye Zhu*
Department of Electrical and Computer Engineering,
Cleveland State University,
Cleveland, OH, USA
Fax: +1-216-687-5405
E-mail: y.zhu61@csuohio.edu
*Corresponding author

Xinwen Fu

College of Business and Information Systems,
Dakota State University,
Madison, SD, USA
Fax: +1-605-256-5060
E-mail: xinwen.fu@dsu.edu

Riccardo Bettati and Wei Zhao

Department of Computer Science,
Texas A&M University,
College Station, TX, USA
Fax: +1-979-847-8578
E-mail: bettati@cs.tamu.edu E-mail: zhao@cs.tamu.edu

Abstract: Mix networks are designed to provide anonymity for users in a variety of applications,
including privacy-preserving WWW browsing and numerous e-commerce systems. Such networks
have been shown to be susceptible to a number of statistical traffic analysis attacks. Among these
are flow correlation attacks, where an adversary may disclose the communication relationship
between a sender and a receiver by measuring the similarity between the sender’s outbound flow
and the receiver’s inbound flow. The effectiveness of the attacks is measured in terms of the
probability that an adversary correctly recognises the receiver. This paper describes a model for
the flow correlation attack effectiveness. Our results illustrate the quantitative relationship among
system parameters such as sample size, noise level, payload flow rate and attack effectiveness.
Our analysis quantitatively reveals how, under certain situations, existing flow-based anonymous
systems would fail under flow-correlation attacks, thus providing useful guidelines for the design
of future anonymous systems.
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1 Introduction

In this paper, we describe a framework for the analytical
evaluation of mix networks under a special class of statistical
traffic analysis attacks. We focus our attention on the
effectiveness of mix networks under flow-correlation attacks.

Anonymity has become necessary and legitimate in many
scenarios, such as anonymous web browsing, e-voting,
e-banking, e-commerce and e-auctions. In each of these
scenarios, encryption alone cannot achieve the anonymity
required by participants (Sun et al., 2002).

Since Chaum (1981) pioneered the basic idea of the
anonymous communication system, referred to as mixes,
researchers have developed various anonymity systems for
different applications. A significant amount of effort has
been applied to researching anonymous communications,
and many analytical results are available in the literature.
Nevertheless, much work remains to be done to assess such
systems in real-life settings, that is, with widely deployed
applications and protocols.

In this paper, we propose an analytical evaluation of mix
networks under approximations to realistic traffic.

We focus our study on a representative type of statistical
flow-based timing attack against mix networks: the so-called
flow-correlation attack (Zhu et al., 2004). In this type of
attack, an adversary attempts to reconstruct the path of
the communication flow through the mix network from the
sender to the receiver. This is done by estimating how mixes in
the network route the flow. If sufficient data is available from
all the links in the mix network, this path reconstruction can
be done on a mix-by-mix basis all the way to the suspected
receiver(s). If data are available from a subset of links only,
mixes can be considered to be aggregated into supermixes
and the path construction can be done at supermix level.
In the extreme case when data are available from the edges
of the mix network only, the entire mix network has to be
treated as a single, big supermix.

In all these cases, the basic building block of the
flow correlation attack can be described as follows: given
timing data of a flow at the input of a mix or supermix

(for brevity we will use the term of ‘mix’ to denote mixes
and supermixes in the following), and timing of aggregated
traffic leaving the mix at each outgoing link (the number of
outgoing links can be quite large in the case of supermixes),
what is the link taken by the flow? We previously
illustrated the effectiveness of the flow correlation attack
empirically for the case of single mixes (Zhu et al., 2004).
We will show in Section 5.1 that it is very effective for mix
networks as well.

Our major contributions are summarised as follows:

1 We propose a general modelling framework for mix
networks, based on the detection rate, that is,
probability that an adversary correctly identifies the
path taken by a flow at the output of a mix (or mix
network). Our modelling framework is sufficiently
generic to determine the performance of mix
networks with various mixing strategies and payload
flows.

2 We formally prove that: for any mix network, an
adversary can achieve an arbitrarily high effectiveness
as long as sufficient traffic data is available. This
result is independent of the traffic characteristics (TCP
or UDP).

3 Finally, for the special case of a single mix, we show
how our models allow an accurate prediction of the
attack effectiveness as a function of the amount of
available data to the adversary. Our analytical
methodology helps to establish useful guidelines for the
design of future anonymous systems.

The rest of this paper is organised as follows: Section 2
reviews the related work. Section 3 outlines our mix
network model, batching strategies used by existing
mix networks and threat model. In Section 4, after
formally defining the problem of flow-correlation attack, we
derive the theorem on the calculation of detection rate.
In Section 5, we use simulation experiments to validate
the accuracy of analytical results and evaluate system
performance in terms of detection rate and minimum sample
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size. We conclude this paper in Section 6 and briefly consider
future work.

2 Related work

For anonymous e-mail applications, Chaum (1981) proposed
to use special relay servers, that is, mixes, to reroute
messages, which are encrypted by public keys of mixes.
In order to remove the packet-level correlation between its
input and output messages, a mix batches and reorders input
messages before sending them out.

Message-level evolutions of Chaum’s mix were
Helsingius’ first Internet anonymous remailer (Helsingius,
1996), Eric Hughes and Hal Finney’s cypherpunk remailer
(discussed in Parekh, 1996), and Gülcü and Tsudik’s, 1996
Babel. Möller and Cottrell (2000) developed Mixmaster,
which counters a global passive attack by using message
padding and also counters trickle and flood attacks (Gülcü and
Tsudik, 1996; Serjantov et al., 2002) by using a pool batching
strategy. Danezis et al. (2003) developed Mixminion, the
design of which considers a comprehensive set of attacks
proposed by researchers.

Message-based mix networks have been extended for
e-mail applications to flow-based anonymous
communication network. Flow-based mixes operate
at a per-packet (instead of per-message) level. Such mixes
are either organised as core mix networks such as in Tor
(Dingledine et al., 2004), Onion routing (Syverson et al.,
1997) and Freedom (Boucher et al., 2000) or peer-to-peer
networks such as in Crowds1 (Reiter and Rubin, 1998),
Tarzan (Freedman and Morris, 2002) and P 5 (Sherwood
et al., 2002).

This paper is interested in the study of passive
traffic analysis attacks against low-latency2 anonymous
communication systems. In Hintz, (2002), Sun et al. (2002), a
quantitative performance analysis is given for an anonymous
web server that applies both encryption and anonymising
proxies. The analysis takes advantage of the fact that a
number of HTTP features, such as the number and size of
objects, can be used as signatures to identify web pages with
some accuracy. Unless an anonymiser addresses this issue,
these signatures are visible to the adversary. Serjantov and
Sewell (2003) analysed the possibility of a lone flow along
an input link of a mix in peer-to-peer anonymity systems.
If the rate of this lone input flow is approximately equal to the
rate of a flow out of the mix, this pair of input and output flows
are correlated. They also discussed possible traffic features
used to trace a flow. Other analysis focus on the anonymity
degradation when some mixes are compromised, (e.g. Reiter
and Rubin, 1998).

To find if Bob is communicating with Alice through a
flow-based mix network, an adversary may measure the
similarity between Bob’s outbound traffic and Alice’s
inbound traffic to the mix. In a previous study (Zhu
et al., 2004), we proposed using mutual information for the
similarity measurement. In the single-mix case, an adversary
collects samples from an input flow and each output flow
of the mix. Each sample is divided into multiple equally
sized segments based on time. The number of packets in each
segment is counted and forms a time series of packet counts.

Then the adversary chooses the output link whose flow’s
packet count time series has the biggest mutual information
with the input flow’s packet count time series as the input
flow’s output link. To counter such attacks, we proposed the
use of adaptive padding, in which the output flows of a mix
are synchronised and packets to different output links are sent
in a predefined order. If there is no packet to an output link
and a deadline is passed, dummy packets are generated for
that output link.

Levine et al. (2004) describe an approach to discover
whether Bob is communicating with Alice. In their particular
case, they have access to per-flow packet data. This is the case,
for example, when the attacker has access to the unprotected
flows entering and leaving the mix network. Similarly, the
mixes at the two ends of the flow may be controlled by
the attacker. Given this information, the attacker can use
cross correlation to measure the similarity between individual
flows. In comparison, the flow correlation attack described
by Zhu et al. (2004) attempts to identify the path of a flow
across one or more non-compromised mixes. In order to do
this, the attack must identify a flow within an aggregate of
mixed flows. As a result, a successful flow correlation attack
not only detects the sender and receiver of a specific flow, but
also be used to reveal the path taken by the specific flow in
the mix network.

Danezis (2004) describes an attack on the Continuous Mix:
in such a mix packets get individually delayed according to
some probability distribution. Since the packet delays are
independent, the departure distribution of the packets of a
flow can be accurately described (if one ignores queuing)
by convoluting the packet-arrival and the delay distribution.
This can be used as a basis for measuring similarities among
flows.

In this paper, we focus on mix-based (or more generally
rerouting-based) anonymity systems. Other anonymity
systems have been described in the literature: broadcast tree
systems, for example, hide the sender–receiver relation by
multicasting the flow data to the receiver, in addition to
several ‘dummy’ receivers. A complete different approach
is taken in DC networks (see Chaum, 1998) where each
participant shares secret coin flips with other pairs and
announce the parity of the observed flip to all other
participants and to the receiver. The total parity should be
even, since each flip is announced twice. By incorrectly
stating the parity the sender has seen, this causes the parity to
be odd. Thus the sender can send a message to the receiver.
The receiver gets the message if it finds the parity to be odd.
Nobody except the sender knows who sent the message. This
scheme replies on an underlying broadcast medium, which
comes at a great expense as the number of participants grows.
Due to this lack of scalability none of the currently deployed
systems employs this method. In the following, we will focus
on rerouting-based systems.

3 Models

3.1 Mixes and mix networks

A mix is a relay device for anonymous communication.
Figure 1 (a) shows a network where hosts communicate



140 Y. Zhu et al.

among each other by way of a mix. A single-mix network
can achieve a certain level of communication anonymity:
The sender of a message attaches the receiver address to
a packet and encrypts it using the mix’s public key. Upon
receiving a packet, the mix decodes the packet using its
private key. Different from an ordinary router, a mix usually
will not relay the received packet immediately. Rather, it
collects several packets and then sends them out in a batch.
The order of packets may be altered as well. Both batching
and reordering techniques are necessary in order to prevent
timing-based attacks. Without batching and reordering, a
simple timing correlation of packets collected at the input
and output links may break the anonymity that the mix tries
to maintain.

As shown in Figure 1 (b), typically, mixes are deployed
as mix networks, which are connected through overlays.
Mix networks have the benefit that they generally continue
providing some level of anonymity even in the presence of
compromised mixes. In this paper, we will concentrate on the
analysis of mixes and of supermixes that consist of potentially
large number of mixes. We will describe the effectiveness of
mix networks in Section 5.1 and discuss extensions of the
analysis in Section 6.

3.2 Batching strategies

Batching strategies are designed to prevent not only simple
timing analysis attacks, but also powerful trickle attacks,
flood attacks and many other forms of attacks (Danezis
et al., 2003; Serjantov et al., 2002). serjantov et al.
(2002) summarises seven batching strategies that have been
proposed. These seven batching strategies are listed in
Table 1.

In Table 1, batching strategies from S1 to S4 are denoted
as simple mix, while batching strategies from S5 to S7 are
denoted as pool mixes. From Table 1, we can see that
the transmission of a batch of packets can be triggered
by different events, for example, queue length reaching a
predefined threshold, a timer having a time out or some
combination of these two.

Flow-based mix networks can also use stop-and-go and
similar mixing strategies (Danezis, 2004; Kesdogan et al.,
1998). In such strategies, individual packets are each assigned
a delay, based on a probability distribution. Consequently, the
packets in a flow are reordered and anonymity is maintained.

The goal of this paper is to develop a theoretical framework
to evaluate the effectiveness of batching mix strategies

Figure 1 Mix network: (a) a single-mix mix network and (b) a supermix mix network
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Table 1 Mix batching strategies (Serjantov)

Strategy Name Adjustable Algorithm
Index parameters

S0 Simple proxy none No batching or reordering

S1 Threshold mix < m > When n = m, send n packets

S2 Timed mix < t > A timer times out every t seconds. Every
time when the timer times out send out
all packets in the queue

S3 Threshold or timed mix < m, t > A timer times out every t seconds. When
either the timer times out or the queue
length equals to m, send all packets in the queue

S4 Threshold and timed mix < m, t > A timer times out every t seconds. When
both the timer has timed out and the queue
length has been no less than m, send all packets in the queue

S5 Threshold pool mix < m, g > When the queue length equals to m + g,
send m packets randomly chosen from the queue

S6 Timed pool mix < t, g > A timer times out every t seconds. When the
timer times out and (n > g), send n − g packets
randomly chosen from the queue

S7 Timed dynamic-pool mix < m, t, g, p > A timer times out every t seconds. When the
timer times out and (n ≥ m + g), send max(1, �p(n − g)�)
r packets randomly chosen from the queue

Note: n – queue size; m – threshold to control the packet sending; t – timer’s period if a timer is used; g – the minimum number of
packets left in the pool for pool Mixes; p – a fraction only used in timed dynamic-pool mix.
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for flow-based mix networks against a class of powerful
flow-based timing attacks.

3.3 Threat model

An adversary may have many ways to attack a flow-based
mix network (Danezis, 2004; Dingledine et al., 2004;
Serjantov and Sewell, 2003). Researchers have previously
paid attention to packet-level timing attacks. In this paper,
we will demonstrate that flow-level timing correlation attacks
pose a much more serious threat to mix networks.

We assume a passive adversary, whose capability is
summarised as follows:

1 The adversary is passive: she/he observes input and
output links of a mix, collects the packet interarrival
times and analyses them. Since traffic is not actively
altered (by, say, dropping, inserting and/or modifying
packets during a communication session), this kind of
attack is difficult to detect. It can be easily staged on
wired and wireless links (Howard, 1997) by a variety of
agents, such as malicious ISPs or other interested
entities (FBI, 2003).

2 The attacker is global: she/he can observe all the links of
the mix network. Whenever links are beyond her reach,
we treat that portion of the mix network as a super mix.

3 The mix’s infrastructure is at least partly known to the
adversary. The details of the mix batching strategies
need not be known (we will make use of knowledge
about mix’s operation when we generate the models of
mix effectiveness in the following sections).

4 The adversary cannot correlate a packet on an input link
to another packet on an output link based on content or
on size. The former is prevented by encryption and the
latter by packet padding, respectively. We evaluate how
well the attacker can statistically correlate flows based
on timing despite the batching in the mix.

5 In this paper, we do not consider explicit link padding
with dummy packets. However, the network carries
cross traffic that:

a acts as naturally occurring ‘dummy’ traffic and

b adds to the timing perturbance through queuing
and congestion in switches, routers, and mixes.

Also, we assume that there is no fragmentation of
packets. The mix network is not using multipath
routing. That is, all packets of a flow are routed along
the same path. The analysis in this paper gives guideline
to trade-off flow duration versus anonymity.

6 Finally, we assume that the specific objective of the
adversary is to identify the output link of a traffic flow
that appears on an input link. Others have described
similar attacks, but under simplified circumstances.
Serjantov and Swell (2003), for example, assume that
the flow under attack appears alone both on an input
link and an output link of a mix, thus making its traffic
characteristics immediately visible to the attacker.

4 Estimating detection rate

In this section, we will first describe flow-correlation attacks
and then analyse their performance in terms of detection rate.

4.1 Flow correlation

4.1.1 Problem Definition

Define a traffic flow as a series of packets exchanged between
a sender (Alice) and a receiver (Bob) in the network.3 For the
attacker who reconstructs the path of a flow, a fundamental
question must be answered: given a flow, f , into a mix
or mix network, which output link does the flow take?
For example, consider the simplified scenario in Figure 2,
where f ′, c′

1,…, c′
4 are output flows of input flows f ,

c1,…, c4, respectively. The goal of the adversary is to
determine whether input flow f , after passing through the
mix, goes through linkM→R1 (link from mix M to R1) or
linkM→R2 .

Flow f is not alone in the mix network: Firstly, it is
typically not alone on the input link to the mix. Secondly,
significant cross traffic either naturally exists or is generated
by the mix network. We therefore have to assume that there
is cross traffic (e.g. denoted by c1, c2, c3, and c4 in Figure 2)
interfering with the correlation analysis. In the experiments,
we will focus on scenarios where long-term average traffic
rates on all the output links (e.g. linkM→R1 and linkM→R2

in Figure 2) are identical. This renders simple statistical
attacks, such as average traffic rate based attacks by Serjantov
and Sewell (2003), invalid. In this section, we will always
use the set-up of Figure 2 as an example to demonstrate our
analysis technique.

Figure 2 Mix set-up and flow configuration
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4.1.2 Flow-Correlation Attack Algorithm

To determine which output link the input flow f uses,
an adversary has to collect information and make a
determination based on some statistical analysis. In this
paper, we consider the case where the adversary adopts a
method based on mutual information (Zhu et al., 2004) of
the input flow and the aggregate flows on each output link
and chooses the output link whose aggregated flow has the
biggest mutual information with the input flow. Specifically,
using Figure 2 as the example, the adversary will collect a
traffic sample from both input and output links. Then, he/she
calculates mutual information I (f, lM→R1) and I (f, lM→R2),
where lM→R1 = f ′ + c′

1 + c′
4 is the aggregated flow on

linkM→R1 and lM→R2 = c′
2 + c′

3 is the aggregated flow on
linkM→R2 . A decision will then be made in the following way:
if I (f, lM→R1) > I (f, lM→R2), the adversary will declare
linkM→R1 as f ’s output link. Otherwise, linkM→R2 will be
chosen.
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The rationale for comparing mutual information is that
the correct output link carries the flow, embedded in cross
traffic: the input flow and the aggregate output flow are
therefore not independent and thus display a non-zero mutual
information. In Figure 2, it is statistically likely that input flow
f is more similar to the aggregated flow lM→R1 on linkM→R1

than the aggregated flow lM→R2 on linkM→R2 since f ′ is
in lM→R1 .4

4.1.3 Mutual information estimation

From the discussion above, we can see that an accurate
estimation of mutual information of input and output traffic
is critical in flow-correlation attacks.

We assume that the adversary uses the following packet
counting scheme to estimate the mutual information between
the input flow f and any aggregated flow l on an output link:

1 The adversary collects (by, say, sniffing) a sample of
traffic traces of the input flow f and the aggregated
flow l.

2 Each traffic trace is divided into segments. The length of
the segments is equal to T seconds, which is denoted as
sampling interval. The number of the segments in a
trace is denoted N and is called sample size in this paper.

3 The number of packets in each segment of both traces is
counted. Let a and b represent the random variables of
the numbers of packets in a segment of traffic trace from
an input flow and output link aggregated flow,
respectively.

Two time series can be obtained:

(a) The input flow packet rate time series

fT = {a1, . . . , aN }
is the series of number of packets ai in the ith

segment of the input traffic flow trace. Note that
ai ∈ {0, . . . , r}, where

r = max(a) (1)

(b) The output link aggregated flow packet rate time
series

lT = {b1, . . . , bN }
is the series of number of packets bi in the ith

segment of the output link traffic flow trace.
Note that bi ∈ {0, . . . , s}, where

s = max(b) (2)

4 Based on the time series fT and lT , a joint time series
can be developed as follows:

JT = {(a1, b1), . . . , (aN, bN)} (3)

where ai and bi are elements in time series of fT and lT ,
respectively.

5 Finally, the mutual information of the input flow and the
output link flow can be estimated by the following
formula:

Î (f, l) ≈
r∑

a=0

s∑
b=0

p̂(a, b) log
p̂(a, b)

p̂(a)p̂(b)
(4)

where p̂(a), p̂(b) and p̂(a, b) are the frequencies of a,
b and (a, b) within fT , lT and JT , respectively.

4.2 Derivation of the detection rate

The detection rate v measures the effectiveness of the attack
and is defined as the probability that the adversary correctly
recognises the output link of the input flow f . Without loss
of generality, we assume that the input flow f uses the mix’s
first output link that is, linkM→R1 . Based on the algorithm
described in Section 4.1.2, the general formula to compute
detection rate is as follows:

v = Pr
(
Î (f, lM→R1) > Î (f, lM→R2), . . . ,

Î (f, lM→R1) > Î (f, lM→Rn)
)

(5)

Distribution of the Mutual Information: the attacker makes
her decision by comparing the estimated mutual information,
based on the sampled data, instead of actual mutual
information based on the underlying probability. The
effectiveness (i.e. the detection rate) of the attack therefore
suffers if insufficient data is available. In the following, we
will show how the amount of available trace data affects
the detection rate of the attack. For this we will show
how the estimated mutual information based on histograms
of collected trace data affects Equations (6) and (7). We
will also show that the attack is correct, that is, with
sufficient trace data available the effectiveness of the attack
approaches 100%.

To calculate the detection rate by using (5), we need to
obtain the probability distribution function of the mutual
information estimation Î (f, l) in (4). According to Hutter
(2002), for a sufficiently large sample size N , Î (f, l) should
satisfy a normal distribution. To obtain the distribution
function, we therefore only need to estimate Î (f, l)’s
mean and variance, which are given in Lemmas 1 and 2,
respectively. Their proofs can be found in Appendix A.

Lemma 1: The mean of the mutual information estimation
Î (f, l) is given by

E(Î (f, l)) ≈ I (f, l) + (r − 1)(s − 1)

N
(6)

where I (f, l) is the original mutual information, and r and
s are defined in (1) and (2), respectively.

As described in Equations (1) and (2) the value for r and s

describe the range of possible sample values observed at the
input and output ports, respectively. For 10 Mb/sec links,
the maximum numbers of packets observed over a 10 msec
interval could be about 10, giving rise to a value of 10 for
r and s.
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Lemma 2: The variance of the mutual information estimation
Î (f, l) is given by

var(Î (f, l)) ≈ Cf,l

N
(7)

The constant Cf,l is defined as follows

Cf,l =
∑
a,b

p(a, b)

(
log

p(a, b)

p(a)p(b)

)2

−
(∑

a,b

p(a, b) log
p(a, b)

p(a)p(b)

)2

(8)

wherep(a, b) is the original probability distribution of (a, b).

4.2.1 Detection rate theorem

Based on the distribution function of the estimated mutual
information, we can calculate the detection rate by the
following theorem. Its proof can be found in Appendix B.

Theorem 1: For a mix with any number of output links, the
detection rate, v, is given by

v ≈ 1 −
√

Cf,lM→R1

N

×
∫ −I (f,lM→R1 )

√
N/Cf,lM→R1

−∞
N (0, 1)dx (9)

where N is the sample size, I (f, lM→R1) is the mutual
information of the input flow f and its corresponding output
link aggregated flow lM→R1 , N (0, 1) is the density function of
the standard normal distribution, and Cf,lM→R1

is a constant.
We can make a number of observations on Theorem 1.

• No assumptions are made in Formula (9) about the
batching strategy of the mix or about the network
topology. Theorem 1 is therefore valid for mix networks
with arbitrary topology. Similarly, no assumption is
about the type of traffic or about the amount of cross
traffic. As a result, Theorem 1 is very general.

• Clearly, the detection rate is an increasing function of
sample size N . Thus, when sample size N increases, the
detection rate approaches 100%. This formally proves
the intuitive fact that any mix network will fail and
cannot maintain anonymity if the adversary has access
to sufficient amount of traffic data.

4.2.2 Joint distribution of (a, b)

In Theorem 1, both constant C and the original mutual
information I (f, l) depend on the joint distribution function
p(a, b), which in turn is defined by the strategy of the mix
network and the type and amount of traffic in the network.
It can be estimated by two methods:

• Direct Estimation: that is, we can estimate p(a, b)

directly from the time series JT defined in Equation (3).
Specifically, from JT , a frequency distribution of (a, b)

can be established. Then, we can use standard statistical

techniques to obtain an estimation of p(a, b). See
Silverman (1986) for details.

• Estimation based on poisson assumption: the joint
distribution p(a, b) can be calculated as follows:

p(a, b) = p(b|a)p(a). (10)

To calculate the conditional probability p(b|a) in
Equation (10), we need to apply proper queuing models
in accordance to mixing strategies. For example, if the
input flow is assumed to be a Poisson process, for a
Simple Proxy S0, a M/D/1 queuing model should be
used. For a Timed Mix S2, we should use an embedded
Markov chain. Please see Appendices C and D for a
detailed derivation of the probability from the models.

5 Evaluation

In this section, we assess the accuracy of methods we
developed to estimate detection rate and to evaluate the
performance of mix networks that are under flow-correlation
attacks. We use the popular ns-2 network simulator
(Canne and Floyd, 2004) for all the experimental evaluations.

5.1 Failure of mix network

Before we proceed to evaluate the accuracy of our predictive
models for single mixes, we provide data to validate the
claim made in Theorem 1: for any size of mix network, given
sufficiently long data, flow correlation attack will ultimately
achieve a detection rate of 100%.

The network topology for this experiment is shown in
Figure 3: the senders and receivers are connected by a
stratified cascade of 2n mixes. Each flow traverses n mixes to
reach its receivers. Each link between mixes has a bandwidth
of 10 Mbit/sec and propagation delay of 10 msec. The senders
and receivers are connected to the mix network via links with
bandwidth of 100 Mbit/sec and propagation delay of 1 msec.
There are nine flows in the network: flow S1 → R1, flow
S2 → R1, flow S3 → R2, flow S4 → R5, flow S5 → R6, flow
S6 → R3, flow S7 → R4, flow S8 → R7 and flow S9 → R8,
respectively. Flow S1 → R1 , flow S2 → R1, and flow
S3 → R2 traverse odd-numbered mixes only, flow S8 → R7

and flow S9 → R8 traverses even-numbered mixes only, flow
S4 → R5, flow S5 → R6, flow S6 → R3 and flow S7 → R4

take the zigzag path between the two horizontal lines of the
mixes, and flow S1 → R1 is the flow of interest to us. To ease
the control of noise traffic rate, only flow S1 → R1 is TCP
traffic from a FTP session and the other flows are UDP with
Poisson arrival. The average traffic rate to all the receivers
are adjusted to roughly five times the average rate of flow
S1 → R1. The mixes in network are all timed mixes with a
batch interval of 10 msec.

Figure 4 shows detection rate of a flow correlation attack
for different numbers of mixes in the network. The length
of sampling segments is set to be 10 msec. We make the
following observations:

1 As stated in Theorem 1, the flow correlation attack is
still effective when the network size is increased
reasonably large.
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Figure 3 Topology of mix network
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2 In fact, the flow correlation attack achieves higher
detection rates for larger mix networks! While we have
not analysed this effect in detail, we conjecture that the
reason is the loop-control mechanism of TCP: more
mixes on the path, the larger burstiness of the TCP flow
from Alice to Bob. In turn, this makes Alice’s flow more
recognisable compared with the background noise
traffic.

Figure 4 Effectiveness of flow correlation attack versus size of
the mix network (sample size: number of sample
intervals of length 10 msec)
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5.2 Estimation error of detection rate

In the last section, we derived Formula (9) to compute
detection rate. This formula is an estimated one due to, at
least, the following reasons:

• Error in Taylor Expansion: in Formula (AE3) (in
Appendix A), the computation of mutual information is
estimated by a Taylor expansion, which introduces
certain error for limited number of terms.

• Error in p(a, b) computation: as discussed in
Section 4.2.2, we introduce two different methods to
estimate p(a, b). Either one of them will contribute
some error in the estimation of detection rate.

In this section, we would like to examine the accuracy of our
estimation in order to ensure the performance data we derive
in this paper are practically meaningful. We use the one-mix
network setup in Figure 2.

We define e, the estimation error of detection rate, as
follows:

e = |approximated detection rate − exact detection rate|
exact detection rate

(11)

We obtain the exact detection rate in (11) by simulation. In all
our experiments mentioned earlier, to prevent attacks based
on analysing average traffic rates, traffic average rates on all
output links are assumed to be the same. The traffic type of
payload flow can be either UDP or TCP, with traffic rates
of 100 and 80KBps bps, respectively. Compounded with
noise traffic, each output link has an aggregated traffic rate
500 KBps. T , the length of sampling segments is set to be
10 msec.

Figure 5 depicts the estimation error in terms of
sample size. From this figure, we can make a number of
observations:

• For all the traffic types and batching strategies, if the
sample size is small (say, less than 100), the estimation
error may be more than 5%. Fortunately, the estimation
error diminishes and eventually approaches to zero
when the sample size is sufficiently large. For example,
when the sample size is 200, which corresponds to a
sample of two seconds, the estimation error for all cases
is below 4%. This observation suggests our estimation
methods will be quite useful in practical situations.

• Generally speaking, the direct estimation method
results in smaller error than the estimation by Poisson
assumption. This is to be expected as the traffic on the
Internet is not inherently Poisson (Paxson and Floyd,
1995).

• In comparison with the networks using different
batching strategies, the estimation errors appear to be
similar. However, when we compare networks with
different traffic types, the one with UDP traffic seems to
result in less error. This is, perhaps, due to the difficulty
in statistical modelling of TCP traffic.
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Figure 5 Estimation error of detection rate (sample size: number of sample intervals of length 10 msec): (a) Mix network without
batching (strategy S0) and with UDP traffic (b) mix network without batching (strategy S0) and with TCP traffic (c) mix
network with batching (strategy S2) and with UDP traffic (d) mix network with batching (strategy S2) and with TCP traffic
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Figure 6 Detection rate (sample size: number of sample intervals of length 10 msec): (a) mix network without batching (strategy
S0) and with UDP traffic (b) mix network without batching (strategy S0) and with TCP traffic (c) mix network with
batching (strategy S2) and with UDP traffic (d) mix network with batching (strategy S2) and with TCP traffic
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Figure 7 Minimum sample size: (a) mix networks without batching (strategy S0) (b) mix networks with batching (strategy S2)
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5.3 Detection rate

Figure 6 shows the detection rate in terms of sample size.
We can make the following observations:

• In all cases (of different batching strategies and traffic
types), the detection rate approaches to 100% when the
sample size is sufficiently large. This demonstrates the
challenges poised by flow-correlation attacks and
validates the claim we made in Section 4.2.1.

• Even when the sample size is not too large (say, about
200), the detection rate can be relatively high, say, more
than 90% for the shown cases.

• Implication of the above two observations is serious: a
mix network would fail to provide anonymity under the
flow-correlation attacks if the adversary is allowed to
collect its sample for a time period of sufficient length.
Note that, by using our formulae, a system designer can
relatively precisely predict the situations where the
failure may occur and invoke other countermeasures
(such as shortening the flow life time, utilising channel
hoping in wireless networks, etc.).

5.4 Minimum sample size

As mentioned earlier, a way to provide a countermeasure
against flow-correlation attacks is to reduce the flow life
time and hence, the adversary cannot obtain a sample that is
sufficiently large. To provide some guidelines on this matter,
we measure m, the minimum sample size needed in order for
the adversary to achieve a given level of detection rate.

In Figure 7, we compare the systems under the measure
of the minimum sample size with different traffic type and
batching strategies. A number of observations can be made
from Figure 7.

• In comparison of the cases with different detection
rates, the higher detection rate requires larger minimum
sample size. For example, in Figure 7(a), for the case of
TCP traffic, when the detection rate requirement
changes from 95% to 99%, the minimum sample size
increases from about 130 to almost 200. While this
observation is expected, our formulae can provide
useful guidelines for system parameter selection here.

• For UDP traffic, it seems that the batching strategy may
not be effective in terms of the minimum sample size.
In other words, the difference between Figure 7(a) and
(b) is not significant for the case of UDP traffic.

• However, effectiveness of batching appears to be much
more interesting for the TCP traffic. We observe that the
minimum sample size actually reduces when we switch
the network from using no batching (S0) to using
batching strategy S2. That is, Figure 7(a) shows that
when a mix network does not use any batching and
traffic is TCP, a sample of about 290 is required to
achieve a detection rate of 99%, while in Figure 7(b),
we see that for a network that does use batching and has
the similar rate of TCP traffic, the size of sample is
reduced to 210 to achieve a detection rate of 99%. This
is somehow against intuition: if sample size is a
measure of the level of difficulty for an adversary, our
data show that the adversary has more difficulties to
achieve the required detection rate in a network without
batching rather than with batching. This phenomenon
actually can be explained. When batching is performed,
the TCP traffic may start oscillation. Consequently, this
oscillation seems to provide a much better signature for
the adversary to make a recognition by correlating the
traffic on input and output links. We believe this is an
important discovery which justifies the necessity of our
modelling and evaluation in this paper. We strongly
suggest to always make a thorough evaluation for
anonymity systems to be deployed.

6 Conclusion

We have analysed the anonymity of mix networks
under flow correlation attacks. We present a formal
model of the adversary and derived the detection rate
as a performance measure of the system. Our theory
discloses the underlying principle of flow-correlation attacks.
As such, our results are the first to illustrate the quantitative
relationship among system parameters, such as sample size,
noise level, payload flow rate and detection rate. Our
analysis quantitatively reveals that flow-correlation attacks



Analysis of flow-correlation attacks in anonymity network 147

(by performing correlation of flows into and out of a
mix) can seriously degrade anonymity in mix networks.
Consequently, our results also provide useful guidelines for
the design of future anonymous systems where additional
countermeasures must be taken.

The work reported in this paper needs to be extended in
a number of ways. The first obvious example is extension of
the current work to mix networks. While Theorem 1 formally
proves that any mix network is eventually bound to fail given
sufficiently amount of data available to the adversary, we
do not know yet how to predict the effectiveness of such
networks for realistic traffic. Attention also needs to be paid
during the modelling process on how the traffic travels in
the super mix, as it will perform several aggregated batching
procedures in addition to other traffic manipulations (such as
delay and loss). As shown in Figure 4, the interaction between
TCP and sequences of mixes is subtle but has strong effect,
while for single mixes, appropriate queuing models can be
derived and inserted into the modelling framework. For mix
networks, the modelling framework will need to be extended
to account for TCP-level feedback. Furthermore, future
studies are needed on more effective countermeasures against
flow-correlation attacks. Possible candidates are control of
flow life time, multipath routing and camouflaging. Finally,
results in this paper and others (Kargupte et al., 2005) have
repeatedly demonstrated that in many cases, simple and
intuitive countermeasures in cyber security may not work
as expected. A general theory should be developed to help
system designers to quantify the security performance of the
system and make proper design choices.

Acknowledgement

This work is supported in part by the Texas Information
Technology and Telecommunication Task Force (TITF).

References

Boucher, P., Shostack, A. and Goldberg, I. (2000) ‘Freedom systems
2.0 architecture’.

Chaum, D. (1981) ‘Untraceable electronic mail, return addresses,
and digital pseudonyms’, Communications of the ACM, Vol. 4,
No. 2, pp.84–88.

Chaum, D. (1988) ‘The dining cryptographers problem:
unconditional sender and recipient untraceability’, Journal of
Cryptology, Vol. 1, No. 1 pp.65–75.

Danezis, G. (2004) ‘The traffic analysis of continuous-time mixes’,
Proceedings of Privacy Enhancing Technologies workshop
(PET 2004), Vol. 3424 of LNCS, pp.35–50.

Danezis, G., Dingledine, R. and Mathewson, N. (2003) ‘Mixminion:
design of a type iii anonymous remailer protocol’, Proceedings
of the 2003 IEEE Symposium on Security and Privacy,
pp.2–15.

Dingledine, R., Mathewson, N. and Syverson, P. (2004) ‘Tor:
the second-generation onion router’, Proceedings of the 13th
USENIX Security Symposium, pp.303–320.

FBI (2003) ‘Carnivore diagnostic tool’, Available at:
http://www.fbi.gov/hq/lab/carnivore/carnivore2.htm.

Freedman, M.J. and Morris, R. (2002) ‘Tarzan: a peer-to-
peer anonymizing network layer’, Proceedings of the Ninth
ACM Conference on Computer and Communications Security
(CCS 2002), Washington, DC, pp.193–206.

Gülcü, C. and Tsudik, G. (1996) ‘Mixing e-mail with Babel’,
Proceedings of the Network and Distributed Security
Symposium – NDSS ’96, IEEE, pp.2–16.

Helsingius, J. (1996) ‘Press Release: Johan Helsingius closes
his internet remailer’, Available at: http://www.penet.fi/press-
english.html.

Hintz, A. (2002) ‘Fingerprinting websites using traffic analysis’,
Available at: http://guh.nu/projects/ta/safeweb/safeweb.html.

Howard, J.D. (1997) ‘An analysis of security incidents on the
internet 1989–1995’, Technical Report, Carnegie Mellon
University Dissertation.

Hutter, M. (2002) ‘Distribution of mutual information’, in
T.G. Dietterich, S. Becker, and Z. Ghahramani, (Eds).
Advances in Neural Information Processing Systems 14,
Cambridge, MA: MIT Press, pp.399–406.

Kargupta, H., Datta, S., Wang, Q. and Sivakumar, K. (2005)
‘Random-data perturbation techniques and privacy-preserving
data mining’, Knowledge Infosys System, Vol. 7, No. 4,
pp.387–414.

Kesdogan, D., Egner, J. and Büschkes, R. (1998) ‘Stop-
and-Go MIXes: providing probabilistic anonymity in an
open system’, Proceedings of Information Hiding Workshop
(IH 1998), Springer-Verlag, LNCS 1525, pp.83–98.

Levine, B.N., Reiter, M.K., Wang, C. and Wright, M.K. (2004)
‘Timing attacks in low-latency mix-based systems’, inA. Juels,
(Eds). Proceedings of Financial Cryptography (FC ’04),
Springer-Verlag, LNCS 3110, pp.251–265.

McCanne, S. and Floyd, S. (2004) ‘The network simulator – ns-2’,
Available at: http://www.isi.edu/nsnam/ns/.

Möller, U. and Cottrell, L. (2000) ‘Mixmaster Protocol —
Version 2’, Available at: http://www.eskimo.com/∼rowdenw/
crypt/Mix/draft-moeller-mixmaster2-protocol-00.txt.

Parekh, S. (1996) ‘Prospects for remailers – where is
anonymity heading on the internet’, Available at: http://www.
firstmonday.dk/issues/issue2/remailers/.

Paxson, V. and Floyd, S. (1995) ‘Wide-area traffic: The failure of
poisson modeling’, IEEE/ACM Transactions on Networking,
Vol. 3, No. 3, pp.226–244.

Reiter, M. and Rubin, A. (1998) ‘Crowds: anonymity for web
transactions’, ACM Transactions on Information and System
Security, Vol. 1, No. 1, pp.66–92.

Serjantov, A., Dingledine, R. and Syverson, P. (2002) ‘From a trickle
to a flood: active attacks on several mix types’, in F. Petitcolas,
(Eds). Proceedings of Information HidingWorkshop (IH 2002),
Springer-Verlag, LNCS 2578, pp.36–52.

Serjantov, A. and Sewell, P. (2003) ‘Passive attack analysis
for connection-based anonymity systems’, Proceedings of
the Eighth European Symposium on Research in Computer
Security (ESORICS 2003).



148 Y. Zhu et al.

Sherwood, R., Bhattacharjee, B. and Srinivasan, A. (2002)
‘P 5: a protocol for scalable anonymous communication’,
Proceedings of the 2002 IEEE Symposium on Security and
Privacy, pp.58–70.

Silverman, B.W. (1986) Density Estimation for Statistics and Data
Analysis, London, NY: Chapman and Hall.

Sun, Q., Simon, D.R., Wang,Y-M., Russell, W., Padmanabhan, V.N.
and Qiu, L. (2002) ‘Statistical identification of encrypted web

browsing traffic’, Proceedings of the 2002 IEEE Symposium
on Security and Privacy, Berkeley, CA: pp.19–30.

Syverson, P.F., Goldschlag, D.M. and Reed, M.G. (1997)
‘Anonymous connections and onion routing’, IEEE
Symposium on Security and Privacy, Oakland, CA: pp.44–54.

Zhu, Y., Fu, X., Graham, B., Bettati, R. and Zhao, W. (2004) ‘On
flow correlation attacks and countermeasures in mix networks’,
Proceedings of Privacy Enhancing Technologies workshop
(PET 2004), Vol. 3424 of LNCS, pp.207–225.



Analysis of flow-correlation attacks in anonymity network 149

Appendix A

In this appendix, we provide the major steps for proving
Lemmas 1 and 2.

Lemma 1: The mean of mutual information estimation Î (f, l)

is given by

E(Î (f, l)) ≈ I (f, l) + (r − 1)(s − 1)

N

where I (f, l) is the original mutual information, and r and
s are defined in Equation (1) and (2) respectively. Proof: We

estimate mutual information I (f, l) in (4) as follows,
Î (f, l) =

r∑
a=0

s∑
b=0

p̂(a, b) log
p̂(a, b)

p̂(a)p̂(b)

=
∑
a,b

p̂(a, b) log p̂(a, b) −
∑

a

p̂(a) log p̂(a)

−
∑

b

p̂(b) log p̂(b). (AE1)

If we apply a second order Taylor expansion to the three
items in (AE1) at p(a, b), p(a), and p(b), respectively, after
a series of rearrangements, we have

Î (f, l) ≈
∑
a,b

p̂(a, b) log
p(a, b)

p(a)p(b)

+ 1

2

∑
a,b

1

p(a, b)
[p̂(a, b) − p(a, b)]2

− 1

2

∑
a

1

p(a)
[p̂(a) − p(a)]2 (AE2)

− 1

2

∑
b

1

p(b)
[p̂(b) − p(b)]2

Now we are ready to compute the mean of Î (f, l):

E[Î (f, l)] =
∑

n0,0,...,nr,s

n0,0+...+nr,s=N

p(n0,0, . . . , nr,s)Î (f, l) (AE3)

where na,b is the the number of occurrences of (a, b).
One sample in (3) corresponds to a (n0,0, . . . , nr,s),
which gives one possible mutual information estimation.
p(n0,0, . . . , nr,s) satisfies a multinomial distribution.7

Substituting (AE3) into (AE3) and using properties of the
multinomial distribution, we have, after rearrangements,

E[Î (a, b)] =
∑
a,b

p(a, b) log
p(a, b)

p(a)p(b)

+ 1

2N

∑
a,b

(1 − p(a, b))

− 1

2N

∑
a

(1 − p(a))

− 1

2N

∑
b

(1 − p(b)) (AE4)

= I (f, l) + rs − 1

2N
− r − 1

2N
− s − 1

2N

= I (f, l) + (r − 1)(s − 1)

2N
. (AE5)

Lemma 2: The variance of the mutual information estimation
Î (f, l) is given by

var(Î (f, l)) ≈ Cf,l

N

where Cf,l is a constant and is defined as follows

Cf,l =
∑
a,b

p(a, b)

(
log

p(a, b)

p(a)p(b)

)2

−
(∑

a,b

p(a, b) log
p(a, b)

p(a)p(b)

)2

(AE6)

wherep(a, b) is the original probability distribution of (a, b).

Proof: To obtain the variance of Î (f, l), we perform an
approximation by only keeping the first item in the Taylor
expansion (AE3). Thus,

Î (f, l) ≈
∑
a,b

p̂(a, b) log
p(a, b)

p(a)p(b)
(AE7)

According to the definition, we know

p̂(a, b) = na,b

N
(AE8)

Substituting (AE8) into (AE7), we have

Î (f, l) = 1

N

∑
a,b

na,b log
p(a, b)

p(a)p(b)
(AE9)

The multinomial distribution has the following property

∑
a,b

sa,bna,b=N

⎛
⎝∑

a,b

p(a, b)s2
a,b−

(∑
a,b

p(a, b)sa,b

)2
⎞
⎠(AE10)

where sa,b is a constant. Applying this property to (AE9) with

sa,b = log
p(a, b)

p(a)p(b)
,

we have

Var[Î (a, b)] ≈ 1

N2
V ar

[∑
a,b

na,b log
p(a, b)

p(a)p(b)

]

= 1

N

∑
a,b

p(a, b)

(
log

p(a, b)

p(a)p(b)

)2

− 1

N

(∑
a,b

p(a, b) log
p(a, b)

p(a)p(b)

)2

= Cf,l

N
(AE11)
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Appendix B

In this appendix, we describe the major steps for proving
Theorem 1.

Theorem 1: For a mix with any number of output links, the
detection rate, v, is given by

v ≈ 1 −
√

Cf,lM→R1

N
×
∫ −I (f,lM→R1 )

√
N/Cf,lM→R1

−∞
N(0, 1)dx

where N is the sample size, I (f, lM→R1) is the mutual
information of the input flow f and its corresponding output
link aggregated flow lM→R1 , N(0, 1) is the density function
of the standard normal distribution, and Cf,lM→R1

is defined
in (8).

Proof: We know that Î (f, l) satisfies a normal distribution.
Its mean and variance can be derived from Lemmas 1 and 2,
respectively. Thus, the detection rate can be obtained by (5).

Now, let us examine the distribution of the mutual
information estimation. The mutual information estimation
Î (f, lM→R1) between the input flow f and its corresponding
output link aggregated flow lM→R1 has the following normal
distribution:

Î(f,lM→R1)∼N

(
I(f, lM→R1)+

(r − 1)(s − 1)

N
,
Cf,lM→R1

N

)
.(AE12)

Since the input flow goes through linkM→R1 , it is easy to see
that

Cf,lM→R1
=
∑
a,b

p(a, b)

(
log

p(a, b)

p(a)p(b)

)2

−
(∑

a,b

p(a, b) log
p(a, b)

p(a)p(b)

)2


= 0,(AE13)

where p(a, b) refers to the joint distribution of input flow f

and its corresponding output link aggregated flow lM→R1 .8

The mutual information Î (f, lM→Ri
) (i 
= 1) between the

input flow f and aggregated flow lM→Ri
has the following

normal distribution:

Î (f, lM→Ri
) ∼ N

(
I (f, lM→Ri

) + (r − 1)(s − 1)

N
,
Cf,lM→Ri

N

)
.

where

Cf,lM→Ri
=
∑
a,b

p(a, b)

(
log

p(a, b)

p(a)p(b)

)2

−
(∑

a,b

p(a, b) log
p(a, b)

p(a)p(b)

)2

(AE14)

If we assume that the input flow f is approximately
independent of the output link aggregated flow lM→Ri

(i 
= 1),
it is easy to see

Cf,lM→Ri
= 0

and

I (f, lM→Ri
) = 0

That is, the mutual information estimation Î (f, lM→Ri
)

(i 
= 1) degenerates into a constant (r − 1)(s − 1)/N .
Now, we assume the same size N is sufficiently large and

the mix’s links have the same bandwidth, the detection rate
formula (5) becomes

v = Pr

(
I (f, lM→R1) >

(r − 1)(s − 1)

N
, · · · ,

I (f, lM→R1) >
(r − 1)(s − 1)

N

)

= Pr

(
I (f, lM→R1) >

(r − 1)(s − 1)

N

)
Since I (f, lM→R1) has a normal distribution as in (AE12),
we can easily obtain detection rate v

v =
∫ +∞

(r−1)(s−1)
N

N

(
I (f, lM→R1) + (r − 1)(s − 1)

N
,
Cf,lM→R1

N

)
dx

= 1 −
∫ (r−1)(s−1)

N

−∞
(AE15)

N

(
I (f, lM→R1) + (r − 1)(s − 1)

N
,
Cf,lM→R1

N

)
dx (AE16)

After some transformations, (AE15) becomes

v ≈ 1 −
√

Cf,lM→R1

N
×
∫ −I (f,lM→R1 )

√
N

Cf,lM→R1

−∞
N(0, 1)dx
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Appendix C

In this appendix, we derive the joint distribution of the input
flow packet count a and the output flow packet count b for a
simple proxy. Denote Alice’s flow as f . There are two cases:

1 an output link carries the flow from Alice to Bob, lM→R1

2 an output link does not carry the flow from Alice to
Bob, lM→Ri

, i > 1.

Joint Distribution for flows f and lM→R1 : Denote p(a, b) as
the joint distribution

p(a, b) = p(a)p(b|a) (AE17)

Since each packet is padded to the same size in a mix network,
the service time for each packet is constant. Because the
arrival is Poisson distributed, we can model the simple proxy
as a M/D/1 queuing system.

The conditional probability p(b|a) in (AE17) is
determined by the queue length Q and noise traffic to
Bob. Denote the packet count of noise packets as N1 and
the maximum number of output packets during a sampling
interval as C1. We need to consider two cases:

1 b < C1: since the simple proxy is modelled as M/D/1
queue, this case means that the output link bandwidth is
not fully used and the number of output packets is
greater than Alice’s packets into the mix during the
sampling interval, thus

p(b|a) = p(Q + N1 = b − a)

=
b−a∑
q=0

p(Q = q)p(N1 = b − a − q) (AE18)

2 b = C1: this case means that the output link bandwidth
is fully used, thus

p(C1|a) = p(Q + N1 ≥ C1 − a)

=
∞∑

v=C1−a

v∑
q=0

p(Q = q)p(N1 = v − q)(AE19)

Now we determine the queue length distribution p(Q = q).
Denote the noise packet arrival rate as λN1 , Alice’s packet
arrival rate as λf and output link bandwidth as c1 (C1 = c1T ,
T is the sampling interval). From basic queuing theory,
the equilibrium state queue length distribution of M/D/1
queue is:

p(Q = 0) = 1 − ρ (AE20)

p(Q = 1) = (1 − ρ)(eρ − 1) (AE21)

p(Q = q) = (1 − ρ)

q∑
j=1

(−1)q−j [ (jρ)q−j

(q − j)!

+ (1 − δqj )
(jρ)q−j−1

(q − j − 1)! ]e
jρ, q ≥ 2(AE22)

where

ρ = λN1 + λf

c1

and

δqj =
{

0, q 
= j

1, q = j

Recalling that noise traffic packet count (P(N1)) and Alice’s
packet count (P (a)) is Poisson distributed, we can get the
joint distribution by substituting (AE20), (AE22), (AE22),
(AE18) and (AE19) into (AE17).

Joint Distribution for flows f and lM→Ri
, i ≥ 2: Here

we assume that Alice’s flow f and the mix’s output flows
into receivers other than Bob are independent, thus
Therefore

p(a, b) = p(a)p(b) (AE23)

Clearly, p(b) can be easily got from the M/D/1 queue model
if we assume that all traffic is Poisson and the average rate of
traffic to receiver Ri is λNi

. Denoting the maximum number
of output packets to Ri as Ci and the corresponding link
bandwidth as ci , we have two cases as above,

1 b < Ci :

p(b) = p(Ni + Q = b)

=
b∑

q=0

p(Q = q)p(Ni = b − q) (AE24)

2 b = Ci :

p(Ci) = p(Ni + Q ≥ Ci)

=
∞∑

v=Ci

v∑
q=0

p(Q = q)p(Ni = v − q)(AE25)

Noting that the noise traffic is Poisson distributed, the
probability of queue length and the joint distribution can be
easily got as above.
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Appendix D

In this appendix, we derive the joint distribution of the input
flow packet count a and the output flow packet count b for
a timed mix. For a timed mix queue, our model is a little
different from that of a simple proxy. In the deduction, we
use a sampling interval equal to the period of the timed mix.
Thus, packets queued in the current sampling interval will
be served by the output link in the next sampling interval. In
Figure A1, we can see that the output flow packet count b and
the input flow packet count a have a shift of one sampling
interval and we denote the queue length Q as the number
of packets queued exactly before the output link begins to
process the packets. Thus,

p(a, b) = p(a)p(b|a) (AE26)

p(a) follows a Poisson distribution from the assumption of
Poisson traffic. Below we discuss the derivation of p(b|a).

Figure A1 Timed mix queue

 

a b 

Q=r 

ith interval (p re iod) i+1th interval (period) 

Q=s 

Denote Alice’s flow as f . There are two cases:

1 an output link carries the flow from Alice to Bob,
lM→R1 ;

2 an output link does not carry the flow from Alice to
Bob, lM→Ri

, i > 1.

Joint Distribution for flows f and lM→R1 : similarly the
discussion of the simple proxy, we denote C1 as the maximum
number of packets that can be sent out by the output link and
L as the maximum queue length. We consider two cases in
terms of b.
(1) b < C1:

p(b|a) = p(b, Q ≤ C1|a) + p(b, Q > C1|a)

=
C1∑

q=0

p(Q = q)p(b|a, Q = q)

+
L∑

q=C1+1

p(Q = q)p(b|a, Q = q)

Denoting N1 as the number of noise packets,

p(b|a)=
C1∑

q=0

p(Q = q)P (N1 = b − a)

+
L∑

q=C1+1

p(Q = q)p(N1 = b − a − (q − C1))(AE27)

(2) b = C1: for this case, clearly

p(C1|a) = 1 −
C1−1∑
b=0

p(b|a) (AE28)

In equations (AE27) and (AE28), the terms related with noise
traffic is easy to get since noise traffic is Poisson. Now we
focus on the derivation of the queue-length probability.

Queue Model we model the queue using an embedded
Markov chain. Denote Prs as the state transition probability
matrix, where r is the current queue length exactly before
the ith interval) and s the queue length exactly before the
(i + 1)th interval. We consider two cases, (1) When r > C1,
to move the state from Q = r to Q = s, there must
be s − (r − C1) packets coming during the ith interval as
shown in Figure A1. Then (2) When r ≤ C1, to move the
state from Q = r to Q = s, there must be s incoming packets
during the ith interval. Denoting kn as the probability that
n packets coming in the ith interval, Figure A2 shows the
state transition probability from the current state r to the
next state s.

Thus, we have the following (L+1)×(L+1) transmission
matrix,

[Prs]=

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

k0 k1 k2 k3 k4 k5 · · · kL

k0 k1 k2 k3 k4 k5 · · · kL

...
...

...
...

...
...

...
...

k0 k1 k2 k3 k4 k5 · · · kL

0 k0 k1 k2 k3 k4 · · · kL−1

0 0 k0 k1 k2 k3 · · · kL−2

...
. . .

. . .
. . .

. . .
. . .

. . .
...

0 0 0 0 k0 k1 · · · kC1

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

(AE29)

Thus, we can easily use the following equilibrium equations
(AE30) and (AE31) to get the state probability.

�π = �πPrs, (AE30)

L∑
i=0

πi = 1 (AE31)

where �π = (p(Q = 0) p(Q = 1) . . . p(Q = L))T is the
state probabilities. The final result is

�π =

⎛
⎜⎜⎜⎝PT

m − IL+1 +

⎛
⎜⎜⎜⎝

0 · · · 0 0
...

. . .
... 0

0 · · · 0 0
0 0 0 1

⎞
⎟⎟⎟⎠
⎞
⎟⎟⎟⎠

−1
⎛
⎜⎜⎜⎜⎜⎝

0
0
...

0
1

⎞
⎟⎟⎟⎟⎟⎠ (AE32)

where IL+1 is a (L + 1) × (L + 1) identity matrix and

Pm=

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

k0 k1 k2 k3 k4 k5 k6 · · · kL

k0 k1 k2 k3 k4 k5 k6 · · · kL

...
...

...
...

...
...

...
...

...

k0 k1 k2 k3 k4 k5 k6 · · · kL

0 k0 k1 k2 k3 k4 k5 · · · kL−1

0 0 k0 k1 k2 k3 k4 · · · kL−2

...
. . .

. . .
. . .

. . .
. . .

. . .
. . .

...

0 0 0 0 k0 k1 k2 · · · kC1+1

1 1 1 1 1 1 1 1 1

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

(AE33)
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Figure A2 Embedded markov chain: (a) r ≥ C1 and (b) r ≤ C1
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Joint Distribution for flows f and lM→Ri
, i > 1: We assume

thatAlice’s traffic is independent of noise traffic, thus (AE26)
becomes

p(a, b) = p(a)p(b)

Similar to the discussion above, denoting Ci as the maximum
number of packets to the output link to receiver i in one
sampling interval and Ni as the corresponding packet count,
we have

1 b ≤ Ci

p(b)=
Ci∑

q=0

P(Q = q)p(Ni = b)

+
L∑

q=C1+1

P(Q=q)p(Ni =b+Ci −q) (AE34)

where Ni is the noise traffic packet count to Receiver i.

2 b = Ci

p(Ci) = 1 −
Ci−1∑
b=0

p(b) (AE35)

The queue length distribution in (AE34) and (AE35) can be
derived similarly as in (AE29) and (AE33).

Notes

1Although Crowds may not use the classical Chaum’s mix, for
simplicity, we still use the name of ‘mix’ to refer to a single
anonymity network hop, and our theory can be applied to all
the rerouting-based anonymity networks.

2We use an operational definition for ‘low-latency’. We call a
communication system low-latency in this context when it
does not unduly disrupt TCP connections under normal load
conditions. Using this definition, TOR is clearly low-latency.

3Such a flow can be either a TCP connection or a segment of
UDP packets that are part of a VOIP connection, or any other
sequence of packets that represent a communication session.
In the experiments described later, we are using the traffic from
a FTP session as the flow.

4We tacitly assume that incoming flows are unrelated and thus
statistically independent from each other.

5In the following we will need to distinguish the frequency of an
event as sampled from the collected data from the underlying
distribution of the same event. We use the notation p̂ for the
frequency and p for the underlying distribution. Similarly, we
use Î to denote the estimated mutual information based on
the sampled time series f and l. We denote the actual mutual
information based on the underlying distributions as I .

6The reason for the expansion at the points of the underlying
distribution is that the original mutual information is based
on the underlying distribution.

7In the simplified case where there are only two possible outcomes
of (a, b), the distribution will be binomial distribution. For the
case where there are more than two outcomes, the distribution
will be multinomial.

8Rigorously, p(a, b) should be pf,lM→R1
(a, b). The subscript is

removed for the sake of brevity.
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