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SUMMARY
In a mission critical collaboration system, a group of roles are assigned to computer nodes connected by a
communication network. Role assignment is mission-critical information and needs to be protected. In this paper,
we develop methods to effectively and efficiently protect the information of role assignment from traffic analysis,
a passive attack. To measure the system security, we introduce a metric of detection probability, defined as the
probability that a role assignment can be discovered. A heuristic greedy algorithm is given to minimize the
resource consumption while guaranteeing a low detection-probability level. Our performance evaluation shows
that the algorithm proposed in this paper performs well in terms of execution time and resource usage compared to
an exhaustive search algorithm. We also propose to use additional means (e.g. additional nodes) to further increase
the security level of a system at the cost of a mild resource consumption increase. Copyright  2002 John Wiley
& Sons, Ltd.
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1. INTRODUCTION

Mission-critical systems are often collaborative in
the sense that a group of roles are assigned to
computers (connected by a communication network)
to cooperatively achieve mission objectives. Such
an assignment from roles to nodes is called role
assignment. In such mission-critical collaboration
systems, it is often important to hide role assignment
since it is critical to system security. Once a role
assignment is known, cryptographic attacks may be
rendered significantly more effective, for example.
In a battlefield environment, if the role assignment
of a system (e.g. the location of the headquarters,
army corps, weapon center, and radar subsystem)
is known, the adversary can focus its attack on
these targets. Therefore, the successful hiding of role
assignment in a system is an important component for
its overall security, and for the safety of the roles. For
example, during the allied invasion of Normandy on
June 6, 1944, the allies employed various hiding and
camouflaging techniques. Fictitious fleets and large
vessels were simulated by pouring sheets of metal
foil into the air to reflect the beams from the German
radars, and using balloon-carried three-meter diameter
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radar reflectors at Le Havre and Bologne, respectively.
These tricks were played to make the Germans believe
that the allies would not attack from Normandy.
Thus, the positions of real invading vessels (a form
of role assignment) were hidden. These techniques
made a significant contribution to the success of the
Allied Normandy Landing, which was the key to
unlocking the door to the victory in Europe [1,2].
In this paper, we study the issues related to hiding
the real role assignment, and develop effective and
efficient methods to prevent the real role assignment
from being leaked on a communication network for
mission-critical systems.

A role assignment without proper protection can be
inferred by an external observer through an analysis of
the communication of a node with other nodes. In the
simplest case, the observer has access to the plain text
exchanged between the nodes. In such a situation, it
is relatively simple for the observer to determine the
location of roles. In a military operation, for example,
the hierarchical structure of the roles can be easily
inferred by the flow of commands between them.
This problem can be addressed by using appropriate
encryption methods. However, even with encryption
in place, the observer can still use traffic analysis
methods to analyze the traffic characteristics on an
individual connection (for example, the observer can
distinguish video transmission from audio, or a telnet
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session). Thus, the adversary may still be able to infer
the role assignment.

In our study, we consider a passive adversary model:
the basic means of an adversary is traffic analysis. We
assume that the adversary can tap all the links in the
system to monitor the traffic characteristics between
any pair of nodes in the system. In addition, the
adversary has the complete knowledge of the roles and
the traffic characteristics between any pair of roles.
From the observed traffic characteristics between pairs
of nodes, the adversary attempts to derive the real role
assignment.

Our general approach is as follows. We fabricate a
scenario where the characteristics of multiple possible
roles including the real one are shown on each node.
Thus, the adversary cannot definitely determine which
role is assigned to a particular node. That is, the
adversary cannot derive the real role assignment of the
system.

In order to evaluate the system security achieved by
different countermeasures, we measure the detection
probability. Detection probability is defined as the
probability that a role assignment is discovered. To the
best of our knowledge, this is the first time that such
a measure has been defined and used in systems that
deal with traffic analysis attacks. The introduction of
detection probability allows the system designer to
exploit the trade-off between security and resource
consumption, and makes it possible to deploy the
system at a lower, but guaranteed, security level while
consuming less resource. The goal of this study is
to design and analyze methods that can guarantee
a desired detection probability while minimizing
resource consumption.

We propose a heuristic algorithm that can ef-
fectively and efficiently prevent the adversary from
deducing the role assignment. By carrying out a
thorough performance evaluation, we have found the
resource (e.g. bandwidth) consumption realized by our
heuristic algorithm is close to that realized by exhaus-
tive search algorithms, but the former is much faster.
We also consider the use of other means (e.g. addi-
tional nodes) to further increase the security level of a
system. Performance data shows that this can decrease
the detection probability at a mild resource cost.

The remainder of this paper is organized as follows.
Section 2 describes the system model and threat
model, and defines the security metric—detection
probability. Section 3 gives the problem definition,
presents a heuristic algorithm, and discusses several
extensions of our approaches. In Section 4, we report
the performance evaluation of our methodologies.
In Section 5, we overview several previous works

carried out by our group and others, and compare
our methodologies in this paper with them. Section 6
provides final remarks.

2. PRELIMINARIES

2.1. Nodes, roles, and role assignments

We consider a mission critical system that consists
of a set of n nodes, namely,

V = {vk : 0 ≤ k < n} (1)

Here, we call V the node set, and vk is the kth node in
the system. Nodes are typically computers. We assume
that these computers communicate amongst each other
by a network, that provides end-to-end connectivity
between nodes (for example, an IP network). Hence,
the underlying network topology can be considered to
be fully connected.

In a mission critical system, an individual node
is usually assigned with one or more specific roles.
For example, in a battlefield there could be the roles
of the headquarters (HQ), an army corps (AM), a
weapon center (WC), and a radar subsystem (RS). In
practice, a role is realized by a program that runs on
the designated computer and performs the specified
function associated with the role.

We assume that there are m distinct roles. Formally,
the set of roles in the systems is defined as

R = {rk : 0 ≤ k < m} (2)

where rk is the kth role in the system. To simplify the
discussion, we will first assume m = n. That is, each
role is unique, and each node will be assigned one
and only one role. This assumption will be relaxed in
Section 3.6.2.

A role assignment is a one-to-one mapping from
roles to nodes, and is denoted as follows:

f = [i0, . . . , ik, . . . , in−1] (3)

where sequence [i0, . . . , ik, . . . , in−1] is a permutation
of [0, . . . , k, . . . , n − 1]. Item ik in the sequence
implies that role rik is assigned to the kth node, where
0 ≤ k < n.

Let us consider the example of the battlefield again.
Let us name the roles of HQ, WC, RS, and AM as r0,
r2, r3, r1, respectively, and let us assign these roles to
nodes v0, v1, v2, and v3, respectively. In this case, the
role assignment can be represented by

f = [0, 2, 3, 1] (4)

Figure 1 shows such a role assignment and the
corresponding system structure.
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Figure 1. Roles and nodes in the battlefield system: (a) role
assignment; (b) the system with roles assigned to nodes

Note that there are n! possible role assignments. We
define F be the set of all role assignments

F = {fk : 0 ≤ k < n!} (5)

where fk is a specific one-to-one mapping from R

to V . The goal of this study is to design and analyze
methods that can guarantee (a low level of) probability
that an adversary discovers the role assignment made
to nodes while minimizing consumed resources.

2.2. Traffic

Recall that in this paper we deal with passive
attacks. That is, the adversary discovers mission-
critical information (such as role assignment) by
observing and analyzing traffic in the network. Here,
we formally present our traffic models.

Roles cooperatively perform their functions to
achieve mission objectives. In this process, they
may need to communicate amongst each other. We
characterize the communication amongst the roles
in the system in form of the role traffic matrix
MR. Specifically, an element of MR, say, MR(i, j),
describes the characteristics of traffic from role ri to
role rj .

The traffic transmitted from one role to another
can be characterized by a large number of different
parameters, such as the mean values, distributions,
and upper bounds of packet inter-arrival times
or packet lengths. Similarly, the adversary may
be able to observe higher-level activities, such
as connection activities (establishment and tear
down), error recovery (e.g. packet retransmission), or
application-level activities, such as service location
and request redirection messages. Similar to the
case of basic traffic characteristics, such high-level
activities can be represented using a role traffic matrix.
In this paper, we develop methods that counter traffic
analysis efforts at all levels, and that are effective

against virtually all monitoring capabilities that an
adversary may have. This is one of features of
this work that differs from most previous studies,
where bandwidth is considered as the sole traffic
characteristic.

Consider the battlefield system described earlier.
If the traffic characteristics used are mean packet
frequency and mean packet size, then the role traffic
matrix could be as follows:

MR =




HQ AM WC RS

HQ {(0, —)} {(300, 2)} {(200, 2)} {(100, 1)}
AM {(200, 2)} {(0, —)} {(300, 3)} {(300, 2)}
WC {(100, 1)} {(600, 1)} {(0, —)} {(400, 1)}
RS {(500, 2)} {(500, 1)} {(100, 5)} {(0, —)}




(6)

From (6), we see that the traffic from the HQ to the
AM is 300 packets per second with packet size of
2 kbits. The traffic from RS to the WC is 100 packets
per second with packet size of 5 kbits, and so on.

Once roles are assigned to nodes, communication
among the nodes in the operational system will
occur in accordance with the roles assigned. We
denote MP as the payload traffic matrix that
presents characteristics of communication traffic
between different nodes for a given role assignment.
Specifically, an element of MP, say, MP(i, j),
describes the characteristics of payload traffic from
node vi to node vj

†. Consider the battlefield system
again. For the given role assignment shown in
Figure 1 and the role traffic matrix defined in (6), its
corresponding payload traffic matrix is given by

MP =




{(0, —)} {(200, 2)} {(100, 1)} {(300, 2)}
{(100, 1)} {(0, —)} {(400, 1)} {(600, 1)}
{(500, 2)} {(100, 5)} {(0, —)} {(500, 1)}
{(200, 2)} {(300, 3)} {(300, 2)} {(0, —)}



(7)

It is obvious that MP is a function of the role
assignment and the role traffic matrix. That is,

MP = h(f,MR) (8)

where f ∈ F . Please refer to Appendix A for a
concrete form of h(∗, ∗).

2.3. Fictitious role assignments

To prevent the adversary from discovering the real
role assignment by observing the traffic, the system
must display an activity pattern that does not allow for
an unambiguous identification of the role assignment.

†Note that, while the role traffic matrix describes the traffic between
roles, the payload traffic matrix does so for nodes.
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In other words, the adversary is presented a traffic
pattern that indicates the presence of one or more role
assignments from a set of multiple role assignments.
Among this set of role assignments, one is the real role
assignment and others are fictitious role assignments.
The network traffic will then be a combination of
traffic generated by the fictitious role and that by real
roles. Appropriate mechanisms ensure that, in addition
to traffic generated for the real role, the nodes generate
any additional traffic activity as a fictitious role. How
much additional traffic must be generated depends on
the implementation of the mechanisms, as described
in Section 3 and 4.

A fictitious role, once assigned to a node, simulates
the communication behavior of a real role. Formally,
we assume that the set of fictitious roles in the system
is given by

R′ = {r ′
k : 0 ≤ k < n} (9)

where r ′
k is the kth fictitious role in the system

and it simulates real role rk . Then, consequently, a
fictitious role assignment is a mapping from fictitious
roles to nodes. Using the notation similar to (3), a
fictitious role assignment, denoted by f ′, can also be
represented as a permutation of size n. For example,

f ′ = [0, 1, 2, 3] (10)

denotes a fictitious role assignment that maps fictitious
role r ′

0, r ′
1, r ′

2, r ′
3 to nodes v0, v1, v2, and v3,

respectively.
Consider the battlefield system again. If the

fictitious role assignment defined in (10) is deployed,
another traffic matrix, denoted as the dummy payload
traffic matrix (M ′

P), will be as follows:

M ′
P =




{(0, —)} {(300, 2)} {(200, 2)} {(100, 1)}
{(200, 2)} {(0, —)} {(300, 3)} {(300, 2)}
{(100, 1)} {(600, 1)} {(0, —)} {(400, 1)}
{(500, 2)} {(500, 1)} {(100, 5)} {(0, —)}




(11)
The combined traffic of both real payload traffic

and dummy payload traffic is presented by MO, called
the observed traffic matrix. Specifically, an element of
MO, say, MO(i, j), describes the characteristics of the
traffic from node vi to node vj as observable by the
adversary.

Consider the above battlefield example again. Given
its role traffic, the real and fictitious role assignments
defined in (4), (6), and (10), respectively, we have
the corresponding real and dummy payload traffic
matrices in (7) and (11), respectively. Then, the

observed traffic matrix is given by

MO =




{(0, —)} {(200, 2), (300, 2)}
{(100, 1), (200, 2)} {(0, —)}
{(500, 2), (100, 1)} {(100, 5), (600, 1)}
{(200, 2), (500, 2)} {(300, 3), (500, 1)}

{(100, 1), (200, 2)} {(300, 2), 100, 1)}
{(400, 1), (300, 3)} {(600, 1), (300, 2)}

{(0, —)} {(500, 1), (400, 1)}
{(300, 2), (100, 5)} {(0, —)}


 (12)

We note that in (12), traffic from real roles and
fictitious roles are simply mingled together as a set.
That is, on a link from node vi to node vj , the traffic
can in fact be divided into two traffic streams. In
the later part of this paper, we will consider methods
that can more effectively deal with the traffic of real
roles and fictitious ones in order to reduce resource
consumptions.

2.4. Threat model

Before we proceed to present our approach that
can realize our objective, we need to formalize the
capabilities of the adversary. Once again, note that we
only consider passive attacks. That is, the basic means
of an adversary is traffic analysis.

We assume the adversary has the following
capabilities:

(1) the adversary has complete knowledge of the
roles and the role traffic matrix MR; that is, the
adversary knows how any two roles in the system
communicate with each other;

(2) the adversary can obtain the observed traffic
matrix MO (by, say, tapping all the links in the
system); and

(3) the adversary knows the algorithm that generates
the real role assignment and any fictitious role
assignment‡.

In addition, we assume that the role traffic
matrix MR is such that the role assignment can be
immediately learned once the payload matrix MP is
known. This excludes systems where multiple roles
behave identically. In such systems, no traffic analysis
methodology would succeed.

Among all adversary’s models that base their
decisions on statistical data gathered separately for
each node pair, our model assumes the maximum
knowledge that an adversary can have, and hence
presents the worst case for the system. More powerful

‡Later we can see that there is randomness in this algorithm. No one
can trace the random seed.
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adversary models can correlate data transmission
across multiple node pairs, and so, for example, detect
request/response patterns. We will not consider such
adversaries in the following discussion.

Once the adversary obtains the above knowledge,
it uses an elimination and random-guessing method
to infer a possible role assignment. In this method,
the adversary will first use its knowledge to eliminate
those role assignments that are not possible. After
eliminating all impossible role assignments, the
adversary randomly guesses one role assignment from
those that have not been eliminated. Using the above
example again, before tapping the communication
network, there are 4! = 24 role assignments from
which the adversary need find the real one. After ob-
taining the observed traffic matrix (12), the adversary
can learn that only role assignments defined in (4) and
(10) are possible. Thus, 22 other role assignments are
eliminated, and the adversary can randomly choose
only either (4) or (10) as the real role assignment.

Another remark we would like to make here is that
our assumptions on adversary’s knowledge imply that
the traffic statistical features presented in our traffic
matrices (i.e. MR, MP, M ′

P, and MO) are consistent
with that used by the adversary. For example, if an
adversary, by tapping the links in the network, can
observe the traffic rate, then the elements of our traffic
matrices represent traffic rates. If an adversary can ob-
serve other traffic features (say, packet frequency and
packet size), then the same types of traffic parameters
are represented in our traffic matrices. This consis-
tency requirement is reasonable as we have to be able
to specify the traffic in the parameters with which the
adversary is making its observations and analysis.

In the rest of this paper, we will assume that the
specification of traffic characteristics in our system
is homogeneous in the sense that the specification
of traffic between any pair of roles will use the
same type(s) of parameters. In the battlefield example,
the traffic specification is homogeneous in this
sense. This homogeneity simplifies the discussion,
while our solution framework is applicable to non-
homogeneous systems. One simple way to extend
our work to non-homogeneous systems is to make
the non-homogeneous system homogeneous. The
following example illustrates how to do this: for a
non-homogeneous system, two vectors v1 and v2 in
the traffic matrix are non-homogeneous. v1 has two
different traffic parameter types, pt1 and pt2,

v1 = {value of pt1, value of pt2} (13)

v1 has two traffic parameter types, pt2 and pt3,

v2 = {value of pt2, value of pt3} (14)

Note that pt1, pt2 and pt3 are different traffic parame-
ter types. To make these two vectors homogeneous, we
can add one traffic parameter, pt3, to v1 and assign an
appropriate value to pt3 and add the traffic parameter,
pt1, to v2 and assign an appropriate value to pt1.
Thus

v1 = {value of pt1, value of pt2, value of pt3} (15)

v2 = {value of pt1, value of pt2, value of pt3} (16)

2.5. Detection probability

In this paper, we evaluate the system security by
measuring its role assignment detection probability.
Detection probability is defined as the probability that
an adversary can detect the role assignment for a given
system. To the best of our knowledge, this is the first
time that such a measure has been defined and used in
systems that deal with traffic analysis attacks.

The purpose of using fictitious role assignments
is to reduce the detection probability. In this sense,
fictitious role assignments are used as decoys. In a
system without fictitious roles, the observed traffic
appears the same as the payload traffic. For this
system, as per our assumptions, an adversary can
eliminate all the role assignments except the one really
being used. Thus, the adversary can accurately derive
the correct role assignment from the observed traffic.
Hence, the detection probability would be 100%.

On the other hand, suppose that we have a ‘perfect’
system where the adversary cannot derive anything
from the observed traffic. Then no role assignment
can be eliminated by the adversary. Given that there
are total n! possible role assignments, the detection
probability is 1/n! as the adversary will have to
randomly guess a role assignment among the n!
possibilities. Thus, 1/n! is the minimum value of the
detection probability.

While dummy traffic can reduce the detection
probability, it consumes extra system resources. One
of our objectives is to analyze the trade-off between
detection probability and resource consumption. We
argue that in many practical systems, it could
be unnecessary and too expensive to achieve
the minimum detection probability. A reasonable
compromise can still ensure a high level of system
security while saving significant amounts of resources.

3. THE BASIC ALGORITHM AND ITS
EXTENSIONS

In this section, we discuss our algorithm. We will start
with a basic version of the algorithm, and then discuss
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Figure 2. Input and output of the role assignment generation
algorithm

issues related to implementations and extensions. The
input of our algorithm is the desired upper-bound
of detection probability and role traffic matrix. The
output of the algorithm consists of a set of role
assignments: one of them is the real role assignment
and others are fictitious role assignments. The solution
of this algorithm guarantees the desired detection
probability while intending to use the minimum
resources. Figure 2 illustrates such a relationship
between input and output.

3.1. Overview of the approach

Recall that we propose to use fictitious role
assignments so that we can present an activity pattern
to the adversary, as if multiple role assignments were
to exist in the system. This method can guarantee a
given upper-bound detection probability Pd. Consider
the example of the last section again. Recall that the
payload traffic matrix is created by the role assignment

f = [0, 3, 1, 2] (17)

in addition to fictitious role assignment

f ′ = [0, 1, 2, 3] (18)

Even if the adversary could obtain the observed
traffic matrix, and determine that the observed traffic
is a result of two different role assignments, it cannot
determine which role assignment is the real one, and a
detection probability of 1/2 is achieved.

Consider a situation where the observed traffic
matrix is a result of J role assignments. Among these
J assignments, one is the real role assignment and
generates real payload traffic. In this case, an upper-
bound of detection probability will be 1/J (or less).

Table 1. Bundles of role assignments (n = 3)

Bundle 0 Bundle 1[
0 1 2

] [
0 2 1

]
[
2 0 1

] [
1 0 2

]
[
1 2 0

] [
2 1 0

]

Thus, the basic strategy of our algorithm is to
search for J role assignments for a given detection
probability Pd. The objective of the search is to
minimize the resource consumption as a result of the
J assignments. The value of J must be chosen so that

J =
⌈

1

Pd

⌉
(19)

where X� is the smallest integer which is not smaller
than decimal X.

Before proceeding to describe the details of our
algorithms, we need to address the relation between
hiding a role assignment and hiding a role’s location.
Hiding a role assignment means that the adversary
cannot determine the locations of all the roles at
the same time. However, this does not necessarily
guarantee that all the locations of the roles are
hidden. Consider the example in the last section
again. Assuming that the desired detection probability
is 1/2, the two role assignments (one real and
one fictitious) used in the example achieve this
requirement. However, once the adversary determines
these two role assignments from the observed traffic
matrix, it will know that the HQ (r0) is assigned to
node v0 since both of these two assignments assign r0
to v0.

To address this problem of hiding a role’s location,
we use a ‘bundling’ technique, which works as
follows. We partition the n! role assignments into
(n − 1)! bundles. Each bundle consists of n role
assignments which are cyclic shifts to each other.
Table 1 give the bundles for the system with n = 3,
i.e. three roles and three nodes. Note that for this
system, the number of bundles is (n − 1)! = 2.

All the (n− 1)! role assignment bundles form a role
assignment bundle set G:

G = {gk : 0 ≤ k < (n − 1)!} (20)

where gk is a specific role assignment bundle.
Note that if the observed traffic is generated by a

bundle of role assignments, then the adversary can
no longer tell the locations of individual nodes, as
each node will behave as though it has all the roles
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assigned. For example, in Table 1, if the observed
traffic matrix is generated by bundle 0 or bundle 1,
each node behaves as though it has 0th role, 1st role
and 2nd role assigned.

As a bundle can hide the locations of individual
roles, we should then make the observed traffic consist
of multiple bundles of role assignments. For a given
detection probability Pd, the number of bundles we
need, K , is given as follows:

K =
⌈

1

nPd

⌉
. (21)

One would wonder if one bundle can also hide
the role assignment ‘perfectly’; that is, resulting in
a detection probability of 1/n!. Unfortunately, the
answer is negative. Consider the two bundles listed
in Table 1. If we just use one of the bundles (say
bundle 0), then the adversary can know that only one
of the following three role assignments is possible:

f1 = [0, 1, 2], f2 = [2, 0, 1], f3 = [1, 2, 0]
(22)

Consequently, by randomly guessing one of these
three, the adversary achieves a detection probability
of 1/3 which is larger than 1/n! = 1/6.

3.2. Details of the algorithm

Recall that the input of our algorithm is a value
of detection probability and the role traffic matrix.
The output of the algorithm consists of a set of role
assignments (one real role assignment and the rest
fictitious). The goal of the algorithm is to guarantee
that the resulting detection probability is no more
than a predefined value, while the resource usage is
minimized.

The algorithm we propose is a greedy one. It
tries to incrementally locate K bundles that have the
minimum resource consumption. Then, it selects one
role assignment from one of the bundles to be the real
role assignment and generates the traffic matrix for the
padding traffic in the remaining role assignments in
these bundles.

The algorithm is heuristic in nature. It makes a
locally-optimal choice in selecting a bundle. However,
this selection may not necessarily lead to a globally-
optimal solution. Our data, however, will show that
this heuristic greedy algorithm performs closely to
an exhaustive search, which in turn is extremely
time consuming, but does produce globally-optimal
solutions.

Figure 3 presents the flowchart of our algorithm. We
briefly describe the steps in the algorithm as follows.

Dummy Role Assignments

Yes

Initialization:

1.
dnP

K
1=

2. Let φ=GA

3. Let G be the set of bundles of all role assignment

NO

dP RM

Randomly select the real role assignment from GA ;

STEP 1

STEP 2

Search for a role assignment bundle b . b should be
the bundle that the traffic created by the role
assignments in b and GA has the minimum resource
consumption.

GA contains K
bundles ?

STEP 3

Real Role Assignment

{ }
{ }bGG

bGAGA

−=
∪=

:
:

Figure 3. Flowchart of the role assignment generation algorithm

Step 1. This step initializes the program. At the end of
execution, the real role assignment will be chosen
from one of the bundles in GA and the remaining
ones will be the dummy role assignments.

Step 2. In this step, the algorithm iterates K times. In
each iteration, a role bundle will be chosen to be
added to set GA. The criteria to chose a bundle is
that the new bundle should result in the minimum
resource usage when it is combined with all those
in GA.

Step 3. Note that by the end of Step 2, GA will contain
K bundles of role assignments. In this last step
of the algorithm, we randomly select a role
assignment from one of the bundles in GA. We
then use the remaining ones to be the fictitious
role assignments.

3.3. Evaluation of resource usage

In Step 2 of the algorithm, resource usage has to
be evaluated for a set of bundles. The solution of
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this problem depends on how the system manager
measures resource consumption. If the resource is
measured in terms of average bandwidth consumption,
then the resource consumed can be computed as
follows:

R =
∑

i,j Bandwidth(MO(i, j))

n(n − 1)
(23)

where the function Bandwidth(MO(i, j)) returns the
total bandwidth used by the traffic specified in
MO(i, j).

Consider the battlefield example again. If the nodes
implement fictitious roles by simply adding their
additional traffic on top of the traffic generated by the
real role, Bandwidth(MO(i, j)) is simply the sum of
the bandwidths for all roles in MO(i, j). We therefore
substitute (12) into (23):

R = [(0) + (200 × 2 + 300 × 2)

+ (100 × 1 + 200 × 2) + (300 × 2 + 100 × 1)

+ (100 × 1 + 200 × 2) + (0)

+ (400 × 1 + 300 × 3) + (600 × 1 + 300 × 2)

+ (500 × 2 + 100 × 1) + (100 × 5 + 600 × 1)

+ (0) + (500 × 1 + 400 × 1)

+ (200 × 2 + 500 × 2) + (300 × 3 + 500 × 1)

+ (300 × 2 + 100 × 5) + (0)]/12

= 1016.67 (kbps) (24)

On the other hand, if the system manager wishes
to measure the resource consumption in terms
of maximum packet frequency, then the resource
consumed can be computed as follows:

R = max
i,j

Packet-frequency(MO(i, j)) (25)

where the function Packet-frequency(MO(i, j)) re-
turns the total packet frequency resulting from
the traffic specified in MO(i, j). That is, Packet-
frequency(MO(i, j)) is the sum of packet frequencies
for all the traffic of real and fictitious roles from
node vi to node vj .

Consequently, for the battlefield example, by
substituting (12) into (25) we have

R = max[(0), (200 + 300), (100 + 200),

(300 + 100), (100 + 200), (0), (400 + 300),

(600 + 300), (500 + 100), (100 + 600), (0),

(500 + 400), (200 + 500),

(300 + 500), (300 + 100), (0)]
= 900. (26)

Another kind of resource measurement in our study
is the worst-case delay experienced by the network
traffic. Many mission-critical systems have real-time
constraints and hence meeting delay requirements are
a necessary condition.

3.4. Delay analysis

Determining end-to-end delays in communication
networks has been the subject of a large amount of
research. The scheduling policy at a link determines
the order in which packets from a traffic flow are
transmitted over the link. Hence, the link scheduling
policy has a direct impact on the delays experienced
by a traffic flow’s packet over the link, as well as on
the distortion of the traffic within the network.

Formulae for the delay of a variety of link-
scheduling disciplines exist. For links with a First-
Come-First-Served (FCFS) discipline, for example,
the worst case delay experienced by any packet at the
link is the same for any traffic flow traversing it. For
a network with FCFS link scheduling, the maximum
delay at a link x is given by

d∗,x = max
I≥0

( Lx∑
k=1

Fk,x(I) − I

)
(27)

where Fk,x(I) is the maximum number of packets that
can arrive at link x over its kth input link during any
interval of length I , and Lx is the number of links that
feed into link x at the switch.

Similarly, in [3] we derive a delay formula for
networks with static priority scheduling with a
fixed, globally-distinct, priority assignment (SFGDP).
A priority assignment is fixed if the priority of the
packets in a traffic flow is the same in different routers
along the host-to-host path. Also, the priority assigned
to each traffic flow is globally distinct, i.e. none of
the traffic flow’s priorities have the same priority.
A wealth of other delay formulas for other scheduling
policies is available in the literature [4–10].

3.5. Simulating multiple roles on nodes

We discussed earlier how the additional traffic
activity (and resource usage) caused by fictitious
roles depends on the implementation of the nodes. In
the discussion in the previous section, we assumed
that the traffic activity for all the roles (real and
fictitious) on a node would be simply added up to
generate elements in the observed traffic matrix MO.
In the underlying implementation, all the fictitious
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roles are independently executed on the node. They
independently generate traffic that is transmitted to the
network. We call this the overlay method. On a link,
the traffic streams from both real roles and fictitious
roles are overlaid, and each traffic stream keeps its own
traffic characteristics.

While this method is simple and easy to understand,
it may consume a lot of resources in terms of
processing power on the node and communication
bandwidth over the network. Consider the example of
the battlefield system again. Real role r2 and fictitious
role r ′

1 are on node v1. Real role r3 and fictitious role r ′
2

are on node v2. (400, 1) presents one stream of traffic
from r2 to r1; (300, 3) is the stream of traffic from r ′

1
to r ′

3. Then the observed traffic from v1 to v2 is:

MO(1, 2) = {(400, 1), (300, 3)} (28)

Note that MO(1, 2) contains two independent streams
of traffic. The bandwidth consumption on the link
from node v1 to node v2 is 1.3 Mbps (400 ×1 + 300 ×
3).

To reduce the resources that the system using the
overlaid method consumes, we introduce the blending
method. The basic idea of this method is on a node,
say vi , there is a traffic blender for traffic that goes
to vj . Instead of sending out the traffic stream for each
role (as is the case in the overlay method) the blending
method sends out a single stream, which appears as
if it may have been generated by any one of the roles
on the node. The blender is a security agent program,
that takes the real payload traffic as the input, mixes it
appropriately with padding packets and then generates
a blended output traffic.

The exact operations inside the blender depends on
the traffic characteristics. Let us consider the above
example for the possible operations.

(1) Packet padding. Assume that real payload traffic
stream is specified by (400, 1), with a single
fictitious role with traffic stream specification
(300, 3). We pad the real payload packets to
the size of 3 kbits. The observed output traffic
stream is then specified by (400, 3). This padding
process can be represented by the following
formula:

MO(1, 2) = {(max(400, 300), max(1, 3))}
= {(400, 3)} (29)

It is easy to see that the observed traffic from
node 1 to node 2 combines the characteristics of
both stream specifications (400, 1) and (300, 3).
Unless padded packets can be recognized as such,

the adversary cannot detect which role is sending.
The new observed traffic from node 1 to node 2
consumes 1.2 Mbps, which is less than the
1.3 Mbps in overlay the method. In this traffic,
400 × 1 = 400 kbps are payload traffic and the
other 800 kbps are dummy traffic.

(2) Packet repacketing and inserting. Consider again
the example above. By repacketing (i.e. combin-
ing three packets into one packet), we can change
the payload traffic of packet size 1 kbits into
the traffic of packet size 3 kbits. Thus, traffic
(400, 1) becomes (133.4, 3). Then we use the
padding mechanism described above and get the
output traffic stream (300, 3). This process can be
represented by the following formula:

MO(1, 2) = {(400, 1), (300, 3))}
= {(133.4, 3), (300, 3))}
= {max(133.4, 300), max(1k, 3))}
= {(300, 3)} (30)

The security is again guaranteed because the
adversary can only tell that the output traffic
stream is generated by one of two traffic
specifications.
In this case, the observed traffic from node 1 to
node 2 consumes 900 kbps. Compared with the
overlay method, 400 kbps bandwidth is saved. In
the 900 kbps traffic, 400 kbps are payload traffic
and other 500 kbps are padding traffic.

In the following discussion, we consider bandwidth
as the only traffic specification. By appropriately
repacketing the packet size is set as a constant. Then,
if the observed traffic matrix is generated by J role
assignments {f0, . . . , fJ−1}, recalling that h(fk,MR)

in (8) gives the traffic matrix generated by role
assignment fk , the resource (bandwidth) consumption
on link (i, j) can be calculated by the following
formula:

Bandwidth(MO(i, j))

= J−1
max
k=0

Bandwidth(h(f0,MR)(i, j)) (31)

Clearly there are many other blending methods.
The exact operations inside the blender depends on the
traffic characteristics and on the resource constraints
in the system. In [8], a particular version of the traffic
blender was discussed for a system where bandwidth
is used to characterize traffic.
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3.6. Extensions to the basic algorithm

Now we discuss several extensions to our basic
algorithm.

3.6.1. Using additional nodes. The detection
probability can be significantly reduced further with
the addition of nodes that are not part of the
application, except for increasing the number of
possible fictitious role assignments. The extended
method works as follows.

(1) We introduce a number q of additional new roles.
These additional roles are silent ones, and they do
not send traffic to other roles. The set of roles R

now consists of the real roles r0, . . . , rn−1 and of
the silent roles rn, . . . , rn+q−1:

R = {r0, . . . , rn−1, rn, . . . , rn+q−1} (32)

Now the role traffic matrix becomes

MR =




0 a01 . . .

a10 0 . . .
...

...
...

an−1,0 an−1,1 . . .

0 0 . . .
...

...
...

0 0 . . .

a0,n−2 a0,n−1 0 · · · 0
a1,n−2 a1,n−1 0 · · · 0

...
...

...

an−1,n−2 0 0 · · · 0
0 0 0 · · · 0
...

...
...

0 0 0 · · · 0




(33)

where aij is the element in the previous role
traffic matrix.

(2) We introduce the same number, q , of additional
nodes into the node set V . Thus V becomes

V = {v0, . . . , vn−1, vn, . . . , vn+q−1} (34)

(3) Based on the extended sets R and V , we apply
the algorithm shown in Figure 3. (We note that
while real roles must be located at the nodes
v0, . . . , vn−1 in the real node assignment, this
limitation does not apply for the fictitious role
assignments.)

Consider the example of the battlefield again.
Let us introduce two additional nodes and two silent
roles. Thus, we now have six nodes and six roles:

V = {v0, v1, v2, v3, v4, v5} (35)

where v0, . . . , v3 are real nodes and v4, v5 are idle
nodes. Similarly,

R = {HQ, AM, WC, RS, silent0, silent1} (36)

= {r0, r1, r2, r3, r4, r5} (37)

where r0, . . . , r3 are real roles and r4, r5 are silent
roles.

Then one of the real role assignments can be given
by

f = [0, 2, 3, 1, 5, 4] (38)

and one of the fictitious role assignments can be as
follows:

f ′ = [2, 3, 1, 5, 4, 0] (39)

While this extension appears trivial, our experimen-
tal data will show that by introducing silent roles
and additional nodes, the security level of the system
can be dramatically improved, but the resource con-
sumption increase is mild. This is mainly because the
available role assignments are increased significantly.
It is easy to see that after silent roles and additional
nodes are introduced into the system, the number of
role assignments increases from n! role assignments
to (n + m)! role assignments.

3.6.2. One-to-many mapping between roles and
nodes. In Section 2, we assume that a role-
assignment is a one-to-one mapping from the role set
to the node set, i.e m = n. In many applications
the mapping from the role set to node set is one-
to-many and m < n. In other words, a role has
multiple instances, each one located on a different
node. Consider the battlefield example in Section 2
again. If another AM enters the battlefield, then we
have two instances, am0 and am1, of AM. Clearly this
extension will not influence the results of the previous
sections, as multiple instances can be handled as a set
of different roles that happen to have identical traffic
characteristics.

4. PERFORMANCE ANALYSIS

In this section, we analyze the performance of systems
that utilize the scheme proposed in this paper to hide
role assignments. In terms of system performance,
we are interested in detection probability, resource
consumptions, and their relationships. To measure the
efficiency of our heuristic algorithm, we also study the
average execution time of the algorithms.

Unless otherwise specified, we made the following
assignments in our experiments and carried out the
performance analysis for systems with five roles
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Figure 4. Comparison of heuristic and exhaustive algorithms: (a) bandwidth comparison; (b) execution time comparison

and five nodes. Traffic is characterized by average
bandwidth. In particular, the average bandwidth from
one role to another is randomly generated with a
uniform distribution between 0 and 10 Mbps. We also
assume that, on each node, a blender similar to that
reported in (31) is used in order to reduce the resource
consumption in realizing the scheme. The reported
performance figures in the section are collected from
a sample of 1000 systems.

4.1. Comparison of the heuristic algorithm and
exhaustive search

In this section, we compare the performance of our
heuristic role-assignment algorithm and the exhaustive
search algorithm. Recall that the algorithm takes the
desired upper-bound of detection probability. Figure 4
shows performance results. In particular, Figure 4(a)
depicts the relationship between the desired detection
probability and average bandwidth while Figure 4(b)
presents the relationship between the desired detection
probability and average execution time.

From Figure 4, we can make the following
observations.

• In terms of average bandwidth consumption, our
heuristic algorithm achieves almost the same per-

formance as the exhaustive algorithm. For ex-
ample, when the desired detection probability
is 0.025, the difference between our heuristic
algorithm and the exhaustive search algorithm is
about 0.05 Mbps while in many other cases, the
difference is almost invisible.

• In terms of average execution time, Figure 4(b)
shows that our heuristic greedy algorithm is much
faster than the exhaustive search algorithm. For
example, when the desired detection probability
is 1/40, the exhaustive search algorithm takes
5.47 s to complete the executions, significantly
higher than our heuristics algorithm, which takes
typically takes below 10 ms.

4.2. Delay performance

As we mentioned earlier, for many mission
critical systems, the ‘resource’ consumption may
be better measured in terms of delay, since this
is a key Quality of Service (QoS) parameter
for many real-time applications in mission-critical
systems. Obviously, the delay of packets depends
on the network topology and router capacity. We
consider a network with a router that connects five
computers. The transmission speed of the router is
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35 Mbps. CBR traffic is assumed in computing the
delays.

Figure 5 presents the relationship between the
(average of) worst case delay and the desired detection
probability. From this figure, we see that the impact
of the detection probability is very drastic on the
worst case delay. This is especially true when the
desired detection probability is relatively small. For
example, for a detection probability of 0.025, the delay
is 0.257 s. Our data implies that in the design of a
secured real-time system, we must carefully balance
the security and real-time needs. Focusing on one and
ignoring to the other could result in some undesired
system behavior.

4.3. Impact of using silent roles and additional
nodes

In Section 3.6.1, we discussed how to use silent
roles and additional nodes to improve the performance
of the system. Here, we evaluate the effect of this
strategy. Figure 6 shows the performance results for
the systems with the number of additional nodes (and
hence silent roles) ranging from zero to four. In this
figure, PDP means we use all the role assignments to
get the perfect security; PDP/3 means that we use one
third of all the role assignments.

Figure 6(a) illustrates that the average bandwidth
consumption has virtually no change after introducing
additional roles and nodes. This is because the
silent roles do not send payload traffic to other
roles. Because we use the blending method in this
implementation, the silent roles will not influence the
traffic between real roles. The increased bandwidth
is consumed on the links from the real roles to these
silent roles and the links from these silent roles to real
roles. The traffic rate on those links will not exceed the
maximum rate of traffic between real roles.

From Figure 6(b), we can see that the detection
probability is significantly improved (i.e. reduced)
when additional nodes and silent roles are introduced
into the system. When the number of silent roles is
increased from zero to four, Pd is reduced 1680 times
from above 10% to 0.01%. Note that at the same time
the average link bandwidth consumption almost does
not change.

The impact of silent roles and additional nodes can
also be observed by the lower bounds of detection
probability (PDP case). We know that in an ‘old’
system when there are no silent role and additional
nodes, the detection probability is lower-bounded by

P old
d = 1

n! (40)

where n is the number of real nodes. After introducing
q silent roles and q additional nodes, the detection
probability is then lowered bounded by

P new
d = 1∏n−1

i=0 (n + q − i)
(41)

So the ratio of P new
d and P old

d is given by

P new
d

P old
d

= n!∏n−1
i=0 (n + q − i)

(42)

=
(

n + q

n

)−1

(43)

4.4. Performance comparison of implementation
methods

In Section 3.6.1, we discussed that there are
two possible implementation methods. The overlay
method requires the complete simulation of roles
assigned to a node (note that for the overlay method,
the resource minimization problem degrades to a
problem of whether our greedy algorithm can find
a feasible solution for the resource allocation). The
blending method, on the other hand, uses a blender to
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generate traffic that is a blended for the roles assigned
to a node.

Figure 7 compares the bandwidth consumptions for
both methods. It is obvious that the bandwidth saving

by using the overlaying method is significant. For ex-
ample, at a detection probability of 0.025, the blending
method on average uses 8.742 Mbps bandwidth, while
the overlay method uses 175.852 Mbps.

The performance data shown in this section were
from a limited number of system configurations.
However, similar observations were also made from
many other configurations.

5. RELATED WORK

Newman-Wolfe and Venkatraman proposed a method
to prevent traffic analysis of traffic load in [11–14].
The properties of traffic load (e.g. traffic amount)
among the communication between any pair of hosts
can be expressed as a traffic matrix (called an
original traffic matrix). An adversary can deduce some
sensitive information by observing the traffic. The
objective of this method is to hide the original traffic
matrix by manipulating it into a neutral traffic matrix,
whose diagonal elements are zeros and whose other
elements are constants, through traffic rerouting and
padding.

By taking the application’s real-time deadline
requirement into account, NetCamo [15,16] can
prevent traffic analysis while guaranteeing real-time
service as well. In NetCamo, a camouflaged traffic
pattern is shown to the observer such that the
real traffic pattern can be hidden. The security
approach in this paper is similar to Newman-Wolfe
and Venkatraman’s approach.

Copyright  2002 John Wiley & Sons, Ltd. Qual. Reliab. Engng. Int. 2002; 18: 201–216



214 X. FU ET AL.

The security approaches in the papers above can
also be used to hide the role assignment. However,
due to the lack of security metric defined in this paper,
it can only achieve the detection probability of 1/n!.
Compared with our methods proposed in this paper, it
is not flexible and not efficient in terms of bandwidth
usage and system performance.

Moreover, if we weaken the assumptions in this
paper and assume that the adversary has no idea of
the role traffic matrix, the approach in this paper can
also be used to prevent the traffic analysis of the
traffic load. Our method achieves a smaller bandwidth
consumption compared with the method using only
dummy traffic. Combined with the rerouting method
used in [11], much more bandwidth will be saved.

6. FINAL REMARKS

In this paper, we design and analyze methods that can
effectively and efficiently hide the role assignment in
a mission-critical collaboration system. We propose
to use detection probability as a measure to evaluate
the system security achieved by different counter-
measures. By exploiting the tradeoff between the
resource consumption and security level, we propose
a heuristic algorithm that can prevent the adversary
from deducing the role assignment with a desired
detection probability and a minimum resource usage.

We evaluate these methods through a set of experi-
ments. The performance data shows the following.

• Our heuristic algorithm performs well. The
resource usage of the result generated by this
heuristic algorithm is relatively close to that of
exhaustive search algorithm. However, it runs
much faster, e.g. when the detection probability
is 0.025, the execution time of our algorithm
is 7.75 ms compared to 5.47 s used by the
exhaustive search algorithm.

• The introduction of detection probability allows
the system designer to exploit the trade-off
between security and resource consumption, and
makes it possible to deploy the system at a lower
but guaranteed security level while consuming
less resource. Sometimes a system cannot be
deployed at a high security level because of
QoS constraints. Our methods make it possible
to deploy this system at a low security level to
guarantee QoS.

• We introduce additional nodes to further decrease
the detection probability of real role assignment.
Data shows that the detection probability is
significantly decreased at the cost of a slight
increase of resource usage.

• When designing methods to fabricate multiple
roles on one node, we found that the overlay
method is relatively easy to implement by just
replicating traffic streams; however, the blending
method outperforms other methods in terms of
resource usage.

Future research will focus on studying how to
create the role assignment bundles. In this paper, we
proposed to use the method of cyclic-shifting a role
assignment n times to create a bundle. Such a bundle
is a Latin square [17], in which one row is a role
assignment. This cyclic-shifting method partitions the
n! role assignments into (n − 1)! Latin square. We
expect that there exist other ways to partition all the
role assignments into Latin squares which can save
more bandwidth. In addition, we are also interested
in studying the impact on the bandwidth usage when
rerouting is employed.

APPENDIX A. h(f,MR)

Two role assignments can be transformed into each
other by a sequence of role position interchanges.
We denote f0 as the role assignment of r0, . . . , rn−1
to v0, . . . , vn−1. For another different role assignment
scheme fk , it can be realized by a sequence of position
interchanges from f0. For example, role assignment
r3, r2, r1 and r0 to v0, v1, v2 and v3 are realized from
f0 by first interchanging the positions of r0 and r3 and
then interchanging the positions of r1 and r2.

Now we discuss the relation between the payload
traffic matrices created by f0 and fk . Clearly the
traffic matrix created by f0 is the same as the role
traffic matrix MR. Let us assume that MP is the
payload traffic matrix created by fk . Then role position
interchanges from f0 to fk correspond to a sequence
of elementary row and column interchanges from
MR to MP. One position interchange corresponds to
one row interchange and one column interchange.
One row interchange corresponds to left multiplying
the matrix MR by an elementary matrix, and one
column interchange corresponds to right multiplying
the matrix MR by an elementary matrix. Consider the
example above, interchanging the positions of r0 and
r3 corresponds to interchanging row 0 and row 3,
and interchanging column 0 and column 3 of MR.
Interchange of row 0 and row 3 corresponds to left
multiplying MR by

P0 =




0 0 0 1
0 1 0 0
0 0 1 0
1 0 0 0


 (A1)
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Interchanging column 0 and column 3 also corre-
sponds to right multiplying MR by P0.

Interchanging the positions of r1 and r2 corresponds
to interchanging row 1 and row 2, and interchanging
column 1 and column 2 of P0MRP0. Interchange
of row 1 and row 2 corresponds to left multiplying
P0MRP0 by

P1 =




1 0 0 0
0 0 1 0
0 1 0 0
0 0 0 1


 (A2)

Interchanging column 1 and column 2 also corre-
sponds to right multiplying P0MRP0 by P1. So

MP = P1P0MRP0P1 (A3)

= QMRQT (A4)

where

Q =




0 0 0 1
0 0 1 0
0 1 0 0
1 0 0 0


 (A5)

Now we generalize the induction above. If fk is
realized from f0 by m position interchanges, then

MP = (Pm−1Pm−2 · · · P0)MR(P0 · · · Pm−2Pm−1)

(A6)
Let

Q = Pm−1Pm−2 · · · P0 (A7)

Then
QT = P0 · · ·Pm−2Pm−1 (A8)

So
MP = QMRQT (A9)

In summary the operator h(f,MR) corresponds to
left multiplying MR by Q and right multiplying MR by
the transposition of Q to get the payload traffic matrix.
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