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Abstract. In this paper, we address the problem of defending against entry-exit
linking attacks in Tor, a popular anonymous communication system. We formal-
ize the problem as a repeated non-cooperative game between the defender and
the adversary (i.e., controller of the compromised Tor nodes to carry out entry-
exit linking attacks). Given the current path selection algorithm of Tor, we derive
an optimal attack strategy for the adversary according to its utility function, fol-
lowed by an optimal defensive strategy against this attack. We then repeat such
interactions for three additional times, leading to three design principles, namely
stratified path selection, bandwidth order selection, and adaptive exit selection.
We further develop gPath, a path selection algorithm that integrates all three prin-
ciples to significantly reduce the success probability of linking attacks. Using a
combination of theoretical analysis and experimental studies on real-world Tor
data, we demonstrate the superiority of our algorithm over the existing ones.

1 Introduction

Anonymous Communication Systems: In this paper, we address the problem of de-
fending against entry-exit linking attacks in Tor, a popular anonymous communication
system [1, 2]. Tor is an overlay system over the existing Internet. It consists of thou-
sands of computers distributed around the world, each of which is called a Tor node
and donates its bandwidth to relay traffic in the Tor network. Along with the Tor nodes,
the Tor network maintains a Tor directory server which holds descriptive information
about all Tor nodes.

A Tor client can be a computer or mobile device which makes use of Tor - it does not
have to be a Tor node. To achieve anonymous communication with a destination host,
a Tor client in general chooses three Tor nodes (namely entry, middle, and exit nodes)
based on information stored in the directory server (we shall describe the details of node
selection later in the paper), and then constructs a path (called Tor circuit) with these
three nodes to relay packets to/from the destination. To construct the path, the Tor client
needs to negotiate session keys with all three Tor nodes on the path. This is because Tor
uses layered encryption - i.e., at each hop, a Tor node removes a layer of encryption to
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learn where to forward the packet. The destination, after receiving the packet, sees it as
coming from the exit Tor node on the path. Note that each Tor node on the path also
has the knowledge of the preceding node. Thus, a return packet (from the destination)
can take an exact reverse of the path and arrive at the Tor client. One can see that the
destination is oblivious to the fact that it is actually communicating with the Tor client,
hence achieving anonymous communication.

Defense Against Entry-Exit Linking Attacks: While the volunteer-based nature of
Tor reduces its chance of being controlled/manipulated by a single organization or gov-
ernment, recent studies discovered powerful techniques for a small number of malicious
Tor nodes to collude with each other and identify the real source and destination of a
packet. There are various types of such linking attacks. For example, one type of at-
tacks manipulates the packet inter-arrival time with a secret pattern at the entry node,
and then observes whether such pattern emerges at the exit node [3, 4]. Another type
intentionally replays a packet at the entry node [5]. Since Tor uses counter mode AES
(AES-CTR) for encryption, the duplicate packet will incur a decryption error the exit
node, causing a pair of colluding entry-exit nodes to identify the real source and desti-
nation of a packet. A common property of these attacks is that they require the colluding
nodes to be selected as both the entry and the exit nodes of a Tor path.

There are two possible strategies to defend against such entry-exit linking attacks.
One is to revise the design of Tor communication protocol specifically counteract each
entry-exit linking attack (e.g., use padding to counteract timing-based attacks [6, 7]).
The other is to revise the path selection algorithm to minimize the probability for an
adversary to control both entry and exit of a Tor path. Comparing these two strategies,
the first one may completely eliminate a linking attack while the second one naturally
cannot - there is always a small albeit nonzero probability for the entry and exit nodes to
collude with each other. Nonetheless, the second strategy produces a more generic so-
lution that may significantly reduce the success probability of entry-exit linking attacks.
We focus on the second strategy in this paper.

Various path selection rules have already been adopted by Tor to reduce the chance
of selecting two colluding nodes as entry and exit. For example, to construct a path,
Tor picks at most one node from a /16 subnetwork (i.e., with a common 16-bit routing
prefix). While this rule may limit the success of a resource-limited adversary, an adver-
sary with sufficient resources may soon learn to bypass it by spreading the malicious
nodes across different /16 networks. Similar to the arm races between the adversary
and the defender in many other domains (e.g., email spam detection [8], intrusion de-
tection [9, 10]), once the path selection algorithm is updated to detect certain types of
colluding nodes, adversaries start using new ones to evade such detections.

To the best of our knowledge, no systematic approach has been developed to for-
mally analyze the arm race between the design of the path selection algorithm and the
adversarial strategies for deploying collusive Tor nodes. Indeed, it is unclear how to
counteract entry-exit linking attacks with the presence of a smart adversary that strate-
gically deploys a set of malicious Tor nodes into the system.

Outline of Technical Results: In this paper, we present the first game-theoretic study
on the design of path selection algorithm against entry-exit linking attacks. Our goal is
to provide a set of principles for the design of path selection algorithms.
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To this end, we first observe that a path selection algorithm has to make a proper
tradeoff between the privacy and utility of the constructed path. The key privacy-
preserving measure we consider in the paper is the success rate of an entry-exit linking
attack. The key utility factor we consider is the bandwidth of the constructed Tor path.
To achieve a higher utility, the path selection algorithm should use high-bandwidth
nodes as much as possible for path construction. However, an adversary may adapt to
this strategy and inject high-bandwidth nodes to facilitate linking attacks, leading to a
dilemma on the design of path selection algorithms. On the other hand, the adversary
is also bandwidth-sensitive in that the bandwidth it can assign to malicious nodes is not
unlimited. Thus, the adversary must determine an optimal distribution of bandwidth to
the colluding nodes under its control.

We formalize the problem as a repeated non-cooperative game between a bandwidth-
sensitive path selection algorithm and a bandwidth-sensitive adversary which controls
a number of colluding nodes. Given the current path selection algorithm of Tor, we de-
rive the optimal strategy for the adversary. Then, we produce the optimal path selection
algorithm against this adversarial strategy. We repeat such interactions for three times,
leading to three design principles that we then prove to significantly reduce the suc-
cess probability of linking attacks without substantially affecting the bandwidth of the
constructed Tor paths. The three design principles are listed as follows:

– The path selection algorithm should draw the entry and exit nodes from separate
pools. That is, an exit-eligible node should not be considered for the entry.

– While choosing the entry and middle nodes, the path selection algorithm should
ensure that the middle node has equal or higher bandwidth than the entry node.

– The path selection algorithm should draw the entry and middle nodes before choos-
ing the exit node based on the bandwidths of the entry and middle nodes. In par-
ticular, let entry and middle nodes’ bandwidth be bi and bj , respectively. To draw
the exit node, all nodes with bandwidth not exceeding min(bi, bj) should be chosen
with equal probability1.

Next, we develop gPath, a path selection algorithm that integrates all three principles
to effectively reduce the success probability of linking attacks. We derive theoretical
bounds on the performance of gPath and validate the analytical results with experiments
on real-world data of Tor nodes. Both theoretical and experimental results demonstrate
the effectiveness of our algorithm. In particular, while our algorithm incurs virtually no
loss on the utility (i.e., bandwidth) of constructed Tor paths, it is capable of reducing
the success probability of entry-exit linking attacks by orders of magnitude.

The rest of the paper is organized as follows. We introduce the system framework
in Section 2, followed by a game-theoretic model in Section 3. Then, we present an
analysis of the repeated interactions in Section 4. Also in this section, we derive the
three design principles and describe gPath, our path selection algorithm. We present
the experimental evaluation in Section 5, followed by a review of the related work in
Section 6 and the final remarks in Section 7.

1 Since we focus on the bandwidth factor in the paper, here we assume that the entry, middle,
and exit nodes are from different subnetworks.
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2 System Model

2.1 Model of Tor

Consider a system consisting of n Tor nodes Ω = {v1, . . . , vn}. Each node vi specifies
two parameters: the donated bandwidth bi and whether it is willing to serve as an exit
node, denoted by ci. Here ci = 1 if vi is willing to serve, and 0 otherwise. Without
loss of generality, normalize (and discretize, if necessary) the bandwidth to an integer
bi ∈ [1, 100]. Let Ω1 ⊆ Ω be the subset of nodes that are willing to serve as exit nodes,
i.e., Ω1 = {vi|ci = 1}.

Each path P : 〈vi, vj , vk〉 constructed by Tor consists of the following three nodes:
the entry vi, the middle vj , and the exit vk. There must be vk ∈ Ω1. For our pur-
pose, it suffices to consider the bandwidth of a path to follow a simple model of bP =
min(bi, bj, bk).

2.2 Adversary Model

We consider an adversary which launches entry-exit linking attacks to compromise the
communication anonymity of Tor users. In the following, we first describe the model of
such an attack, and then define the adversarial strategy to launch it.

Let ΩA be the set of nodes in Ω which the adversary has compromised. As we
described in Section 1, the entry-exit linking attack succeeds for a constructed path
P : 〈vi, vj , vk〉 if and only if vi ∈ ΩA and vk ∈ ΩA.

To launch such an entry-exit linking attack, an adversary has three possible strategies:
(i) add nodes controlled by the adversary into Tor network, (ii) compromise existing
Tor nodes, or (iii) a combination of these two strategies. Barring the difference between
the cost associated with adding a new Tor node and compromising an existing one,
these three strategies are essentially equivalent for the purpose of this paper because
of two reasons: First, in practice, the number of Tor nodes that can be controlled by
an adversary is significantly smaller than the total number of Tor nodes. Thus, adding
or compromising the same number of nodes will lead to almost equal percentage of
compromised Tor nodes in the system. Second, once compromised, an existing Tor
node can change its bandwidth and exit-eligibility, i.e., bi and ci. Thus, the space of
parameter settings available to the adversary remains the same for all strategies.

Therefore, without loss of generality, we shall consider an universal setting where the
adversary is in control of a subset of nodes Ω. The adversarial strategy is to set bi and
ci for each compromised node such that the entry-exit linking attack has the maximum
success probability Pr{{vi, vk} ⊆ P}. We shall introduce the precise semantics of the
adversarial strategy in the game-theoretic setting presented in the next subsections.

2.3 Performance of Path Selection

The performance of path selection should be measured in terms of two metrics: (1)
Privacy (resilience against linking attacks): The construction of P : 〈vi, vj , vk〉 should
minimize the success probability of linking attack, i.e., Pr{{vi, vk} ⊆ ΩA}. (2) Utility
(efficiency of communication): The construction of P : 〈vi, vj , vk〉 should maximize
the path bandwidth bP = min(bi, bj, bk).
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3 Proposed Game-Theoretic Framework

We consider a non-cooperative game between the defender (i.e., the designer of the path
selection algorithm) and the adversary (i.e., controller of the compromised Tor nodes
to carry out entry-exit linking attacks). In this section, we define the strategies and the
utility functions for the adversary and the defender, respectively. After that, we discuss
the objective of our game-theoretic analysis.

3.1 Adversary and Defender’s Strategies

Adversary’s Strategy: The adversary is controlling a subset of nodes in {v1, . . . , vn}.
Suppose that each adversary can only control (up to) nA nodes where 1 � nA � n.
Let the adversary-controlled subset be denoted as ΩA where |ΩA| = nA. The strategy
of the adversary can be formalized as choosing bi and ci for all vi ∈ ΩA.

Defender’s Strategy: Since the adversarial nodes may be distributed not only over
different subnetworks but also geographically over different locations, we consider the
worst-case scenario where the defender does not have the ability to distinguish between
honest and malicious Tor nodes. As such, the defensive strategy is essentially the path
selection algorithm, i.e., how to construct a path with three parties: the entry N1, the
middle node N2, and the exit node N3. Such a construction algorithm can be modeled as
selecting the probability for any three given nodes to be selected in oder - i.e., selecting
a function f(bi, ci, bj , cj , bk) ∈ [0, 1] for three nodes vi, vj , vk which is the probability
for the three nodes to be chosen as N1, N2, N3, respectively, when ck = 1.

3.2 Adversary and Defender’s Utility Functions

Adversary’s Objective: The adversary only has one objective: to compromise the
anonymity of as many paths as possible. Recall that the adversary breaks the anonymity
of a path if and only if it compromises both the entry and exit nodes. Thus, the adver-
sary’s objective can be formalized as maximizing its utility function

uA(f, ΩA) =
∑

vi,vk∈ΩA,vj∈Ω and ck=1

f(bi, ci, bj, cj , bk), (1)

i.e., the probability for the adversary to compromise a path generated by f .

Defender’s Objective: The objective of the defender is two-fold: One is to minimize
uA(f, ΩA) to protect the anonymity of communication. The other is to maximize the
bandwidth of constructed path. In particular, consider

β(f) =
∑

vi,vj ,vk∈Ω,ck=1

(f(bi, ci, bj, cj , bk) · min(bi, bj, bk)), (2)

which is the expected bandwidth of a path constructed by the defender’s strategy f . The
defender’s objective can be formalized as maximizing its utility function

uD(f, ΩA) = rD · β(f) − (1 − rD) · uA(f, ΩA), (3)

where rD ∈ [0, 1] is the preference parameter of the defender while capturing the
defender’s preference between protecting anonymity and maximizing bandwidth.
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3.3 Objective of Game-Theoretic Analysis

Note that both the attacking and defensive strategies form finite sets. Thus, Nash equi-
librium (i.e., a state in which no player can benefit by unilaterally changing its strategy)
always exist for the game. Nonetheless, it may not be practical to expect that the de-
fender and adversary can actually reach this state due mainly to the possible irrationality
of players and the intractability of computing the Nash equilibrium. Thus, in this paper
we do not focus on the derivation of the Nash equilibrium. Instead, we consider the
problem from a practical standpoint and analyze the strategies of the defender and the
adversary in an iterative fashion. In particular, we consider a repeated game where each
player makes a move sequentially, starting from the current path selection algorithm
used by Tor. In the next section, we shall analyze the first four rounds of this repeated
game, and derive three design principles that will not only hold for these iterations, but
also in general can be applied to the design of any Tor path selection algorithm. Note
that while the analysis of future rounds (i.e., fifth and later) of interactions is possible,
we did not find additional design principles from such analysis which can be intuitively
explained and applied to the design of path selection algorithms in practice.

4 Interactions

In this section, we consider four rounds of interactions between the defender and the
adversary. Each round consists of two steps: (i) the defender makes a move on its path
selection algorithm by devising an optimal countermeasure to the adversarial strategy
in the previous round (in the first round, the defender will devise the current Tor al-
gorithm), and (ii) the adversary will respond by changing its strategy to the optimal
one against the defender’s new algorithm. The defensive algorithm used in the first step
is a simplified version of the current algorithm used in Tor [1, 2]. For each subsequent
round, we shall first describe the main idea of our defensive strategy, and then derive the
optimal attacking strategy against it. Finally, we draw observations from the defensive
strategy design in each step to form the three design principles that we propose.

4.1 Round 1: Basic Design

Defender (Tor)’s Current Strategy: We start with a simplified version of the path se-
lection strategy currently used in Tor. With this strategy, the exit node is first selected
from all nodes with ci = 1. The selection is preferential according to a node’s (claimed)
bandwidth. In particular, suppose that the probability of selecting a node vi is propor-
tional to w(bi) ∈ [0, 1]. According to the current strategy adopted by Tor, w(bi) satisfies
the following two properties: (1) When bi < bL where bL is a pre-determined thresh-
old, w(bi) monotonically increases with an increasing bi, because a larger bandwidth is
preferred by the path selection algorithm. (2) When bi ≥ bL, w(bi) = w(bL).

The introduction of the threshold bL is to prevent a Tor node from claiming an ar-
bitrarily large bandwidth to maximize its selection probability. After the exit node is
selected, the entry and the middle nodes are selected, in turn, from all remaining nodes
with probability proportional to the weight function w(·). Besides the natural rule that
the entry, middle, and exit nodes must be unique, the selections of these three nodes are
independent of each other.
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Adversary’s Strategy: We now analyze the optimal attacking strategy against the cur-
rent Tor path selection algorithm. Note that the attack success probability is monotonic
with bi and bk. Thus, the optimal strategy for the adversary is to make the bandwidths of
compromised nodes as large as bL. In addition, since an exit-eligible node is considered
in the selection of all three nodes, the adversary should make all compromised nodes
exit-eligible. In other words, ci = 1 for all vi ∈ ΩA. In this case,

uA =
nA · w(bL)

w1R + nA · w(bL)
· (nA − 1) · w(bL)
wR + (nA − 1) · w(bL)

, (4)

where wR =
∑

i∈Ω\ΩA
w(bi) and w1R =

∑
i∈Ω\ΩA,ci=1 w(bi) are the total weights

for all bona fide nodes not controlled by the adversary and eligible to serve as the exit
node, respectively. Note that the value of uA - i.e., the probability for the adversary to
successfully launch the entry-exit linking attack - can be high even with a small value of
nA. For example, in our experiments with the current Tor node bandwidth distribution,
the probability for an adversary to compromise both the entry and the exit nodes of a
path is greater than 5% when only 1% of all Tor nodes (i.e., 15 nodes) are compromised.

4.2 Round 2: Stratified Path Selection

Defender’s Strategy: Given the optimal adversarial strategy in Round 1, let us now
consider the defender’s next move to best block the attack. We consider a simple way
to defend against this adversarial strategy - to select the entry node from only the nodes
that refuse to serve as the exit - i.e., we ensure f(vi, vj , vk) = 0 if vi ∈ Ω1. Note that
this defensive strategy chooses vi and vk from mutually exclusive subsets of Ω. Thus,
we call it stratified path selection.

If the adversary still uses the first round’s optimal strategy, its entry-exit linking
attack will never succeed because no compromised node can serve as the entry node.
Thus, stratified path selection will force the adversary to change its strategy, as shown
in our following discussion of the adversary’s optimal response in Round 2.

The expected bandwidth of a constructed path is barely affected by stratified path
selection because the average bandwidth of current Tor nodes with ci = 0 is actually
higher than that of nodes with ci = 1. For example, with the Tor node bandwidth
distribution we recorded in January 10, 2010, nodes with ci = 0 and 1 have average
bandwidth of 341.87 and 257.27 KB/s, respectively.

Adversary’s Strategy: What stratified path selection does not change is the optimal
value of the bandwidth to assign to the compromised nodes. The adversary can still
increase the success probability of its attack by choosing a bandwidth as large as bL for
all compromised nodes. The defender’s adoption of stratified path selection only affects
the adversary’s assignments of ci. In particular, we derive the following theorem.

Theorem 1. The optimal strategy of the adversary is to assign bandwidth bL to all nA

compromised nodes, and to assign ci = 0 to pc · nA of them, where

pc =
w1R · d0 −

√
w2

1R · d2
0 − d0 · w1RnAw(bL)(d1 − d0)
d1 − d0

, (5)
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where d0 = w0R+nA·w(bL), d1 = w1R+nA·w(bL), and w0R =
∑

i∈Ω\ΩA,ci=0 w(bi)
(i.e., the total weight for all bona fide exit-ineligible nodes).

All proofs in the paper are not included due to the space limitation.
As an example of the optimal strategy derived in Theorem 1, when w1R = w0R,

the optimal strategy for the adversary is to specify pc = 0.5. As we shall show in the
experimental evaluation section, given the current distribution of Tor node bandwidth,
the derived optimal strategy yields a success probability of 1% for the attack when the
adversary is capable of compromising 1% of all Tor nodes. One can see that this is
significantly lower than that after Round 1 (i.e., ≈ 5%).

Observation from Round 2: A key observation from Round 2 is that the anonymous
routing system should draw the entry and exit nodes from separate pools, such that the
adversary cannot “double-dip” a compromised node by making it exit-eligible. While
the separation is done based on ci in the above discussions, it may also be conducted
based on other criteria. For example, when the majority of nodes are exit-eligible (i.e.,
with ci = 1), the system may designate a subset of them as the pool for exit node
selection, and use the remaining ones along with the exit-ineligible nodes to choose the
entry node. We will not elaborate on this option because it does not represent the current
distribution of Tor nodes.

4.3 Round 3: Bandwidth Order Selection

Defender’s Strategy: Round 2 focuses on the adversary’s selection of ci, and devises
a defensive strategy that forces the adversary to separate the compromised nodes into
two groups, with ci = 0 and 1, respectively. The adversary, in response, computes
an optimal allocation of compromised nodes between the two groups. In Round 3, we
focus on the adversary’s bandwidth selection strategy and aim at forcing it to reduce bi

and therefore settle with a smaller success probability of the entry-exit linking attacks.
The key idea for the defensive strategy is to add one step after the node selections:

if the entry node has higher bandwidth than the middle node, then swap the entry and
middle nodes to ensure that the entry has a lower bandwidth. We call this method band-
width order selection. The premise of bandwidth order selection is that the adversary is
forced to reduce the bandwidth of compromised nodes with ci = 0, because otherwise
it can compromise the entry node only if all three chosen nodes have bi ≥ bL.

Adversary’s Strategy: Given the defender’s updated strategy, what does not change
for the adversary is to assign bandwidth of at least bL to all exit-eligible nodes (with
ci = 1). On the other hand, the adversary has to reduce bi for an exit-ineligible node
in order to increase its probability of being chosen as the entry node. In particular, we
derive the following theorem:

Theorem 2. With stratified path selection and bandwidth order selection, the optimal
strategy for the adversary is to assign b = bentry, where

bentry =
w0R · 100

nA · (1 − pc) · (1 − 2w0R) · 100 + 2w0R
. (6)
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Observe from the experimental evaluation section that, given the current Tor node band-
width distribution, an adversary with 1% compromised node now only has a success
probability of less than 0.7% for launching entry-exit linking attacks.

Observation from Round 3: In the first two rounds, the selection of the entry, middle,
and exit nodes are independent. A key observation from Round 3 is that the defender
should draw the entry and middle nodes in a correlated fashion - e.g., to ensure that the
middle node has higher bandwidth than the entry node. By doing so, the path bandwidth
is not influenced, while the attack success probability is significantly reduced.

4.4 Round 4: Adaptive Exit Selection

Defender’s Strategy: Round 4 focuses on answering a simple question for the de-
fender: Since Round 2 dictates the selection of entry and exit nodes to be from mutually
exclusive subsets, should the defender select the entry or the exit first?

Given the optimal strategy of the adversary in Round 3, the key idea for the de-
fender’s response in Round 4 can be stated as follows: First, the defender selects the
entry and middle nodes vi and vj . Then, while selecting the exit node vk, the defender
no longer needs to distinguish between nodes with bandwidth b ≥ min(bi, bj), be-
cause if one of these nodes is chosen as the exit, the bottleneck on bandwidth will
be on the entry or middle node. In particular, while choosing the exit node, we set
w(b) = w(min(bi, bj)) if and only if b ≥ min(bi, bj). To maintain the same probability
of bk ≥ min(bi, bj), we also adjust the weight for b < min(bi, bj) accordingly:

wnew(b) = w(b) ·
∑n

h=1 w(bi) −
∑

h:bh≥min(bi,bj)
w(min(bi, bj))∑

h:bh<min(bi,bj)
w(bh)

. (7)

We call this strategy adaptive exit selection. It has no impact on the path bandwidth.
Meanwhile, if the adversary still uses Round 3 strategy, the attack success probability
will decrease because a compromised node becomes less likely to be chosen as the exit.

Adversary’s Strategy: The optimal adversarial strategy remains the same as Round 3.

Observation from Round 4: In the first three rounds, the order of selection for the
nodes is not a factor. A key observation from Round 4 is that the defender should draw
the entry and middle nodes first. Then, while drawing the exit node, it should weigh
equally all nodes with bandwidth no less than min(vi, vj). By doing so, the path band-
width is not affected, while the attack success probability can be significantly reduced.

4.5 gPath: Our Proposed Algorithm

1: Randomly choose two nodes vi, vj from Ω such that the probability for a node
v : 〈b, c〉 to be picked up is proportional to w(b) if c = 0, and 0 if c = 1.

2: Choose the node with smaller bandwidth as the entry node, the other one as the
middle node. Break tie arbitrarily.

3: Randomly choose node vk from Ω such that the probability for a node v : 〈b, c〉 to
be picked up is proportional to min(w(b), w(min(bi, bj))) if c = 1, and 0 if c = 0.
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5 Experimental Evaluation

Experimental Setup: We used the configuration of Tor nodes according to a snapshot
captured on Jan 10, 2010. There are 1541 Tor nodes with an average bandwidth of
308.82KB. Among them, 602 nodes are exit-eligible with an average bandwidth of
257.27KB. The average bandwidth of an exit-ineligible node is 341.87KB. The lowest
and highest bandwidth are 0 and 9995KB, respectively. We set the number of nodes
compromised by the adversary to be 1% of total nodes, i.e., 15 nodes.

In this section, we focus on presenting experimental results on the privacy measure,
i.e., how gPath reduces the probability for an entry-exit attack to succeed. The utility
measure, i.e., the bandwidth of a constructed Tor path, is barely affected in the experi-
ments, as discussed in the theoretical analysis in Section 4. Due to the space limitation,
we do not include experimental results on the utility measure in the paper.
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Round 2 (Stratified Path Selection): Round 2 defense chooses the entry/middle nodes
and the exit node from disjoint sets. Figure 1 shows the success probability of the op-
timal adversarial strategy given the stratified path selection defense. We conducted ex-
periments with a fixed number (602) of exit-eligible nodes while varying the number
of exit-ineligible nodes from 1 to 939, the actual number of exit-ineligible nodes in our
snapshot of Tor, in order to demonstrate the change of attack performance given differ-
ent exit-eligible/ineligible ratios. Figure 1 demonstrates that, compared with the current
path selection algorithm, the stratified path selection algorithm significantly reduces the
attack success probability from more than 5% to less than 1%. Also, the attack success
probability decreases when more (honest) exit-ineligible nodes exit in the system.

Recall from Section 4 that if the number of exit-ineligible nodes is too small, then
we have to place exit-eligible nodes into the pool for entry and the middle node in
order to maximize the path bandwidth. We tested the performance of stratified path
selection while maintaining equal total bandwidth for the exit and entry/middle pools.
Figure 2 depicts the results. One can see that the probability of a successful attack
remains substantially lower than that according to the defensive strategy in Round 1.

Round 3 (Bandwidth Order Selection): Compared with Round 2 defense, the defen-
sive strategy in Round 3 further requires the middle node to have the highest bandwidth.
We tested the performance of Round 3 defense while varying the attacking strategy with
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bandwidth from 0MB to 90MB. Figure 3 depicts the results which show that while a
larger bandwidth still makes an attack more likely to succeed (as in Rounds 1 and 2),
the probability of a successful attack is an order of magnitude lower than that in Round
2. For example, even the highest bandwidth only yields a success probability of 0.6%
in Round 3, as compared with more than 6% in Round 2.

We also tested the performance of Round 3 defense given the optimal attacking strat-
egy while varying the number of non-exit nodes from 1 to 939. The results are depicted
in Figure 4. Observe that, for any number of non-exit nodes, the attack success proba-
bility is consistently an order of magnitude lower than that in Round 2.

Round 4 (Adaptive Exit Selection): Finally, Round 4 defense further requires the en-
try and middle nodes to be chosen before the exit node, so that any candidate for the
exit node can be treated evenly as long as its bandwidth is greater than the smaller of
the entry and middle nodes. Figure 5 depicts the success probability for the optimal
adversarial strategy when the number of non-exit nodes varies from 1 to 939. From this
figure we conclude that the probability is further reduced by an order of magnitude as
compared with Round 3 (e.g., from 0.6% to less than 0.04%).
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Fig. 4. Effect of Bandwidth Order Selec-
tion: Optimal Attacking Strategy
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Fig. 5. Effect of Adaptive Exit Selection

6 Related Work

Chaum [11] pioneered the idea of anonymous communication. A survey of various
anonymous communication systems can be found in [1, 12]. There exists a lot of re-
search on compromising anonymous communication systems based on the network
traffic analysis, most of which falls into the category of entry-exit linking attacks stud-
ied in this paper. Technically, these entry-exit linking attacks can largely be categorized
into two groups: passive traffic analysis and active watermarking.

With passive traffic analysis, the attacker eavesdrops traffic passively and aims to
identify the similarity between the entry’s inbound traffic and the exit’s outbound traffic
[13,14]. For example, a cross-correlation based similarity measure was studied in [14],
whereas similarity measures based on packet size and timing were studied in [15,16,17].

With active watermarking, the attacker designs a secret signal (i.e., watermark) and
embeds it into the inbound traffic of the entry node, aiming to identify the secret pat-
tern from the observed outbound traffic of the exit node [4, 18]. Also in this category,
Murdoch et al. [19] investigated a timing-based attacks on Tor by using a number of
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compromised Tor node. Overlier et al. [20] studied a scheme using one compromised
node to identify the “hidden server” anonymized by Tor. The attacks studied in [3, 5]
exploit the design of cell packet delivery in Tor to carry out linking attacks.

The application of game theory has also been extensively studied in many aspects
of network security [21, 22, 23, 24, 25, 26, 27]. The interactions between defender and
adversary, in particular, have been studied with various game-theoretic models such as
static [28], stochastic [10,29], and repeated games [30,31]. Based on such models, most
existing work focused on the modeling of adversarial intent, objectives, and strategies,
as well as the corresponding defensive countermeasures. More closely related to our
work is [32] which analyzed the initial rounds of interactions between email spammers
and spam email detectors to produce a spam-email classification algorithm. Compared
with the above existing work, our work is the first to draw design principles of an
anonymous communication system from a novel game-theoretic analysis.

7 Final Remarks

In this paper, we have presented the first game-theoretic study on the design of path
selection algorithm against entry-exiting linking attack in anonymous communicating
systems such as Tor. Based on the model of a non-cooperative game between the de-
fender (i.e., the designer of the path selection algorithm) and the adversary (i.e., con-
troller of the compromised Tor nodes to carry out entry-exit linking attacks), we ana-
lyzed three rounds of the repeated arm race between the two players, and derived three
design principles. These principles are stratified path selection, bandwidth order selec-
tion, and adaptive exit selection, which can effectively reduce the success probability
of the attack without substantially affecting the bandwidth of the constructed Tor paths.
Using a combination of theoretical analysis and experimental studies, we demonstrate
the superiority of our developed algorithm over the existing ones.
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